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Abstract
The goal of this bachelor’s thesis was to explore the possibility of information extraction
from form-like documents using neural networks. The work starts by covering the theory
of natural language representation. Then comes an overview of information extraction
and the description of Named Entity Recognition. After that follows an introduction to
existing datasets that are relevant to forms. In the implementation part, the process of
creating a new form dataset is laid out. The preparation of the scripts for fine-tuning the
models for named entity recognition is also described. The fine-tuned models include text-
only models such as Czert as well as layout-aware models such as LiLT. In the end comes
the experimental part, which includes experimenting with the Named Entity Recognition
fine-tuned models on forms.

Abstrakt
Cílem této bakalářské práce bylo prozkoumat možnost extrakce informací z formulářů s
pomocí neuronových sítí. Práce začíná pokrytím teorie o zpracování přirozeného jazyka.
Poté následuje přehled extrakce informací a popis rozpoznávání pojmenovaných entit. Na
to dále navazuje představení datových sad, které jsou relevantní pro formuláře. V imple-
mentační části je popsán proces vytváření nové datové sady formulářů. Také je popsána
příprava skriptů pro doladění modelů pro rozpoznávání pojmenovaných entit. Doladěné
modely obsahují pouze textové modely jako například Czert, stejně jako modely s ohledem
na rozvržení textu na straně jako například LiLT. Konečná kapitola obsahuje část s experi-
menty, která obsahuje experimenty s modely laděné pro rozpoznávání pojmenovaných entit
na formulářích.
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Rozšířený abstrakt
Tato práce měla za cíl prozkoumat různé možnosti extrakce informací z formulářů pomocí
neuronových sítí. V první části práce je popsána potřebná teorie. Ta obsahuje infor-
mace o zpracování přirozeného jazyka, dále přehled o extrakci informací, následuje pop-
sání úkolu rozpoznávání pojmenovaných entit a představení neuronových sítí. Teoretická
část pokračuje popisem pokročilejších neuronových sítí jako jsou rekurentní neuronové sítě,
dlouhá krátkodobá paměť (Long Short-Term Memory) a transformátory (Transformers).

V další kapitole je možné najít popis datových sad, které se dají použít na extrakci
informací z formulářů. Mezi nimi je například FUNSD velmi známá datová sada, často
používaná jako měřítko pro porovnání modelů pro extrakci informací z formulářů.

Následující kapitola obsahuje proces návrhu a vytvoření skriptů pro trénování modelů
pro úkol rozpoznávání pojmenovaných entit. Byl zvolen jazyk Python z důvodu široké
dostupnosti knihoven pro strojové učení. Dále popisuje práci na vytvoření nové datové
sady, která je založena na bílé kartotéce padlých vojáků v První světové válce. Datová
sada obsahuje přes 500 anotovaných úmrtních listů. To znamená že pro náš případ byly
pojmenované entity jméno, příjmení, hodnost, datum narození, datum úmrtí a označení
hrobu a místo. Pro úlohu rozpoznávání pojmenovaných entit jsem nejprve použil manuální
metodu přiřazení kategorie podle nejbližšího řádku, protože všechny formuláře měly podob-
nou strukturu, lišily se natočením obrázku při skenování. Tento přístup měl pár nevýhod,
například když text zasahoval pod řádek, byla mu přiřazena špatná kategorie.

Poslední kapitola obsahuje experimenty provedené s modely neuronových sítí typu
transformer doladěnými pro rozpoznání pojmenovaných entit. Experimenty jsou prove-
deny s pomocí modelů, které berou v potaz pouze text konkrétně jednojazyčné mod-
ely Czert, Robeczech a vícejazyčný model XLM-RoBERTa a dále modelů, které berou
v potaz i umístění textu ve formuláři konkrétně LiLT spojený s XLM-RoBERTa a LiLT
spojený s Robeczech. Nejlepších výsledků dosahoval LiLT spojený s XLM-RoBERTa, což je
pravděpodobně způsobeno obrovskou velikostí modelu. Překvapením byly horší výslekdy
LiLT spojeného s Robeczech než samotného Robeczech. Je ukázána závislost mezi ve-
likostí datové sady a dosaženým F-skóre, ale od určitého bodu už se dosažené F-skóre moc
nezlepšuje.
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Chapter 1

Introduction

During its existence, humanity came up with a lot of ways to preserve information. Whether
it were cave paintings, stone tablets, or paper. In today's age, more and more information
is stored on computers. So there is an e�ort to store the older physical data onto computers
and do that in a way that allows e�ective work with it.

E�ective work means �ltering by the bibliographic data, getting texts with similar con-
tent, categorizing based on text, etc. To achieve these things, the computer must be able
to process language. Natural language processing is a �eld in computer science that is in-
terested in exactly that. Some of the tasks include optical character recognition, which gets
image with a text on the input and outputs written text, speech recognition, that gets the
sound of person speaking and outputs the text that was spoken, word segmentation, which
divides text into single words or even only fragments of them, named entity recognition
and much more. The named entity recognition �nds important entities in text and assigns
them a prede�ned category, which will be described more thoroughly.

The focus of this thesis are form-like documents. Since for normal text, a lot of datasets
have been created, and a lot of research has been done. The goal is to create a script that
gets a text representation of the form on the input, and the output is data in a machine-
readable format. The experiments with Czech form-like documents are supposed to be the
main contribution of this work.

In the chapter 2, some theory needed for this thesis is explained, namely neural networks
and methods for processing forms. The chapter 3 contains an overview of existing datasets
and describes a process of creating a new dataset. Next, the implementation is described
in chapter 4. The experiments and their results can be seen in chapter 5.
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Chapter 2

Natural language processing

In this chapter, key concepts that are used for natural language processing and some nec-
essary theory will be explained. Natural language processing is a broad �eld of study that
deals with a computer's ability to process data encoded in natural language. More infor-
mation about this �eld can be found, for example, here [12]. First, the way of representing
language is described in the Section 2.1, after that comes an overview of information ex-
traction in the Section 2.2, and a description of named entity recognition in the Section 2.3.
After that, some key principles of neural networks are described in the Section 2.4. At the
end of the chapter, form-like documents are characterized, and form processing is outlined.

2.1 Natural language representation

In order to be able to do any work with language, there must be a way for a computer
to understand the meaning of words. This is done by word representations. The goal is
to create a vector that represents a word syntactically and semantically. It is good for
the vectors to be the same length for computational reasons, such as e�ciently processing
batches. One of the simplest ways to encode words would be creating a list of the words and
then representing each word with a one-hot vector, which would be the size of the length
of the list and have 1 in the place of the encoded word and zero everywhere else. However,
this way is not very e�ective in terms of storing the data, and also because it can not store
semantic meaning, so it is not used often. More recent approaches of representing words are
described next. First, context-free representations are described and later contextualized
too.

2.1.1 Context-free representations

In the context-free representations, each word is assigned a �xed vector that does not
change depending on its surrounding words. These vectors are learned during training
using word co-occurrence statistics, but once trained, they do not change. It has been
shown that dependencies based on semantic relationships will appear [26]. This means that
the vectors can be added and subtracted to obtain words with corresponding meanings. This
implies that when vectors of Country + capital are added, the result vector will be close to
country_capital . The dependency can be seen in Figure 2.1. However, this should not be
confused with context, meaning the word will always have the same vector representation
regardless of the context in the sentence. Some of the models that are used to obtain
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context-free representations are Word2vec [25], GloVe [28], and fastText [3], which will be
brie�y described.

Word2vec

Word2vec [25] is a group of models for obtaining vector representations of words. It uses
two approaches to create these vectors. Continuous bag of words (CBOW), which predicts
a target word based on the surrounding words, and skip-gram, which works on the opposite
principle, where the input is the center word and it predicts the context words.

GloVe

The GloVe model (Global Vectors) [28] is an unsupervised learning algorithm. It is based
on a matrix of word-to-word co-occurrences. The matrix dimension is the number of words
in the dictionary. There is a need for a reduction of the dimension of the resulting vector
since the count of the words can be large. For this, the GloVe uses a factorization method
called Singular Value Decomposition (SVD). By applying this method, we obtain a low-
dimensional representation of words from the corpora.

FastText

FastText [3] is an open-source library that is used for learning text representations and
text classi�ers. One of the advantages of FastText is the fact that it is able to represent
words that it has not seen before. FastText is built upon the Word2Vec model with the
skip-gram architecture, but it expands on the model by breaking the words into N-grams
and representing the word as the sum of the vectors of the N-grams.

Figure 2.1: Two-dimensional PCA projections of the 1000-dimensional Skip-gram vectors
of countries and their capital cities. This shows that the word vectors capture concepts and
relationships between them [25]

.
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Source Nearest Neighbors

GloVe play
playing, game, games, played, players, plays,
player, Play, football, multiplayer

ELMo

Chico Ruiz made a
spectacular play on
Alusik 's grounder
{. . . }

Kie�er , the only junior in the group , was com-
mended for his ability to hit in the clutch , as well
as his all-round excellent play.

Olivia De Havilland
signed to do a Broad-
way play for Garson
{. . . }

{. . . } they were actors who had been handed fat
roles in a successful play, and had talent enough
to �ll the roles competently , with nice understate-
ment .

Table 2.1: Nearest neighbors to �play� using GloVe and the context embeddings from an
ELMo. [29]

With representing words as only one vector comes the main limit of context-free word
representations, which is the fact that some words have multiple meanings based on the
context. This issue is focused on by contextualized word representations (CWRs).

2.1.2 Contextualized word representations

Contextualized word representations (CWRs) solve the aforementioned problem of words
with multiple meanings. One of the �rst works that introduced CWRs is ELMo (Embedding
from Language Models)[29]. In the Table 2.1 comparison of the results of the nearest
neighbours in GloVe and ELMo word representations can be seen. Another example of
contextualized word representations is BERT[11], which is more described in Section 2.7.3.

ELMo

In Embedding from LanaguageMo dels word representations are functions of the entire
input sentence. It utilizes both forward and backward language models. In forward lan-
guage model given the sequence of tokens(t1; t2; :::; tN ), the probability of the sequence is
computed as

p(t1; t2; : : : ; tN ) =
NY

k=1

p(tk j t1; t2; : : : ; tk� 1):

Where tk is token from the sequence and the(t1; t2; : : : ; tk� 1) are previous tokens. This
is how the model learns to predict the next token with the history context.

The backward language model is similar to the forward model. One key di�erence from
the forward model is that the input sequence is reversed, and it predicts previous tokens
given the future context.

p(t1; t2; : : : ; tN ) =
NY

k=1

p(tk j tk+1 ; tk+2 ; : : : ; tN ):

The �nal representation of each token is a forward LM representation concatenated
with the backward LM representation. The architecture of the ELMo model is made of
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two bidirectional Long short-term memory (LSTM) layers. The Long Short-Term Memory
networks are brie�y explained in Section 2.6. The input text sequence is converted into
embeddings by a convolutional neural network (CNN). Word representations are computed
with representations of each character. Due to this, the model is able to infer representations
for words it has not seen in the training [29]. Bi-LSTM layers comprise 4096 LSTM units
and produce 512-dimensional representations.

2.2 Overview of Information Extraction

Information extraction is the task of extracting structured information from unstructured
data. This structured information can then be used for other tasks such as Question
Answering, Summarization, Event detection, etc. In this thesis, the data are historical death
records of soldiers. More in-depth description of the data will be shown in the Section 4.3. In
the early times, the main approach for information extraction was Knowledge Engineering
[27], in which the rules were created by human experts. Machine learning with the use of
annotated datasets was the next approach. For machine learning, the Conditional Random
Fields[23] were introduced. Later came a shift to the deep learning approaches utilizing the
Recurrent neural networks [30] and Long short-term memory networks [17]. The current
trend is the use of transformer-based models, which will be discussed in the later part of
this work 2.7.

2.2.1 Common tasks

Some of the information extraction tasks will be described in this section.

ˆ Named entity recognition � The goal of this task is to label named entities such as
people, locations or numbers. It is the stepping stone for other tasks such as relation
extraction

ˆ Relation extraction � It is a key task in information extraction that involves iden-
tifying and classifying semantic relationships between entities within the text. The
goal of this task is to predict relations for the named entities in sentences. Such as
detecting that � Barrack Obama� is the president of � the United States�.

ˆ Key information extraction Key Information Extraction (KIE) is a task that
focuses on identifying and extracting important entities or values from semi-structured
or unstructured documents such as receipts or forms.

This work focuses on the Named entity recognition. Relation extraction and Key
information extraction could be the focus of further work.

2.3 Named entity recognition

Named entity recognition is one of the tasks that fall under the information extraction
task. The goal of the task is to recognize named entities in a text. The termnamed entity
was introduced in the sixth Message Understanding Conference (MUC-6) [15] as a part
of the named entity task, where there were two tags to assignENAMEX, which encompasses
people and organization names, andNUMEX, which encompasses numeric expressions such as
currency and percentages. On the input of this task stands text, and on the output is text
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with annotated named entities. Some of the approaches used for named entity recognition
will be described in this section.

Rule based

The �rst methods were rule-based [6]. They relied on rules manually crafted by a human
who observed the data. Rules manipulate language as a sequence of symbols and interpret
associated information. These methods used gazetteers, which are lists of known entities
such as people, organizations, locations, and others.

Machine learning

When large annotated corpora became available, machine learning approaches replaced rule-
based. They learn from data based on manually selected features. In supervised learning,
they use conditional random �elds (CRF) [23].

Conditional random �elds

Conditional random �elds (CRF) [23] are a probabilistic graphical model that is frequently
used for sequence labeling tasks. It considers neighboring examples and takes contextual
features into account. CRF models are still used in some natural language processing tasks.

Deep learning

The latest and most dominant approach is deep learning. These are arti�cial neural net-
works with multiple processing layers that learn representations of data. Some of the deep
learning methods are Recurrent Neural Networks [30], their improved version, Long Short-
Term Memory networks (LSTM)[17], and Transformers [41]. Since Transformers are the
core of this thesis, they are described in more detail in the next section.

2.4 Neural networks

In the last section, some of the neural networks were mentioned, in this section the principle
of neural networks will be explained. � Neural network is a mathematical model that tries
to simulate the structure and functionalities of biological neural networks.� [38] It is built
from neurons.

In the Figure 2.2, it can be seen that each neuron contains a vector of inputs~x, each of
the inputs has its own weight. The weighted sum of all the inputs then goes through the
activation function. Each neuron has an activation threshold, which is the value needed for
the activation of the neuron. Output y of the k-th neuron is then

yk = '

0

@
nX

j =0

wkj x j + bk

1

A

where ' is the activation function, wkj are the weightsx j are the inputs and bk is the bias.

2.4.1 Activation function

The activation function determines the output of the neural network. Some of the types
are:

7



Figure 2.2: Structure of arti�cial neuron [8]

ˆ linear activation It is directly proportional to the input. It can be de�ned as f (x) =
ax. This function is not really used since the model would collapse into a simple
linear transform.

ˆ sigmoid activation It is one of the more used functions [33] It transforms the input
into a value in the range between 0 and 1. It is de�ned asf (x) = 1 =1 + e� x

ˆ recti�ed linear unit (ReLU) activation It is a non-linear activation function that is
widely used. The main di�erence is that not all of the neurons are activated at the
same time. It can be de�ned asf (x) = max(0; x)

ˆ softmax activation It takes the vector of raw outputs and returns a vector of proba-
bility scores for each one. It is a combination of multiple sigmoid functions. It can
be used for multiclass classi�cation.

sof tmax (z) i =
ex i

P N
j =1 ex j

Universal approximation theorem This theorem states that it is possible to ap-
proximate continuous functions with neural networks that have at least one arbitrarily big
hidden layer[10]. This was �rst proven for sigmoid activation function, but it is also possible
with other non-linear activation functions. This is why neural networks are so powerful.

2.4.2 Loss function

To be able to see that the model is learning, a metric is needed. The loss function shows
the model's deviation from the ground truth predictions. The lower it is, the better. Each
task bene�ts from a di�erent loss function, so here are a few examples.

ˆ Cross-entropy loss function � Classi�cation loss is most often calculated using entropy.
Simplest example of this is Binary cross-entropy which can be calculated as

L(yi ) = �
1
N

NX

i =1

yi � log(p(yi )) + (1 � yi ) � log(1 � p(yi ))

where yi represents the class and logarithms represent the probabilities of output
being 1 or 0.
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ˆ Mean squared error � the average squared di�erence between the value predicted and
the ground truth value. The formula is

MSE =
P N

i =1 (yi � pi )2

N
(2.1)

where yi is the i th observed value,pi is the corresponding predicted value andn is
the total count of observations.

2.4.3 Backpropagation

It is used for computing parameter updates while training a neural network using gradient
descent. The goal is to determine how model weights and biases should be adjusted to
minimize error. This is achieved by minimizing the loss function by computing the gradient
with respect to weights and biases. This is done by iterative methods such as gradient
descent, which computes the gradient and subtracts its multiple from the weights and
biases. Formally this can be written as

an+1 = an � 
 r L (an ) (2.2)

Where a are the variables to be minimized in our case weights and biases,
 is the learning
rate and L is the loss function.

2.5 Recurrent Neural Networks

Recurrent neural networks [30] are able to capture temporal patterns thanks to recurrent
connections where outputs of the neurons are fed back as input in the next step. The RNNs
are great for sequential tasks where they can use their potential of storing the last output
and using it. However, one of the problems that RNNs have is the vanishing gradient
problem. The problem lies in the large di�erences between earlier and later layers' gradient
sizes. To mitigate this problem, Long short-term memory networks were created. Some
other problems RNNs have include the exploding gradient problem, which is the inverse
of the vanishing gradient problem, and the time required to train. Despite the problems
mentioned, the RNNs have still been successfully applied to tasks such as natural language
processing [35], speech recognition [31], or handwriting recognition [14].

2.6 Long short-term memory

As was already mentioned Long short-term memory [17] were created to tackle the vanishing
gradient problem. LSTMs are a special type of RNNs; they di�er in the structure of the
memory cell. Typically, the cell contains three gates: the input gate, the output gate, and
the forget gate. The cell can be seen in Figure 2.3. These gates adjust the information
�ow in and out of the cell. Forget gates map the current input and the previous state
into a value between zero and one, and based on that, the information from the previous
state is either thrown away or remembered. The input gates choose which pieces of new
information will be stored in the current state using the same system. Output gates pick
which information in the current cell to output. Thanks to choosing which information to
output, the LSTMs are able to maintain long-term dependencies. LSTMs have been useful
in the tasks of classi�cation [13], speech recognition [31], and machine translation [43], to
name a few.
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Figure 2.3: LSTM cell [39]

2.7 Transformers

Transformers are a type of neural network architecture that changes an input sequence
into an output sequence. They achieve this by learning context and tracking relationships
between sequence components. The �rst transformer architecture is shown in Figure 2.4.
It uses both the encoder and decoder. The �rst step of the encoding process is converting
the text into numerical representations called tokens. The tokens are then converted into
vectors, also called embeddings. The positional encoding vectors are then added. The
next step is calculating Attention, which allows the model to capture relationships and
contextual dependencies between tokens. Attention is an essential part of the Transformers
and is described below. The calculated attention is then added to the embeddings. Some
of the well-known transformer models are BERT [11], ELMO [29], and GPT-3 [5], which
were groundbreaking in the natural language processing tasks. They were trained using
masked language modeling, which is a task that trains a model on a sentence by masking
random words and forcing the model to use the context of other words in order to �ll in the
blank. Unlike its rival models in the �eld of natural language processing, which were based
on recurrent or convolutional neural networks, transformer models have the advantage of
parallelism because they rely entirely on an attention mechanism. The parallelism is heavily
utilized on modern GPUs, which has led to a boom in AI due to the large scalability of the
models [20].

2.7.1 Attention

Attention is a way of computing how to modify embedding of a word to append relation
with other words in the sentence. The attention mechanism was designed in order to battle
the vanishing gradient problem. The problem is that the recurrent neural networks are more
in�uenced by the words at the end of a sentence and the words at the beginning have lesser
e�ect. The attention in transformers uses terms query, key and value. Query represents
the word which relationships are being computed, key represents the words that is being
compared against and value contain actual word representations. In the �rst transformers
paper[41] attention was de�ned as:

Attention (Q; K; V ) = softmax(
QK T
p

dk
)V (2.3)

Where Q denotes the matrix of queries,K denotes the matrix of keys,V is the matrix of
values and thedk is the dimension of the key matrix.
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Figure 2.4: Transformer model architecture taken from [41]

2.7.2 Multi-Head Attention

Multi-head attention is de�ned as

MultiHead (Q; K; V ) = Concat(head1; : : : ; headh)W O (2.4)

Thanks to splitting the input into multiple heads the model is able to capture diverse
relationships and patterns. Another advantage is ability to run multiple heads in parallel.

headi = Attention (QW Q
i ; KW K

i ; V WV
i ) (2.5)

The outputs of each head are concatenated.
Where the projections are parameter matricesW Q

i 2 Rdmodel � dk , W K
i 2 Rdmodel � dk ,

W V
i 2 Rdmodel � dv and W O 2 Rhdv � dmodel .

2.7.3 BERT

The acronym stands for Bidirectional Encoder Representations from Transformers [11]. It
is the �rst bidirectional transformer model. Its main advantage is the rich context obtained
by considering both the left and the right context of the word. The architecture of the
model is a multi-layer bidirectional Transformer encoder. BERT improved the results of
eleven natural language processing tasks.
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Model Architecture

There are two main sizes of the model BERTBASE , which has 12 layers, 768-dimensional
representations of words and 12 self-attention heads, and BERTLARGE , which has 24 layers,
1024-dimensional representations and 16 self-attention heads. BERTBASE was chosen to
have the same model size as OpenAI GPT. In the Figure 2.5 BERT architecture can be
seen. On the left part, the pre-training phase is visualized. During this stage, BERT learns
the language representations. On the right side, the �ne-tuning phase is shown where the
model has its own output layer for each task, while sharing the core architecture. The
input embeddings are the sum of the position embeddings, segment embeddings, and token
embeddings.

Figure 2.5: BERT Architecture [11]

Pre-training

The authors of this model came up with a new pre-training task, which they called Masked
Language Modeling (MLM). The task consists of randomly masking a percentage of the
input tokens and predicting these masked tokens. The downside of this task is that it
creates an inconsistency between pre-training and �ne-tuning, because[MASK] token does
not appear in the �ne-tuning. To combat this the masked words are not always replaced
with [MASK]token but 10% of the time it is replaced with random token another 10% of the
time it is the original unchanged token and the rest 80% of the time it is the aforementioned
[MASK]token. The �nal hidden vector is then used to predict the original token using cross-
entropy loss.

The second task that was used for pre-training BERT is Next Sentence Prediction
(NSP). The task consists of the model getting sentencesAand Bon the input and predicting
if the sentence B follows the sentenceA. This training task proved to be bene�cial for
Question Answering (QA) and Natural Language Inference (NLI) [11].

2.7.4 LiLT

Language-Independent Layout Transformer [42] focuses on battling the fact that most of
the document understanding models are only able to deal with documents in one language,
typically English. The model tries to achieve language independence by decoupling the
layout and text, and it produces competitive results on the tasks in di�erent languages.
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Model Architecture

The model architecture can be seen in the Figure 2.6. The model is described as a parallel
dual-stream transformer by the authors. Text is embedded as a concatenated sequence
St sorted by the bounding boxes, which are in order from top-left to bottom-right. The
formula for computing text embedding is as follows:

ET = LN(E token + P1D ) (2.6)

where LN is the layer normalization [1], dT is text feature dimension, E token is the token
embedding andP1D is one dimensional positional embedding.

Layout Embedding is constructed as a 2D position sequence of the same length as a
token sequence. All box coordinates are normalized into the range [0,1000], and then four
embedding layers are used to generate x-axis, y-axis, width, and height features separately.
This can be formally written as such:

P2D = Linear (CAT (E x min ; E x max ; E ymin ; E ymax ; Ewidth ; Eheight )

. Where Es are embedded vectors.Linear is a linear projection layer and CAT is channel
concatenation operation.

Figure 2.6: LiLT architecture

Pre-training

The model was pre-trained using three self-supervised tasks. The �rst task is the masked
language modeling (MLM) task that was already described in the BERT pre-training sec-
tion. The second task to pre-train the model was Key Point Location (KPL). By key points,
the top-left, bottom-right corners, and center point of the bounding boxes are meant. The
layout is divided into regions (7 � 7 regions by default). The task consists of the model
predicting into which regions the key points belong to. The masking works the same as in
the BERT model, with 15% of the total boxes masked, and of those, 80% are replaced by
(0,0,0,0,0,0) boxes, 10% are replaced with random boxes from the form, and 10% remain
unchanged. The third and last task on which the model was pre-trained is Cross-modal
Alignment Identi�cation, which is a binary classi�cation task that checks whether the pairs
obtained from MLM and KPL are correctly aligned. Cross-entropy loss is applied to all the
tasks.
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2.8 Form-like documents

In this section division of the documents by their structure is set out. Also, the description
of some common document types with forms is done.

Division by structure

ˆ Unstructured Documents � Documents with no �xed format or data. For example
handwritten note.

ˆ Semi-Structured Documents � Documents with a �xed set of data but no �xed
location or format for the data. The forms that this thesis works with fall into this
category, because the �lled-in values vary in their position, but the keys are in the
same position.

ˆ Structured Documents � Documents with �xed format. They contain data in �xed
locations. Some of examples include lists, forms, or tabular documents.

Types of documents There are many types of documents. For example, the RVL
CDIP dataset [16] distinguishes fourteen types, such as forms, which was the case of this
thesis, news article, handwritten, email, letter, etc.

Form-like documents fall into semi-structured or structured categories, because they
contain �xed data, which is set by the keys, but also non-�xed data, which are answers that
can vary in position.

2.9 Form processing

The form processing is a systematic method of extracting, organizing, and storing data
from completed forms. It is essential to the advancement of o�ce automation. It can also
be useful for creating searchable databases of forms.

2.9.1 Digitization

Digitization is a process of converting analog information into a digital format. There
are multiple ways of digitization, such as scanning, optical character recognition, recording,
sampling, etc. I will talk about optical character recognition more, because it is the method
of choice when digitizing forms.

Optical character recognition

It is a process of classi�cation of optical patterns contained in a digital image [7]. The
purpose of this process is to obtain a textual representation from the picture. The �rst
step is to digitize an analog document using an optical scanner. The next step is to locate
the regions containing text. To avoid extra complexity and increase the accuracy of the
algorithm, a set of features is extracted for each character class (e.g., letters, digits, punctu-
ation). Each symbol is found by comparing extracted features with descriptions of symbol
classes obtained through a previous learning. The last step is using contextual information.
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2.9.2 Layout analysis

It is a process of identifying and categorizing the regions of interest in the image of a text
document.

Bottom-Up Strategy

This strategy starts at �ne levels of an image, such as pixels, components, or words. After
that, it continues to grow, forming larger regions and stops when it reaches a prede�ned
objective. It is the most frequently used methodology[2].

Top-Down Strategy

In contrast, this strategy starts from the top. Here are some strategies

ˆ Texture-Based Analysis � assumes that the textual regions are darker than the back-
ground regions. In which case, an energy map can be generated to produce low
responses for either pure foreground or background areas.

ˆ Whitespace Analysis is used to detect regions that can be isolated by spaces from all
directions. It suits the segmentation of regular document layouts [4].

2.9.3 Hybrid Strategy

This strategy combines the top-down and bottom-up approaches. Even though it utilizes
the strengths of both strategies, it is the least frequently used strategy [2].
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Chapter 3

Data for natural language
processing in forms

As mentioned already, data are essential for machine learning. This chapter contains infor-
mation about datasets for Named Entity Recognition (NER) and Key Information Extrac-
tion (KIE). A correct dataset is necessary for this task. Words in the dataset are tagged
with the corresponding entity type.

The number of entity types varies from dataset to dataset and is speci�ed by the goal
of the dataset. There are two ways of creating NER datasets. The �rst one is manually
collecting documents and annotating them [32], the second one is by generating sources
from the Wikipedia [44]. The texts from which the dataset was created depend on the
purpose of the dataset.

Most of the available datasets are in the English language since it is the language that
is most widely used internationally. However, for this thesis, a new dataset was created
that contains Czech annotated forms. The process of creating this new dataset is described
in 4.3.

Some of the datasets important in the �eld of document information extraction are
mentioned here. The FUNSD dataset is mentioned because it is one of the most often used
benchmark datasets for form understanding. The RVL-CDIP dataset is mentioned because
it is where the FUNSD got its form scans from. The SROIE dataset is mentioned because
it is used for the key information extraction task, which is an important task on forms.

At the end of this chapter is a section that contains state-of-the-art results achieved by
pre-trained models.

3.1 FUNSD

Form U nderstanding in N oisy Scanned D ocuments is a dataset for form understanding
in noisy scanned documents. This dataset contains 199 fully annotated forms, which were
obtained by manually checking 25,000 forms from the RVL-CDIP dataset [16] from the forms
category, discarding unreadable and similar-looking forms, and then randomly sampling 199
of them and annotating them.[19] The annotations are stored in a JSON �le, which contains
a unique identi�er, a label for named entity recognition, a bounding box, a list of words,
and a list of links to other entities. An example of annotation can be seen in listing 3.1.
Bounding boxes are represented by the coordinates in the following order [xleft , ytop , xright ,
ybottom ]. The links to other entities are stored as [idfrom , idto ]. Due to the size of the
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{
"form": [

{
"id": 0,
"text": "Registration No.",
"box": [94,169,191,186],
"linking": [

[0,1]
],
"label": "question",
"words": [

{
"text": "Registration",
"box": [94,169,168,186]

},
{

"text": "No.",
"box": [170,169,191,183]

}
]

},
{

"id": 1,
"text": "533",
"box": [209,169,236,182],
"label": "answer",
"words": [

{
"box": [209,169,236,182],
"text": "533"

}
],
"linking": [

[0,1]
]

}
]

}

Listing 3.1: Example of annotation entry. Taken from [19]

dataset, it is most often used for benchmarking the models. It contains four classes for
named entity recognition. The classes beingheader, question, answer and total. The entity
distribution of the dataset can be seen in Table 3.1. It makes sense that the most common
classes areQuestion and Answer. The dataset can also be used for other tasks such as
semantic entity labeling, relation extraction, or entity linking.

Split Header Question Answer Other Total
Training 441 3; 266 2; 802 902 7; 411
Testing 122 1; 077 821 312 2; 332

Table 3.1: Class distribution of the semantic entities in the FUNSD taken from [19].

3.2 RVL-CDIP

The Ryerson Vision Lab Complex Document Information Processing dataset (RVL-CDIP)
[16] is mainly used for Document Image Classi�cation. This dataset contains 400,000 low-
resolution, low-quality images divided into 320,000 for training, 40,000 for validation, and
40,000 for testing. The documents are divided into 16 classes, such as letter, memo, email,
form, handwritten, invoice, etc. For a list of all the classes, please see the original paper
for this dataset. [16]
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3.3 SROIE

Scanned Reciept OCR and Information Extractions (SROIE) [18] is a dataset that contains
1000 scanned receipt images and annotations. The dataset was introduced in the Inter-
national Conference on Document Analysis and Recognition in 2019. The authors of the
dataset recognized great potential in document analysis and prepared three tasks with this
dataset. The tasks being Scanned Receipt Text Localization, Scanned Receipt OCR, and
Key Information Extraction. Each entry in the dataset contains an image of the receipt,
bounding boxes as a list of coordinates starting from the top left corner and continuing
clockwise with both x and y coordinates for each point, and then a transcript of the text
for the bounding box. For the information extraction task, each entry also contains a list
of these entities. Annotation example can be seen in �gures 3.1 and 3.2

x1_1,y1_1,x2_1,y2_1,x3_1,y3_1,x4_1,y4_1,transcript_1
x1_2,y1_2,x2_2,y2_2,x3_2,y3_2,x4_2,y4_2,transcript_2
x1_3,y1_3,x2_3,y2_3,x3_3,y3_3,x4_3,y4_3,transcript_3

Figure 3.1: Bounding boxes annotation example

{
"company": "YONGFATT ENTERPRISE",
"date": "25/12/2018",
"address": "NO 122.124. JALAN DEDAP 13 81100 JOHOR BAHRU",
"total": "80.90"
}

Figure 3.2: Key information annotation example

Results achieved

This section contains the scores achieved by the models that will be used as backbones for
�ne-tuning the models.

LiLT with English RoBERTa base achieved an F1 score of 0.8841 on the semantic entity
recognition task. Semantic entity recognition is a task of assigning each word to one of the
prede�ned categories. In the FUNSD dataset, these areheader, question, answer, and total
as already mentioned. In the document classi�cation task, the LiLT model achieved an
accuracy of 95.68% which was a state-of-the-art result at the time.
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Chapter 4

System design and Implementation

In this chapter, the design and implementation of the Named Entity Recognition system
will be described. The purpose of this thesis is to obtain structured information from
the death records of soldiers. The �rst thing needed to be able to do that is to create
the dataset that the model can train on. In the section 4.3 The process of creating this
dataset is described. The next step is creating scripts that will �ne-tune existing models
since training new models from scratch is out of scope for this work. After that comes
inference of the models to get their outputs and see if they provide good results. Concrete
experiments are described in the next chapter 5, in this one, only the creation of the system
is described. Python was the language of choice for implementing the system. It is the most
�tting language for machine learning due to the many libraries it o�ers. The Hugging Face
Transformers library was used to train the models. The library is built upon the PyTorch
deep learning library. Additionally, some other libraries from Hugging Face are used, some
of them being Evaluate, Trainer, Datasets, and Tokenizers. Hugging Face was chosen due
to the fact that it already has implemented a lot of common functions needed for natural
language processing.

4.1 Problem description

This thesis is focused on applying Named Entity Recognition to Czech death records of
soldiers. These records can be classi�ed as semi-structured documents. An example of the
record can be seen in Figure 4.1. Some of the records contain hand-written text, and some
of them include answers written on a typewriter machine. The motivation for this task is
the digitization of the information, the ability to �lter these forms by the data they include,
and also being able to carry out some more advanced Natural Language Processing tasks,
such as already mentioned Relation Extraction, Question Answering, or Entity Linking.

4.1.1 Input Data

The data for this work is a subset of the Bílá kartotéka, which is a publicly available
digital collection of fallen soldiers provided by the Czech Central Military Archive 1. This
archive also provides Zelená Kartotéka, which is di�erent in the fact that it does not contain
scanned images of the death records and only their textual representation in the database.

1https://www.vuapraha.cz/kartoteky/
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4.1.2 Form Structure

As can be seen in picture 4.1, the forms contain labels such as full name, rank and military
unit, date and place of birth, nationality, date and place of death, date of funeral, place of
the grave, and source death book. The forms are stored in JPG format. The structure of
the labels is �xed, but answers vary by location. For example name is often in the upper
right corner instead of the expected line.

4.1.3 Challenges

Some of the �elds are not �lled or �lled with words such as � tamtéº� which is an archaic
Czech word meaning� in the same place� which can confuse the model as it can appear
in multiple columns. The fact that some of the forms are hand-written and some are not
could pose an issue, but this thesis works with transcriptions obtained by PERO-OCR, and
improving the OCR system is out of scope for it.

Figure 4.1: Example of death record

4.2 Used technologies

In this section, the technologies used for the named entity recognition system are described,
and the reason why they were chosen is given.
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4.2.1 Python

Python was chosen as the language for this project. The reason for this choice was the
extensive amount of libraries available for natural language processing, as well as ease of
use, and a big community in the machine learning space as a whole.

4.2.2 Machine learning frameworks and libraries

The Transformers library from Hugging Face2 is a library of pretrained models for inference
and training. The library contains an implementation of the training and evaluation loop
of PyTorch models. The training loop consists of calculating the loss from the training
step, calculating the gradients, and updating the weights based on the gradients, and is
implemented in the Trainer object.

The Datasets library made by the Hugging Face team allows easy access and sharing
of datasets for Natural Language Processing and other tasks. This library allows loading
the dataset with one line of code. The dataset can be loaded from the Hugging Face Hub
or from local �les. The library utilizes Apache Arrow format, which allows the data to be
processed and moved quickly.

The Evaluate library from the Hugging Face team implements methods for evaluating
machine learning models. The evaluation of the model is called in theTrainer class.

The Weights & Biases (wandb) tool is used for tracking experiments. It is directly
integrated with Transformers library. It automatically logs losses, metrics, computer re-
sources and other things. The data can then be exported in multiple formats such as SVG,
PDF, CSV. I chose CSV in order to be able to customize the resulting graph more than
the wandb site allows.

Matplotlib library was used for visualizing the outputs of the wandb. It is a widely used
library for creating visualizations in Python.

Pillow is a Python library that allows working with images. This library was used for
visualizing the results onto the original images.

4.2.3 Models for Named Entity Recognition

In this section, key aspects of creating these models are discussed. Also, models that are
used as backbones are described.

LiLT with Robeczech backbone

Since the LiLT is supposed to be language independent, I tried combining the LiLT with
the Robeczech backbone using the instructions from the author's GitHub repository3. This
model is then used in the experiments along with LiLT with an XML-Roberta backbone
that was already available.

Cloud computation

Since for training of language models, a great computing power is necessary, the training
was done on an external server. The Google Colab is a hosted Jupyter Notebook service
that provides access to computing resources.

2https://huggingface :co/docs/transformers/index
3https://github :com/jpWang/LiLT?tab=readme-ov-file#or-generate-your-own-checkpoint-

optional
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Dataset preparation

The training scripts work with the datasets using the datasets library. This library uses
Apache Arrow format, which allows processing large datasets without any memory con-
straints for optimal speed and e�ciency.

The �le create_forms_dataset.py is responsible for creating the new dataset. The
script currently has a hard-coded input �le for texts and for labels. This script takes care
of matching text values obtained from PERO-OCR with corresponding categories obtained
from Label Studio. The dataset is stored in json format where ner tags are stored as
integers, bounding boxes are stored in[xmin ; ymin ; xmax ; ymax ] format, words are stored in
plain text and image �le is stored as string path. The script train_test_split.py is then
responsible for separating the obtained JSON �le into splits for training, validation, and
testing. Validation split consists of 72 forms, which is � 14% of the dataset, test split
consists of 154 forms, which is� 30% of the dataset, and the train split is the rest of the
forms. There are multiple train �les with di�erent counts of forms to test the model on
di�erent input sizes.

4.3 New Dataset

For the purpose of this thesis, we created a new dataset. It consists of 518 historical
death certi�cates. The annotated entities are divided into 12 classes beingO, which repre-
sents no class,information , name, rank, birth_date , nationality , death_date, funeral_date,
grave_location, grave_id, information_source , death_book.

4.3.1 Labeling the entities

To label the entities, Label Studio was used. It is a tool for labeling all kinds of datasets.
In the web interface, which we used, the user picks a category and then just drags the
rectangle over the data that he wants labeled. Annotated data can then be exported in
multiple formats. I used JSON.

Figure 4.2: Example of labeling form in Label Studio
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4.3.2 Text representation

The text representation of the forms was obtained by using PERO-OCR [21]. Output
consists of an XML �le with positions of each text region and their text, or an ALTO �le,
which contains the same information but also the unique position of each word, and not
only of the text as a whole.

4.3.3 Matching text to labels

Since the dataset was annotated manually and the text representations were obtained by
PERO-OCR, the labels did not match the text exactly. There were two main issues with the
mismatches, �rst one was when one label included multiple texts this was not too di�cult
to solve since the label is just a category so it meant that all of the texts got assigned
this category, second problem was the exact opposite when one text was overlapping with
multiple labels. This was the case due to inconsistencies between PERO-OCR and category
labels because some category labels were too big, and when the named entities were too
close to each other, the labels overlapped with multiple of them. To choose the correct
label, Intersection over Union (IoU) metric was utilized. IoU was calculated in the simplest
way

IoU =
bboxtext \ bboxlabel

bboxtext [ bboxlabel

where bbox stands for bounding box, text stands for PERO-OCR text, and label is category
label. The labels and text were then matched based on the highest match, higher than an
arbitrary value chosen to cut out some text that did not have a category and overlapped
just a little bit with the category of other text. Final bounding boxes were obtained by
the intersection of the label bounding box and the word bounding box. In the Figure 4.3,
individual bounding boxes yet to be matched can be seen. PERO-OCR labels are red, and
Label Studio labels are blue.

4.4 Script for training the models

The model needs to be trained for a speci�c task. The scriptstrain_bert_on_forms.py
and train_lilt.py were created for this purpose. There are two separate scripts because
the training of LiLT is a little di�erent, as it utilizes layout information, and I thought
this was a good solution. In future work, these scripts could be merged into one that is
controlled by an input argument.

The scripts take the parameters for �ne-tuning a model from Hugging Face using the
NER dataset, evaluate the model on the said dataset's test split, and output results into
a JSON �le. Some important arguments are model_path, which speci�es the base model
to load, and train_file ,test_file , valid_file , which specify �les to load the dataset
from. The dataset is loaded using theload_dataset function from the datasets library.
Training is done using Trainer from the transformers library. Training hyperparameters
for the trainer are passed using command-line arguments.

Shell scripts for di�erent experiments were created for the reader to be able to replicate
the experiments. File requirements.txt was created in order to easily install the required
Python libraries. All the code is available on GitHub4. In order to set up the environment
for the experiments, the setup.sh script was created. This script creates a Python virtual

4https://github :com/xkaska02/form-data-extraction
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