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Abstract—In recent years, computer techniques for clinical im-
age analysis have been improved significantly, especially because
of the pandemic situation. Most recent approaches are focused
on the detection of viral pneumonia or COVID-19 diseases.
However, there is less attention to common pulmonary diseases,
such as fibrosis, infiltration and others. This paper introduces the
neural network, which is aimed to detect 14 pulmonary diseases.
This model is composed of two branches: global, which is the
InceptionNetV3, and local, which consists of Inception modules
and a modified Vision Transformer. Additionally, the Asymmetric
Loss function was utilized to deal with the problem of multilabel
classification. The proposed model has achieved an AUC of 0.8012
and an accuracy of 0.7429, which outperforms the well-known
classification models.

Index Terms—deep learning, multilabel classification, chest X-
ray images, Vision transformer, InceptionNetV3

I. INTRODUCTION

With a growing amount of information in the clinical field,
it is getting more difficult to process it in time. Especially,
with the beginning of the COVID-19 pandemic people used
to utilize the health system much more frequently. In most
cases, patients had health problems related to pulmonology,
consequently, these departments of hospitals were mostly
crowded.

One of the most common ways how to examine patients
is to analyze their X-ray images. In recent decades, a lot of
techniques for image analysis in the clinical field have been
developed, including the application of deep learning (DL)
methods [1]. Many researchers focused on the detection of
pneumonia or COVID-19 and propose a lot of approaches
using DL methods [2]. Here effectiveness of artificial intelli-
gence (AI) was proved: it can find relations in a large amount
of data and correctly detect disease. However, last 3 years
there was not so much attention to other pulmonary diseases
which still can appear, even as a consequence of COVID-19,
for example, fibrosis or nodule.

This work focuses on the design of the neural network,
which would detect 14 pulmonary diseases in X-ray images
using a combination of InceptionNetV3 and a modified Vision
Transformer by adding convolutional layers. For this aim, the
large-scale dataset, ChestX-ray14 [3], was utilized.

To prove the effectiveness of our architecture, a comparison
with well-known architectures for classification task is also
provided.

The main contributions of this paper are:
• The architecture of a neural network for the detection of

pulmonary diseases from X-ray images is proposed.
• The problem of multilabel classification is taken into

consideration and the specific loss function is used for
this task – Asymmetric Loss function.

The rest of this paper is structured as follows. Some recent
works are introduced in Section II. The proposed architecture
of the neural network is described in Section III. Section IV
provides the results and discussion. Section V concludes the
work.

II. RELATED WORKS

A. Pulmonary diseases classification using Deep learning
Nowadays, pulmonary disease detection and classification in

X-ray images is an active area of research. Currently, most ap-
proaches are aimed to detect COVID-19 and pneumonia, how-
ever, some works focus on the detection of other pulmonary
diseases. For example, work [4] introduced the architecture,
based on DenseNet-169, which is aimed to classify X-rays
into COVID-19, Pneumonia, Tuberculosis and normal. The
achieved accuracy is 91%.

The well-known classification models were also trained
in approach [5] for COVID-19 detection – EfficientNetB1,
NasNetMobile and MobileNetV2, which achieved an accuracy
of 96.1%, 94.81% and 93.96% respectively.

Another possible solution is the utilization of feature ex-
traction. Approach [6] used ResNet50 as the backbone. Addi-
tionally, the authors applied a shuffle attention module, which
is supposed to focus on discriminative features of abnormal-
ity. The achieved results are promising – 96% accuracy for
COVID-19 detection.

Also, the work [7] uses pretrained EfficientNetB0, Efficient-
NetB1, and EfficientNetB2 as multichannel feature extraction.
After that, the feature fusion module processes the extracted
features and the final classification is provided by the stacking
ensemble approach.

One of the recent works [8] introduced the modified Mo-
bileNetV2 for more accurate detection of pulmonary diseases.
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AUC metric was used as the main performance measure, and
the model achieved 0.923.

B. Transformers in medical image processing

In recent years, transformers are getting very popular in
the research area. Initially, this architecture was applied for
Natural Language Processing (NLP), but with the introduction
of Vision Transformers (ViT) [9], transformers found a place
in image processing, including in the medical field of research.

In this way, work [10] utilized and modified ViT for the
detection of pulmonary diseases in chest X-ray images. The
modification was inspired by the architecture of the ResNet
model where some skip connections are used. The proposed
architecture was aimed to classify images into COVID-19,
Pneumonia, and normal.

Another approach [11] for the detection of COVID-19
is based on Data-Efficient Image Transformer. The model
consists of three main blocks: an embedding layer, a Siamese
encoder, and a decoder. The overall accuracy of the model is
94.62%.

The multilabel classification of chest X-ray images using a
pyramid Vision Transformer was also considered in work [12].
The model can capture short and long-range visual information
using self-attention. The achieved AUC score is 94.6% on the
Catheter dataset.

The combination of ResNet18 and ViT is used in [13].
ResNet18 architecture extracts features which are encoded by
Transformer. The final classification is performed with Multi-
Layer Perceptron (MLP).

III. METHODOLOGY

A. Data preprocessing

For this experiment, the large well-known dataset, ChestX-
ray14 [3], is used. The first step is cropping the image to
the area of interest, which is the part with the lungs. It was
performed using a pre-trained U-Net for lung segmentation.
The next step is resizing to 384px × 384px. The total number
of training images in the dataset is 36,024, and testing –
15,735. The validation set is 20% of the training set. The
total number of classes is 14 and it is important to note, that
one image can contain one or more diseases, which is why the
dataset is prepared for a multilabel problem. The information
about class distribution is presented in Table I. Finally, before
feeding into the neural network, the image was augmented
(horizontal flip, height and width shifting, rotation, and zoom).

B. Baseline

To evaluate the effectiveness of the proposed model, well-
known architectures, such as DenseNet121 [14], Efficient-
NetB4 [15], ResNet101 [16], VGG16 [17] and Inception-
NetV3 [18], are also trained. These models are used as feature
extractors and the final classification is performed with three
dense layers with 64, 32, and 14 units. The last layer has a
sigmoid activation function. The used loss function is binary
cross-entropy (BCE), and an optimizer is AdamW with a
learning rate – 0.0001, and weight decay – 0.00001.

TABLE I
DISTRIBUTION OF CLASSES.

Pathology Train set Test set Total
Infiltration 13782 6112 19894
Effusion 8659 4658 13317
Atelectasis 8280 3279 11559
Nodule 4708 1623 6331
Mass 4034 1748 5782
Pneumothorax 2637 2665 5302
Consolidation 2852 1815 4667
Pleural Thickening 2242 1143 3385
Cardiomegaly 1707 1069 2776
Emphysema 1423 1093 2516
Edema 1378 925 2303
Fibrosis 1251 435 1686
Pneumonia 876 555 1431
Hernia 141 86 227

C. Proposed architecture

The proposed model is aimed to deal with multilabel classi-
fication with 14 labels, taking into consideration the imbalance
of the dataset. The model consists of two branches: global and
local. The general scheme of the proposed model is introduced
in Figure 1.

The global branch is represented by InceptionNetV3. Be-
cause of its structure, it is possible to extract features of
different sizes. After feature extraction by InceptionNetV3,
the Global Max Pooling layer and Dense layer process the
extracted information.

The local branch consists of Inception modules, modified
ViT and Global Average Pooling. Three inception modules
extract the local information from an input image and reduce
the dimension of extracted feature maps. The next step is
performed with a modified Vision Transformer. Firstly, the
extracted features are encoded. After that, 8 Transformer layers
process them. Figure 2 shows detail of a local branch, includ-
ing the Transformer layer. This layer is composed of Layer
Normalization, Convolutional, Multihead Attention and Add
layers. The main difference from the original ViT transformer
layer is added Convolutional layers after Layer Normalization.
The last part of Transformer layers is MLP. This one consists
of Dense layers with 64 and 32 units and Dropout layers
with a drop rate of 0.2. After that, the output is processed
by Layer Normalization, Global Average Pooling and Dropout
and following MLP, which also has Dense layers 64 and 32
units and Dropout layers with a drop rate 0.2.

The final part of the proposed model is the concatenation
branch composed of Dense and Dropout layers. The last layer
is dense with 14 units and a sigmoid activation function [19],
which can produce results in the range of 0 to 1.

As it was mentioned, the solved problem is multilabel
classification. Because of that, the specific loss function was
used – Asymmetric Loss (ASL) [20]. Mathematically, ASL
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can be described as:

ASL =

{
L+ = (1− p)γ+ log(p),

L− = (pm)γ− log(1− pm),
(1)

where L+ and L− are the positive and negative loss parts,
p is an output probability from the network, pm is a shifted
probability, γ is a focusing parameter. The set up parameters
are γ− is 5, γ+ is 1, clip is 0.001. The hyperparameters are:
number of epochs – 50, steps per epoch – 1000, an optimizer
is AdamW with a learning rate – 0.0001, and weight decay –
0.00001.

IV. RESULTS AND EVALUATION

A. Metrics

To evaluate the performance, some metrics are used: accu-
racy, sensitivity, specificity, precision, and F1. Their definitions
are defined as:

Accuracy =
TN + TP

TP + TN + FP + FN
, (2)

Precision =
TP

TP + FP
, (3)

Sensitivity =
TP

TP + FN
, (4)

Specificity =
TN

TN + FP
, (5)

F1 = 2 · Precision ·Recall

Precision+Recall
, (6)

where TN – True Negatives, TP – True Positives, FP –
False Positives, FN – False Negatives.

B. Results and discussion

Table II summarizes the achieved results by the proposed
model and models used for baseline. It can be seen, that
our model outperforms other architectures with the following
achieved results: AUC – 0.8012, specificity – 0.7452, accuracy
– 0.7429, precision – 0.2627, F1 – 0.3554.

The models in baseline perform well for different metrics:
VGG16 is better for AUC (0.7797), precision (0.2433), F1
(0.3357), and Sensitivity (0.7427), EfficientNetB4 is the best
according to specificity (0.7221), accuracy (0.7223).

More detailed results with AUC metric are introduced in Ta-
ble III and Figure 3. Compared to other models, the proposed
neural network has the best results for almost all diseases:
Atelectasis – 0.7635, Cardiomegaly – 0.8825, Consolidation
– 0.6907, Edema – 0.8310, Effusion – 0.8114, Emphysema –
0.8988, Hernia – 0.9065, Infiltration – 0.7054, Mass – 0.8098,
Nodule – 0.7692, Pleural Thickening – 0.7666, Pneumonia –
0.6926, Pneumothorax – 0.8671. EfficientNetB4 has achieved
better results for Fibrosis – 0.8263.

Here can be concluded, that the most problematic diseases
for detection are: Consolidation, Infiltration, and Pneumonia.
On the other hand, Hernia, Cardiomegaly, Emphysema and

Fig. 3. ROC-AUC for the proposed neural network.

Pneumothorax are easily detected and classified by a neural
network.

Also, it is worth mentioning, that it is possible to compare
the results of pure InceptionNetV3 and a combination of this
model with modified ViT using ASL. Here it is obvious,
that the results are more accurate: AUC is better for 0.05,
sensitivity – 0.02, specificity – 0.06, accuracy – 0.06, precision
– 0.03, F1 – 0.04. Table III also proved the effectiveness of
the proposed model compared with InceptionNetV3.

V. CONCLUSION

This work introduced the model of the neural network,
which detects 14 pulmonary diseases. This model captures
global and local features from input X-ray images using
InceptionNetV3 and a modified Vision Transformer model.

The proposed model was compared with some other clas-
sification models: DenseNet121, EfficientNetB4, ResNet101,
VGG16, and InceptionNetV3. It achieved the following results
on the testing set: AUC – 0.8012, specificity – 0.7452,
accuracy – 0.7429, precision – 0.2627, F1 – 0.3554. Taking
into consideration the achieved results, there can be concluded,
that application of a Vision Transformer with convolutional
layers can give more accurate results than pure classification
models, which are frequently used in this field of research.
Additionally, the application of ASL can improve the accu-
racy of predictions, since this loss function is proposed for
multilabel classification.

In future work, the model can be extended by experimenting
with different optimizers, loss functions and modifications of
the Vision Transformer. Additionally, some other techniques
in preprocessing step can increase the accuracy of disease
detection.
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TABLE II
RESULTS FOR ALL METHODS.

Method AUC Sensitivity Specificity Accuracy Precision F1
DenseNet121 0.7667 0.7169 0.6965 0.7022 0.2324 0.3234
EfficientNetB4 0.7772 0.7079 0.7221 0.7223 0.2419 0.3324
ResNet101 0.7520 0.7011 0.6917 0.6975 0.2320 0.3232
VGG16 0.7797 0.7427 0.6930 0.6978 0.2433 0.3357
InceptionNetV3 0.7522 0.7073 0.6869 0.6864 0.2314 0.3171
Proposed 0.8012 0.7272 0.7452 0.7429 0.2627 0.3554

TABLE III
ROC-AUC FOR ALL METHODS.

Pathology DenseNet121 EfficientNetB4 ResNet101 VGG16 InceptionNetV3 Proposed
Atelectasis 0.7325 0.7421 0.7450 0.7587 0.7379 0.7635
Cardiomegaly 0.8513 0.8594 0.8518 0.8684 0.8423 0.8825
Consolidation 0.6635 0.6663 0.6665 0.6890 0.6614 0.6907
Edema 0.8208 0.8187 0.8128 0.8253 0.7902 0.8310
Effusion 0.7886 0.7858 0.7944 0.8058 0.7815 0.8114
Emphysema 0.8313 0.8490 0.8088 0.8673 0.8147 0.8988
Fibrosis 0.7921 0.8263 0.7983 0.7888 0.7999 0.8213
Hernia 0.8549 0.8910 0.6222 0.7860 0.7138 0.9065
Infiltration 0.6791 0.6850 0.6762 0.7035 0.6727 0.7054
Mass 0.7797 0.7803 0.7865 0.8073 0.7773 0.8098
Nodule 0.7306 0.7442 0.7427 0.7541 0.7216 0.7692
Pleural Thickening 0.7011 0.7222 0.7181 0.7258 0.7138 0.7666
Pneumonia 0.6632 0.6644 0.6594 0.6786 0.6684 0.6926
Pneumothorax 0.8446 0.8461 0.8455 0.8576 0.8346 0.8671
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