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Abstract

This thesis explores the design and development of a 2D roguelike video game created
entirely from scratch, without relying on any existing game engines. The primary objective
was to gain a deep understanding of the foundational components of game development by
building all essential systems manually, while incorporating aspects of the roguelike genre,
such as procedural generation, permadeath, or turn-based gameplay. The resulting game
demonstrates that it is feasible to construct a fully functional and engaging 2D roguelike
experience, consisting of procedurally generated content, artificial intelligence of enemies,
or permadeath, to name a few, solely through low-level programming techniques, offering
valuable insights into game development fundamentals.

Abstrakt

Tato praca sa zameriava na navrh a vyvoj 2D roguelike videohry, ktora bola vytvorend bez
vyuzitia existujiceho herného enginu. Hlavnym cielom bolo ziskanie vedomosti v oblasti
vytvarania hier pomocou vyvoja vsetkych nevyhnutnych systémov manualne, zaroven s vyu-
zitim prvkov roguelike zanru, ¢o zahfna proceduralne generovanie, jeden zivot, alebo tahovt
hratelnost. Vyslednd hra demonstruje, ze je mozné vytvorit plne funként a puatavi 2D
roguelike hru, ktora obsahuje proceduralne generovanie, umeld inteligenciu nepriatelov, ¢i
jeden zivot, len s vyuzitim nizko-tiroviiového programovania, pricom poniika cenné poznatky
o vyvoji videohier.
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Rozsireny abstrakt

Aj ked je nepopieratelne posobivy vo svojich technickych tispechoch, moderny vyvoj video-
hier sa prilis opiera o Spickové herné enginy a frameworky. Tieto nastroje poskytuja vyvo-
jarom bezprecedentni silu na vytvaranie hyperrealistického prostredia a zivej fyziky, no
tiez riskujui homogenizovanie tvorivého procesu. Mnoho modernych AAA hier kreativne
stagnuje, pretoze vyvojari uprednostnuju vyuzivanie plného potencialu tychto pokrocilych
néastrojov, miesto inovovania hratelnosti alebo rozpravania pribehu. Pri kladeni prilis
velkého spolahu na Sablonové riesenia, vyvojari Casto obetuju jedineéni umeleckt viziu,
ktora kedysi definovala zlaté obdobia vyvoja videohier.

Tato praca sa zameriava na navrh a vyvoj 2D roguelike videohry, ktord bola vytvorena
bez vyuzitia existujiceho herného enginu. Hlavnym cielom bolo ziskanie vedomosti v oblasti
vytvarania hier pomocou vyvoja vSetkych nevyhnutnych systémov manualne, zaroven s vyu-
zitim prvkov roguelike zanru, ¢o zahina ASCII grafiku, proceduralne generovanie, jeden
zivot, alebo tahovi hratelnost. Vyslednd hra demonstruje, Ze je mozné vytvorit plne
funként a ptutava 2D roguelike hru, len s vyuzitim nizko-tiroviiového programovania, pricom
pontka cenné poznatky o vyvoji videohier.

Druhé kapitola sa venuje vyvoju enginov pre videohry a proceduralnemu generovaniu, ¢o
zahfna rozne algoritmy a metddy, pristupy pre generovanie pseudondhodnych ¢isel, ktoré st
neodmyslitelnou sticastou proceduralneho generovania a v neposlednej rade zanru roguelike,
najma jeho vlastnostiam.

Tretia kapitola najprv opisuje méj navrh na zékladny framework, v ktorom je hra im-
plementovand. Nasledne opisuje herné mechaniky a vyuzitie procedurdlneho generovania,
ktoré robia z tejto hry roguelike. Tato kapitola je doplnend mnohymi diagramami, ktoré
vizualizuju a dopoméhaju k pochopeniu jej obsahu.

Vyuzité algoritmy a metodiky z tretej kapitoly, st opisané v stvrtej kapitole, pricom tato
kapitola nadvézuje a stavia na tej predoslej. St tu blizsie popisané a rozvinuté jednotlivé
¢asti mojho frameworku, ktory je napisany v jazyku C++ a vyuziva kniznice SDL2 na
spracovanie uzivatelskych vstupov, vykreslovanie grafiky, ¢i prehravanie zvuku. Taktiez
blizsie popisuje prvky proceduralneho generovania, na ktoré st vyuzité L-Systémy, Binary
Space Partitioning a OpenSimplex sum, vdaka c¢omu sa daji jednoduchsie pochopit moje
rozhodnutia ndvrhu popisaného v predoslej kapitole.

Zaverecna piata kapitola rozobera uzivatelské testovanie, vdaka ktorému boli iplemen-
tované a opravené niektoré systémy tejto hry. Taktiez pojednava o testovani vyvazenia
nepriatelov, bez ktorého by hra bola priliS ndro¢na a nehratelna aj pre velmi zru¢nych
hracov.
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Chapter 1

Introduction

While undeniably impressive in its technical achievements, modern video game development
often leans heavily on cutting-edge frameworks and engines. These tools give developers
unprecedented power to craft hyperrealistic environments and lifelike physics, but they also
risk homogenizing the creative process. Many AAA games today feel mechanically polished
yet creatively stagnant as developers prioritize leveraging the full potential of these advanced
tools rather than innovating in gameplay or storytelling. In relying too much on pre-built
assets and templated solutions, the industry sometimes sacrifices the unique artistic vision
that once defined its golden eras.

That is where modern roguelike games come into play. Even though they still use engines
and frameworks, their focus is shifted more towards providing fun gameplay with procedu-
rally generated elements, which leads to way more replayability, and they can provide as
much, if not more, entertainment while playing them.

The primary goal of this bachelor’s thesis is to take one more step back and explore
the intricacies of roguelike game development from the ground up while exploring various
options in procedural generation, all done using my own draft of a rudimentary game frame-
work. It incorporates many of the roguelike’s traits, such as traditional ASCII graphics,
permadeath, and utilizes algorithms like Monte Carlo tree search for evaluating enemies’
moves in terms of combat, OpenSimplex noise, Binary Space Partitioning, and L-Systems
for a procedurally generated environment.

This thesis opens with Chapter 2 discussing video game development, focusing mainly
on game engines and procedural generation methods, and briefly touches on the topic of
roguelike games. Chapter 3 explains the draft and concept of a roguelike game developed
from scratch, starting with the concept of a framework that can be used for such a game,
and then explains the methods used for generating content. Chapter 4 then builds on the
ideas drafted in Chapter 3, providing more detail on the matter regarding implementing
said ideas and concepts. The last part of this thesis is explained in Chapter 5, which
provides details of the conducted user testing. Final Chapter 6 concludes and summarizes
this thesis with achieved results.



Chapter 2

Aspects of Video Game Engines
and Procedural Generation

This chapter delves into video game development’s foundational theories and techniques,
mainly focusing on game engines. After establishing traits of video game development, it
summarizes various methods used for procedurally generated content. Lastly, it concludes
the chapter by illustrating the nature and history of roguelike games and examining how
they leverage procedural generation as a key design feature.

2.1 History of video game development

The early beginnings of the video game industry can be traced back to the 1950s and
1960s, a formative period shaped by pioneers such as William Higinbotham and Ralph
Baer, who were instrumental in establishing the groundwork for interactive electronic en-
tertainment [6]. These early innovators set the stage for future advancements in the field.
The rise of arcade games in the early 1970s marked a pivotal moment in bringing video
games into mainstream culture. One of the most significant milestones of this period was
the release of Pong in 1972, shown in Figure 2.1a, a game that captivated the public and
signaled the beginning of the arcade era. The late 1970s and early 1980s marked the
advent of the home console era, a transformative period that reshaped the video game in-
dustry. With the release of the Atari 2600 in 1977, gaming made a significant leap from
arcades to living rooms, giving people widespread and unprecedented access to interactive
entertainment at home. Despite the momentum, this era was disrupted by the infamous
»Atari shock“, a dramatic collapse that struck the U.S. video game industry, triggering
a widespread market crash and creating significant instability across the sector. In the
aftermath, Nintendo emerged as a savior with the release of the NES, which breathed new
life into the industry and firmly established the home console as a cornerstone of gaming
culture. The NES captivated players with engaging gameplay and memorable characters
like Super Mario, helping to restore public confidence in video games.

At the same time, the 1980s witnessed the rapid rise of personal computers, opening
up fresh opportunities for game creation and distribution. As PCs became more common,
computer gaming began to thrive, driven by groundbreaking titles such as Doom, shown in
Figure 2.1b, and Myst. These games demonstrated the unique capabilities of PC platforms,
cementing their role as a powerful and flexible medium for interactive entertainment.



Strictly speaking, game engines as we know them today didn’t exist before the 1990s,
as discussed in Section 2.2. Prior to their emergence, games had to be built entirely from
scratch, with little to no opportunity for reusing code across different projects or plat-
forms [5]. For instance, games developed for the Atari 2600, a prominent console from
the 1970s, were written in assembly language explicitly tailored to the hardware, making
portability and reuse difficult. Although developers occasionally reused bits of code, there
was no shared or extendable code base for creating multiple titles on the same system.

A notable early example of effective code reuse appeared with Super Mario Bros. in
1985. Shigeru Miyamoto’s team repurposed code originally written for their 1984 2D racing
game FEzxcitebike to implement smooth side-scrolling in Super Mario Bros., allowing Mario
to move seamlessly across the screen and accelerate from walking to running. This marked
an essential step toward modular game development.

During the 1980s, several 2D game creation systems also became available. These tools
allowed users to build games using pre-made assets and often included graphical interfaces
that simplified the process. Examples include Pinball Construction Set (1983), Adventure
Construction Set (1984), and Shoot-‘Em-Up Construction Kit (1987). Each was specialized
for a particular genre — pinball games, adventure titles, or 2D shooters, respectively. While
these kits enabled everyday users to make games without needing programming knowledge,
they were also limited in scope due to their rigid design and narrowly defined templates.

anboll| Beadillnsns] @ (Pamnon
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Figure 2.1: Significant development milestones.

2.2 Video game engines

The term ,game engine* emerged in the mid-1990s, primarily in connection with first-
person shooter (FPS) titles such as the wildly successful Doom by id Software. What set
Doom apart was its clear architectural separation between the core software systems (like
3D graphics rendering, collision detection, or audio) and the game-specific elements, such
as visual assets, level design, and gameplay rules. This modular design allowed for a degree
of flexibility and reuse that was relatively novel at the time [7].

By the late 1990s, this concept had evolved even further. Games like Quake I
Arena and Unreal were intentionally designed with customization and user modification,
or ,modding,“ in mind. These games supported scripting languages, such as id’s Quake C,
which enabled developers and enthusiasts to tailor the engine to their own needs. This level

Image by Kersey, B. The history of Pong, the arcade classic that changed the game. Available at:
https://www.theverge.com/2012/11/30/3709758 /history-of-pong
2 Available at: https://store.steampowered.com/app/2280/DOOM__ DOOM_ II/
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Figure 2.2: Game engine reusability gamut [7].

of flexibility opened up new business opportunities as studios began licensing their game
engines to third parties, turning them into valuable assets in their own right.

In the present day, developers frequently license game engines to take advantage of
reusable components rather than building everything from scratch. While there’s still a need
for substantial custom software development, using an existing engine often proves far more
cost-effective than developing the core systems in-house.

Despite their modularity, game engines are usually tailored to specific genres. For exam-
ple, the requirements of a boxing game differ greatly from those of a massively multiplayer
online game (MMOG), an FPS, or a real-time strategy (RTS) title. However, there’s also
considerable common ground. Most 3D games, regardless of genre, require fundamental fea-
tures such as input handling from controllers or keyboards, 3D mesh rendering, heads-up
displays (HUDs) with dynamic text, and robust audio capabilities.

Because of this overlap, game engines like Unreal, originally designed for FPS games,
have been successfully adapted for use in various genres, as can be seen in Figure 2.2.
This adaptability is a testament to their sophisticated design and the shared technical
foundations underlying many types of games. As Alan Thorn wrote in his book [23], ,,The
game engine represents the foundation on which a game is built, and the more abstract and
general an engine is, the greater the number of games for which it can be used.®.

2.2.1 Engine Submodules

A typical game engine, while difficult to define due to the wide range of variations in the
industry and the absence of standardized designs, can still be understood as a foundational
engine model that provides enough core features to support the development of many
different types of games. These features make building everything from platformers and
first-person shooters to sports and role-playing games possible.

In terms of structure, such an engine is usually divided into a series of specialized
components called managers or subsystems. Each manager handles tasks within a specific
category. For example, a physics manager ensures that objects in the game behave according
to the laws of physics, such as falling under the influence of gravity or colliding realistically
with other objects. On the other hand, an error manager is responsible for detecting and
handling runtime errors, whether by logging them or safely shutting down the application.
Organizing the engine this way allows programmers to separate concerns, making it easier
to manage and debug the code. For instance, if an issue arises with game physics, developers
can focus directly on the physics manager rather than searching through unrelated parts of
the system.



Resource Manager In the games industry, the term “resources” (or “assets”) refers to
all digital materials used in a game, not the physical or emotional costs of development.
These resources fall into two main categories: media data and behavioral data.

Media data includes graphics, sound, animations, and other audiovisual elements that
define a game’s appearance and sound during play. These are typically stored in file formats
like PNG, JPG, TGA (images), OGG, WAV, MP3 (audio), and AVI or MPG (video/an-
imations). Behavioral data defines how the game operates, for example, screen mode,
resolution, and subtitle use, and is usually stored in text-based formats like XML, CFG, or
scripting languages.

To illustrate the reliance on resources, consider a first-person shooter like Half-Life or
Unreal Tournament. Such a game would require various resource files: images for environ-
ments and characters, audio for music and sound effects, and config files for settings and
level layouts. Given the large and diverse set of resources, often amounting to megabytes or
gigabytes, a game must manage them efficiently. This is the role of the resource manager,
which:

o Identifies and organizes game resources,
o Loads/unloads them from files and memory,

o Ensures only one instance of each resource is in memory at any time.

Render Manager Most games include graphics — 2D, 3D, or both. While the resource
manager loads these graphics from storage into memory, simply loading them isn’t enough.
To display them on screen, a second process must render the graphics using the system’s
hardware.

Once a graphic (like a block of pixels from an image file) is in memory, the engine must
determine how and where to display it: Should it appear as-is or be animated? Where
on the screen should it go? Should it be flipped, tiled, or repeated? These decisions are
handled by a graphics rendering library (e.g., OpenGL, DirectX, SDL) and the render
manager. The render manager is responsible for:

e Communicating with the graphics hardware,
e Rendering images from memory to screen,

e Setting the game’s display resolution.

Input Manager Modern games vary widely in the input devices they support. An input
device refers to any hardware players use to interact with a game—keyboards and mice
for PC games, controllers and dance mats for consoles, or keypads for handheld systems.
Support for these devices differs by game and platform.

Despite this variety, all games need a system to handle user input during gameplay. This
is where the input manager comes in. Its role is to read input from all supported devices
and convert it into a device-independent format, a generic interpretation that doesn’t rely
on knowing the specifics of the hardware used.

Audio Manager Just as the render manager handles graphics display, the audio manager
handles sound playback. While audio content varies between games, nearly all require



music and sound effects. Music is typically long, with looping tracks that play in the
background, while sound effects are short and sounds triggered by in-game events (e.g.,
footsteps, gunshots).

The resource manager loads audio files into memory, but the audio manager plays them
through the speakers. It also manages communication with the audio hardware, controls
volume, and applies effects like fade, pan, and echo.

Error Manager Even if testing reveals no bugs, developers can’t be certain their software
is bug-free. There’s always the chance that some scenarios weren’t covered. This uncertainty
applies to game engine developers as much as any other. Since it’s impossible to guarantee
error-free software, game engines must include an error manager. The error manager is
responsible for the following;:

e Catching runtime exceptions,
o Handling errors gracefully (showing an error message instead of crashing),
e Logging errors in a readable report for developers,

o Assigning unique IDs to errors to help trace and fix them.

Scene Manager Loading and playing graphics or audio without purpose is not enough.
Resources must be organized meaningfully based on the game’s rules and player interac-
tions. This is the role of the scene manager, which coordinates resources to create coherent
gameplay experiences.

For example, in Tetris, graphics represent falling blocks arranged according to specific
rules, and audio plays in response to actions — not randomly. The game’s logic determines
how resources are used over time to form a structured experience.

The scene manager acts like a director, pulling together the work of other managers
(render, audio, resource, etc.).

Physics Manager The physics manager handles physical behaviors in a game, such as
gravity (pulling certain objects down) and inertia (ensuring motion slows realistically rather
than stopping abruptly). It simulates real-world physics for appropriate in-game objects.

However, it’s important to distinguish this from the scene manager, which governs game
logic, not physics. While the physics manager applies natural laws, the scene manager
enforces rules defined by the game design — like how a player wins or loses or what actions
are allowed. In essence, game objects follow two sets of rules: physics rules, handled by the
physics manager, and game rules, enforced by the scene manager. These systems operate
independently but together shape the gameplay experience.

Scripting Manager Game engines are usually compiled into executables or DLLs using
languages like C4++ or C#, which boosts performance but makes post-compilation cus-
tomization harder. To address this, engines are designed to accept external files, like config
or text files, created using game tools. These files define game-specific behavior and content,
allowing developers to customize the engine without needing to recompile it.

This openness makes the engine flexible and usable by developers beyond its original
creators. For example, artists can swap out graphics files, and developers or even players
can change settings like resolution via config files.



Engines that can change behavior based on file-based instructions are called scriptable.
These instructions might be in XML, plain text, or scripting languages like Lua or Python.
Supporting scripting introduces the need for a scripting manager, which exposes parts of
the engine to the scripting language, reads and processes script files and enables dynamic
control over engine behavior at runtime.

2.3 Procedural generation in video game development

Procedural generation allows developers to create large amounts of data without a human
factor, meaning a small team is needed to create a game since various elements such as
textures, levels, or storylines can be made without major human input. This led to the
rise of independent game development, where the focus could be shifted from complex story
writing or texture hunting to more complicated game mechanics that would test the player’s
limits.

2.3.1 Early use of Procedural Generation in games

Some of the first digital generative systems were inspired by tabletop role-playing games,
particularly Dungeons € Dragons and Tunnels & Trolls [21]. These systems were well-
suited for digital adaptation due to their heavy reliance on randomness for generating
various aspects of gameplay and their highly structured, rule-based design. In addition to
adapting tabletop mechanics to digital formats, there were also early efforts to generate
entire game scenarios for physical play procedurally. One such example is A Computer
Generated Dungeon, a solo dungeon adventure created for the Tunnels & Trolls system.

Eventually, many attempts were made to fully recreate role-playing games, including
their procedural generation components, for computer platforms. These efforts often aimed
to deliver a single-player experience, translating what was traditionally a multi-player social
game into a solo format. Notably, games like Rogue and other early procedurally generated
dungeon crawlers drew clear inspiration from tabletop role-playing games’ systems and
design principles.

2.3.2 Procedural Generation in today’s games

The most notable game in recent history that uses procedurally generated content is
Minecraft. Minecraft’s map generation [28] relies on a sequence of straightforward op-
erations known as layers, which are stacked together. Each layer takes the biome map from
the previous step, enhances it with additional details, refining the world progressively, and
passes it forward. Rather than using a single stack, Minecraft employs four different biome
stacks, as shown in Figure 2.4:

e The main stack generates the land.
e Two smaller stacks shape the rivers and determine ocean temperatures.

e An additional stack further refines hills and rivers, adding complexity.

As the biome stack progresses, each layer introduces finer details. This is achieved
through scaling layers, doubling the resolution at which subsequent layers operate. For in-
stance, if a pixel in the Island layer represents 4096 blocks, after applying a zoom layer, each



Figure 2.3: Example of planets in No Man’s Sky.

new pixel corresponds to 2048 blocks. Beyond scaling, Zoom layers also introduce variation
to prevent uniformity. Instead of producing perfectly scaled maps, they intentionally intro-
duce slight distortions, similar to how an old photocopier might smudge edges, resulting in
more organic and natural-looking terrain. Following the zoom process, an expansion layer
is applied to increase the size of islands, ensuring a more interconnected world. However,
this expansion isn’t uniform — land can spread into shallow waters but may also be eroded,
creating dynamic and varied landscapes.

Another great example of using procedurally generated content in modern games is
No Man’s Sky. No Man’s Sky [25] generates its vast universe using a combination of
mathematical algorithms, with fractal mathematics playing a central role. Fractals are self-
repeating mathematical patterns that appear at different scales, enabling the creation of
intricate and highly detailed structures from simple rules. In the game, fractals are used to
generate diverse elements, including planetary terrain and the unique shapes of creatures.

By leveraging fractal algorithms, No Man’s Sky achieves a remarkable level of detail
while using minimal data, allowing for a universe that feels both immense and visually
rich. However, fractals are just one piece of the puzzle. The game also incorporates other
procedural generation techniques, such as cellular automata and L-systems, to shape dif-
ferent aspects of its world, ensuring variety and realism across its planets and ecosystems,
as shown in Figure 2.3

2.3.3 Procedural generation methods

Procedural content generation (PCG) algorithms are often utilized in computer games,
but some focus on areas like artificial intelligence (e.g., Al Director) or state transitions
(e.g., Markov chains) [1]. The specific implementation of PCG methods depends on the
intended use case. Generating terrain or landscapes is likely the most common application
of PCG. However, the same algorithms can be adapted for other purposes. Although noise
functions are typically used to create this content, different approaches, such as fractal-
based algorithms, can also produce the desired self-similar structures.

Randomness is a key feature of PCG [21]. Although some games rely on deterministic
PCG, most incorporate some form of random decision-making. Even in cases where the
process appears to be deterministic, this is often achieved by using a fixed or adjustable
random seed.

3Images by Paras, A. Procedurally Generated Sci-Fi ‘No Man’s Sky’ Gets New Beautiful Screenshots
from Gamescom. Available at: https://wccftech.com/procedurally-generated-scifi-no-mans-sky-
beautiful-screenshots-gamescom/
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Perlin Noise and Simplex/OpenSimplex Noise

Noise may appear random, but it is not truly so. If it were completely random, each
call would produce a different result. Instead, it is ,pseudo-random,* meaning it only
simulates randomness. Noise is a function [16] that maps an n-dimensional real-valued
point (R™) to a single real value (R). The most common applications involve dimensions
n =1, n = 2, and n = 3: one-dimensional noise is used in animation, two-dimensional
noise is applied for quick texture techniques, and three-dimensional noise is used for more
sophisticated texture generation. Noise is band-limited, meaning that most of its energy,
when analyzed as a signal, is confined to a small portion of the frequency spectrum. Both
high frequencies (small, fine details) and low frequencies (large, broad shapes) contribute
very little energy. Visually, noise resembles taking a block of random values and applying
a blur (such as convolving with a Gaussian kernel). However, computing this directly would
be computationally expensive.

In 1985, Ken Perlin [15] described an algorithm that would become his eponymous noise
function like this:

Consider a set of points in space, where the x, y, and z coordinates are all integer
values, which is referred to as the integer lattice. Each point in this lattice is associated
with a pseudo-random value and a gradient in the z, y, and z directions. Specifically,
each ordered triplet of integers, [z, vy, 2], is mapped to an ordered set of four real numbers,
la, b, c,d], using a hash function H. The values [a,b, c] represent the gradient of a linear
equation shown in Equation 2.1 defined by [a,b,c,d], and d represents the value of the
equation at the point [z,y, z].

[a,b,c,d] = H([z,y,z]) (2.1)

If the point [x,y, 2] is part of the integer lattice, we define the noise at that point
as being determined by the linear equation with the coefficients [a, b, ¢|] and value d, i.e.,
Noise([z,y,2]) = djg 4y -

If the point [z, y, 2] is not on the integer lattice, a smooth interpolation, such as a cubic
polynomial, is computed between the lattice equation coefficients. This interpolation is first
applied along the x direction (along the lattice edges), then along the y direction (within
the z-faces of the lattice), and finally along the z direction. The resulting interpolated
linear equation is then evaluated at the point [z,y, z].

Perlin noise is quite handy, though it does have some shortcomings. For instance, as
shown in Figure 2.5, it often exhibits slight directional artifacts. To address this, Ken Perlin
introduced an enhanced version of the algorithm in 2001, known as simplex noise (shown
in Figure 2.6a). The core concept remains similar but uses simplexes instead of breaking
space into hypercubes. A simplex is the simplest space-filling shape for a given dimension:
a triangle in 2D, a tetrahedron in 3D, and progressively harder-to-imagine shapes in higher
dimensions. Simplex noise offers two significant advantages over Perlin noise:

e The simplexes are not aligned with the axes, eliminating noticeable directional arti-
facts.

e The number of points to evaluate increases by only one with each added dimension.
Perlin noise doubles the points, making simplex noise significantly faster to compute
in higher dimensions.

This makes simplex noise an exceptional noise function and arguably the best gradi-
ent noise function currently available by most standards. However, there is a drawback.
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Figure 2.5: 2D Perlin noise [17].

(a) 2D slice of 3D Simplex noise [26]. (b) 2D OpenSimplex noise [26].

Figure 2.6: Differences between Simplex noise and OpenSimplex noise.

Shortly after introducing simplex noise, Ken Perlin patented the algorithm. This challenges
many smaller independent developers who prefer to avoid the potential legal complications
associated with using a patented method [17].

In September 2014, Uniblock’s Tumblr blog [26] post introduced an algorithm called
OpenSimplex noise [17]. The algorithm builds on the surflet summation concept from
Simplex noise but is based on the lattice of a Simplectic Honeycomb rather than a skewed
scissor-simplex lattice. It also uses a slightly larger surflet radius. Although not as fast
as Simplex noise, the outcome is a noise algorithm (shown in Figure 2.6b) that effectively
avoids significant cardinal-axis bias, similar to Simplex noise.

Grammars and L-Systems

Formal grammars were first introduced in the 1950s by linguist Noam Chomsky as a method
for modeling natural language. A formal grammar consists of a set of production rules that
transform strings, essentially converting one string into another. FEach rule follows the
format (symbol/s) — (other symbol/s). Using grammar involves scanning a string and
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replacing any symbols or sequences of symbols that match the left-hand side of the rule
(LHS) with the corresponding right-hand side (RHS) [24].

Let’s illustrate this with a practical example: suppose you are designing a dense forest for
a game. At first glance, copying and pasting identical trees might seem like a quick solution,
but the players would soon recognize the repetitive patterns, breaking the immersion. To
address this, procedural generation proves to be a powerful tool to produce abundant and
varied vegetation. This technique ensures that trees, shrubs, and other plants share common
characteristics while appearing unique and recognizable. A particularly effective method for
procedurally generating trees and bushes is using a formal grammar called an L-System [24].

In 1968, biologist Aristid Lindenmayer [18] introduced a new type of string-rewriting
system that came to be known as L-Systems. What sets L-Systems apart from tradi-
tional Chomsky grammars is the way in which production rules are applied. In Chomsky
grammars, rules are used one at a time in a sequential manner. In contrast, L-systems
apply all applicable productions in parallel, replacing every symbol in the current string
simultaneously. This parallelism is rooted in the biological inspiration behind L-Systems.
Lindenmayer developed the concept to model the growth of multicellular organisms, where
multiple cells can divide simultaneously rather than in a strict sequence. This key distinc-
tion in the application of rules fundamentally alters the formal behavior and theoretical
properties of L-systems compared to sequential rewriting systems. For instance, there are
certain languages that can be generated by context-free L-Systems, known as OL-Systems,
but cannot be produced by context-free Chomsky grammars, as can be seen in Figure 2.7.
This highlights the distinct expressive power that arises from the parallel rewriting ap-
proach used in L-Systems, setting them apart from the more traditional, sequential rule
application of Chomsky-based systems.

The L-System is a specific type of fractal that can be used to model trees and plants.
There are several variations of L-Systems. Among these, the context-free L-System is one
of the simplest. The different types of L-systems form a hierarchy similar to the formal
grammar hierarchy introduced by Chomsky [20].

A context-free L-system is formally defined as a 4-tuple G = (S, P,d, ), where S is
the starting symbol (commonly referred to as the axiom), P is the set of production rules,
d represents the unit length and ¢ specifies the unit angle.

The system operates with an associated state, represented as a 3-tuple (z,y, o), where
(x,y) denotes the current position in the coordinate system and « represents the current
orientation [20]. In an L-system, the symbols within a production dictate how the state is
manipulated. The symbols F' instruct the movement forward, drawing a line as it moves.
The symbol + rotates the orientation by § degrees to the left, while the symbol — rotates it
by  degrees to the right. Additionally, there are two commands for branching — [ initiates
a branch by saving the current state on a stack, and ] ends a branch by restoring the
state from the stack and returning to the saved position and orientation. Consider the
deterministic context-free L-System G = (S, P,d, §), where:

o §is the axiom F'
o P is production rule F' — F[+F]|[—F|F
e d is the length of 1

e ¢ is angle of 30°
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Figure 2.7: Relations between Chomsky classes of languages and language classes generated
by L-Systems. The symbols OL and IL denote language classes generated by context-free
and context-sensitive L-systems, respectively [18].

o 1 iteration: F'
o 2 iterations: F[+F|[—F]F

« 3 iterations: F[+F|[~F|F[+F[+F|[~F|F|[-F[+ F||-FIF|F[+F|[-F|F

N\

2 iterations 3 iterations 4 iterations

Figure 2.8: Deterministic context-free L-System used to generate a tree-like structure [20].

Context-free L-systems are suitable for modeling a wide variety of plants. However, their
deterministic nature makes them incapable of accurately capturing the subtle variations
necessary to represent the growth of natural plant growth. This limitation is addressed by
stochastic L-systems (SOL-Systems), which introduce randomness by assigning probabilities
to different growth patterns.

SOL-Systems are similar to the deterministic L-Systems discussed earlier but with one
key difference: multiple production rules can apply to the same symbol, and the rule
to be applied is selected based on predefined probabilities. For example, one production
might be chosen 50% of the time, another 30%, and a third for the remaining 20%. This
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probabilistic approach enables the creation of plants with natural-looking variations while
maintaining an underlying structure. Due to their probabilistic nature, stochastic L-systems
have a distinct advantage over regular L-systems when modeling natural trees. The ability
to apply different production rules at different times allows the generation of numerous
plant variations within the same iteration. This makes creating plants with similar overall
characteristics possible while exhibiting subtle differences in their details, resulting in more
realistic and diverse representations of natural vegetation.

Figure 2.9: Three tree-like objects generated using a SOL-System [20)]

Wave Function Collapse

The original Wave Function Collapse (WFC) [22, 2] algorithm (output of which is shown in
Figure 2.10a), developed by Maxim Gumin, is, at its core, a texture synthesis algorithm. It
takes a small input image, represented as a grid of pixels, and generates a new image that
closely resembles the input regarding local patterns, seen in Figure 2.10b. The resulting
output image is typically much larger than the original input. WFC is inspired by quantum
mechanics, particularly the concept of superposition, where a system exists in multiple
states until it is observed and collapses into a single outcome. In WFC, game levels or
images are divided into a grid, with each cell initially holding all possible values akin to
a quantum wave function. As the algorithm progresses, it ,,observes® each cell, determining
its final state based on constraints and propagating the effects to adjacent cells. This
approach enables efficient constraint solving, though it is likely to fail due to conflicts.

Random Number Generation

Random number generators (RNGs) [12, 9] are essential in various computer applications,
including simulations of stochastic systems, numerical methods, probabilistic algorithms,
secure communications, video games, and gambling systems. While some RNGs rely on
physical processes, such as thermal noise in electronic components, most are implemented
as small computer programs. These programs produce a deterministic sequence of numbers
from an initial input known as the seed, aiming to mimic the behavior of truly random,
uniformly distributed variables.

These software-based generators are called pseudo-random number generators (PRNGs)
or algorithmic RNGs. Since their output is deterministic and periodic, they are not truly
random in a mathematical sense. They cannot satisfy all theoretical criteria for random-
ness, such as perfect uniformity or independence. However, many PRNGs have extremely

“Images by Gumin, M. WaveFunctionCollapse. Available at: https://github.com/mxgmn/WaveFunction
Collapse
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(a) Section of a game world generated using WFC.
— —

(b) Input image on the left and output image on the right. Red marks note the local
patterns.

Figure 2.10: Wave Function Collapse examples.”

long periods and perform well in practical statistical tests, making them useful for various
applications. Importantly, effective RNGs are not developed by simply experimenting with
arbitrary algorithms and testing until results look acceptable. Instead, a strong mathe-
matical foundation is key. Designers analyze the generator’s period length and assess the
uniformity of sequences — especially vectors of successive values across the full cycle. This
theoretical analysis is critical for evaluating whether the output behaves in a way that
approximates true independence.

Linear Congruential Generator The Linear Congruential Generator (LCG) [14], in-
troduced by Lehmer around 1960, has long been the most commonly used standard pseudo-
random number generator (PRNG). It works by using a recurrent formula involving three
integer constants a, ¢, and IV to produce a sequence of integers xg, x1, ..., within the range
from 0 to N — 1. Equation 2.2 uses modular arithmetic, with mod N representing the
remainder after division by N. To begin generating a sequence, the user must supply an
initial value zg, known as the seed. If a different sequence is desired, simply changing the
seed will produce a new set of numbers.

zjp1:=axrj+c mod N (j=0,1,2,...) (2.2)

Eventually, the sequence will begin to repeat, meaning that if ; = x;+p for some j and
p > 0, then this pattern continues for all subsequent terms (as shown in Figure 2.11a).
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Because the possible values for x; are limited to IV, the sequence’s period cannot exceed
N. A larger NN is generally better, as it increases both the potential period length and
the resolution of the random numbers. However, computing modular multiplications with
a large N can be computationally expensive, especially if N surpasses the CPU’s native
word size. For this reason, many LCG implementations use N = 232 or N = 2%®, which
were considered sufficient in the past.

Today, these values are quickly becoming inadequate. Modern personal computers can
generate 232 random numbers within minutes using an LCG. In demanding applications
like nuclear physics simulations, even 2*° random numbers may be required, rendering the
periods of traditional LCGs too short for current needs.

Mersenne Twister In 1998, Matsumoto et al. [13] proposed a new RNG called the
Mersenne Twister (MT). It was designed to overcome shortcomings (as shown in Figure
2.11a and 2.11b) in previous generators and is based on a linear recurrence over a binary
field (F3). The most famous implementation is MT19937, which has a period of 219937 — 1,
an extremely large value derived from a Mersenne prime (hence the name). At its core, the
MT algorithm iterates over a vector of binary numbers (machine words) using a recurrence
relation. This recurrence takes parts (bit sections) of two consecutive state values, merges
them, and applies matrix multiplication and bitwise operations (like XOR and shifting) to
produce the next state. The design ensures that the generator can cover many possible
states, providing a long period and good statistical properties.

In recent years, there has been an ongoing debate about what defines a good modern
random number generator for simulations [4, 27]. Historically, the Mersenne Twister rose
to prominence and became the default RNG in many scientific libraries and applications.
However, insights gathered over the past two decades have uncovered serious flaws in the
Mersenne Twister, casting doubt on its suitability as a general-purpose RNG.

Although some of these criticisms are well-known within niche communities or buried
in specialized academic literature, they highlight fundamental weaknesses in MT’s design.
From the beginning, the Mersenne Twister has been known to fail two key statistical tests
that expose common flaws in Fo-linear generators — a category that includes MT, WELL,
and xorshift generators.

The first is Marsaglia’s Binary-Rank Test, which detects non-randomness in binary
matrices filled with output bits. Because MT updates its internal state through an Fs-linear
transformation (essentially multiplying a state vector by a binary matrix), the resulting
matrices often have ranks that are too low. This indicates structural regularity rather than
true randomness.

The second is the Linear-Complexity Test, which evaluates the complexity of bit se-
quences generated by the RNG. In Fa-linear generators like MT, each bit sequence is pro-
duced by a linear-feedback shift register (LFSR). These sequences can often be described
using low-degree linear recurrences, making them mathematically predictable. This lack of
complexity is detectable using the Berlekamp—Massey algorithm, provided that the degree
of the recurrence is bounded sufficiently high.

In summary, while the Mersenne Twister has long served as the industry standard, it,
and other Fao-linear RNGs, suffer from inherent biases and predictability that can undermine
simulations demanding high statistical quality or cryptographic security. Consequently, the
RNG landscape is evolving, with more robust and reliable alternatives gaining traction for
modern applications.
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(a) ,Random* points in a cube, generated by (b) ,Random® points generated by Mersenne
a standard LCG rand [14]. Twister [14].

Figure 2.11: Comparison between points generated inside a cube with LCG and MT.

MRG32k3a A Multiple Recursive Generator (MRG) [11] of order k is a type of pseu-
dorandom number generator defined by a linear recurrence relation shown in Equation 2.3
involving two parameters: m and k, both positive integers. Each coefficient a; used in
the recurrence comes from the set Z,,, which includes all integers from 0 to m — 1.
The sequence generated by this recurrence can achieve a maximum period of my — 1,
but this only occurs if m is a prime number and the associated characteristic polynomial
P(z) = 2k — a1zt — ... — q is primitive. In this context, a primitive polynomial is one
whose powers, modulo both P(z) and m, cycle through all possible non-zero polynomials
of degree less than k with coefficients in Z,,.

Ty = (@1Zp—1+ ...+ apry—) mod m (2.3)

Interestingly, it’s often possible to reach this maximal period using just two non-zero
coefficients — typically one in the middle and the other at the end of the recurrence, which
makes implementation more efficient, especially when these coefficients are small. However,
this simplicity comes at a cost: achieving strong performance in spectral tests, which assess
the quality of the generator, requires the sum of the squares of the coefficients to be large.
This creates a tension between ease of implementation and statistical robustness.

To strike a balance, L’Ecuyer [11] introduced the idea of Combined Multiple Recursive
Generators (CMRGs). These are built by carefully choosing multiple MRG components so
that the combined output possesses strong statistical properties while keeping each individ-
ual component simple and efficient. A CMRG essentially behaves like a single MRG with
a much larger modulus, which is the product of the moduli of the individual components,
resulting in both a longer period and better structural characteristics.
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2.4 Roguelike

The name comes from a 1980 role-playing dungeon crawler game, Rogue [19], drawing
inspiration from the world of Dungeons € Dragons. Rogue established and defined the
whole genre of roguelikes and inspired many later descendants like Hack and Moria.

2.4.1 Characteristics

For a game to be considered roguelike by genre purists, it has to follow a strict ruleset called
the Berlin Interpretation [10]. The ruleset defines these points as the high-value factor:

e Random environment generation — The game world is randomly generated in
a way that increases replayability. The appearance and placement of the items are
random. The appearance of the monsters is fixed; their placement is random. Fixed
content (plots, puzzles, vaults) removes randomness.

e Permadeath — You are not expected to win the game with your first character. You
start over from the first level when you die. (It is possible to save games, but the save
file is deleted after loading.) The random environment makes this enjoyable rather
than punishing.

o Turn-based — Each command corresponds to a single action/movement. The game
is not sensitive to time; you can take your time to choose your action.

o Grid-based — A uniform grid of tiles represents the world. Monsters (and the player)
take up one tile, regardless of size.

e Non-modal — Movement, battle, and other actions occur in the same mode. Every
action should be available at any point in the game. Violations of this are ADOM’s
overworld or Angand’s and Crawl’s shops.

e Complexity — The game has enough complexity to allow several solutions to common
goals. This is obtained by providing enough item/monster and item/item interactions
and is strongly connected to having just one mode.

» Resource management — You have to manage your limited resources (e.g., food,
healing potions) and find uses for the resources you receive.

e Hack’n’slash — Even though there can be much more to the game, killing many
monsters is an integral part of a roguelike. The game is player vs. world: no mon-
ster /monster relations (like enmities or diplomacy) exist.

o Exploration and discovery — The game requires careful exploration of the dungeon
levels and discovery of the usage of unidentified items. This must be done anew every
time the player starts a new game.

Obviously, this caused controversy, leading to the Berlin Interpretation being accused
of being inaccurate, outdated, and unrepresentative of a vibrant and open genre by Darren
Grey [8].

Later, the term rogue-lite started to be given to games that featured too few roguelike
characteristics to be considered as such. However, as the boundary remains slim, the
community tends to call both genres roguelikes.

19



2.4.2 Modern state

One of the most notable modern roguelikes is Darkest Dungeon. The core gameplay loop
of Darkest Dungeon is straightforward yet deeply engaging [3]. Players assemble a team
of heroes and venture into dungeons to battle monsters, collect loot, and earn experience.
The resources gathered during these expeditions allow for gradual hero progression, enabling
them to take on increasingly difficult challenges. This cycle continues until the heroes are
strong enough to face the ultimate test: the Darkest Dungeon itself. The game is divided
into two primary phases:

e Management Phase — Players manage their roster by hiring new heroes, treating
afflictions, unlocking and upgrading abilities, and improving equipment.

¢ Dungeon Crawling Phase — Heroes are sent into dungeons to fight enemies, navi-
gate hazards, and gather valuable resources.

This interplay between strategic management and intense dungeon exploration forms the
foundation of Darkest Dungeon’s compelling and punishing gameplay.
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Chapter 3

Draft of a Roguelike (Game

This chapter presents the foundational draft of the game, detailing the core components
of the developed framework and the systems that drive the gameplay experience. The
rudimentary framework, while lacking some of the more complex managers typically found
in more polished engines, offers a clear structure for handling essential tasks like input
processing or rendering graphics.

Additionally, this chapter delves into the procedural generation system that forms the
backbone of this game, focusing on how the worlds are generated and populated with entities
through custom pipelines.

3.1 Framework

Handler Equivalent manager | Functionality

Audio Handler Audio Manager Handles loading and playing sounds
UI Handler Rendering Manager This component handles all things
related to rendering the user inter-

face.
Collision Handler Audio Manager Checks for collision with game enti-
ties and the world around the player.
Keypress Handler Input Manager Handles user inputs and performs

actions based on them.

Event Handler Scene Manager Handles events and performs game

logic

Table 3.1: Engine handlers.

As mentioned in Section 2.2.1, my rudimentary framework can also be broken down
into multiple components, as can be seen in Table 3.1, that handle different tasks, although
there are small differences present. This framework lacks multiple managers (components)
— namely, the resource manager, error manager, and physics manager.

The nature of roguelikes is that they are procedurally generated, which in turn means
that not a lot of resources, such as textures, sprites, or map data, are needed. Moreover,
the game is 2D with a top-down view, so no 3D models are needed. This leads to the
resource manager not being present since the only resources needed do not require a lot of
management and can be loaded by the components that actually need them. Another thing
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that is not used, due to the nature of the game, is a physics manager. With no physics
present, all collisions can be handled by simply checking for neighboring and overlapping
tiles. Another omitted part of Alan Thorn’s engine managers is a dedicated error manager.
This was done simply because of the scale of this project.

The sequence of the utilization of said handlers (managers) can be seen in Figure 3.1.
First, the engine checks for any collisions between the player and the surrounding environ-
ment. Then, the Keypress Handler handles any user input and passes a keypress event to
the event handler, which performs the necessary action and, if needed, plays a sound using
the Audio Handler. Then, the Ul Handler renders the interface based on the events that
were previously handled.

Collision Handler ——> Keypress Handler ——>» Event Handler ———> Ul Handler

Audio Handler

Figure 3.1: Engine handlers utilization.

Architecture

Terrain Generation ————> .
Generation

——> Entity Generation

Figure 3.2: Game world generation pattern.

3.1.1 Generation

Each game world generation follows a simple pattern (shown in Figure 3.2). World gener-
ation starts by generating the terrain, then proceeds to generate structures, and finally, it
follows with generating entities, which occupy the generated structures.

Game worlds are generated using custom pipelines (Figures 3.3, 3.4 and 3.5). Each
pipeline can be broken down into multiple components, some of which are shared between
the pipelines and can be distinguished by using the same color.

As with any procedurally generated content, these pipelines take a master seed, which is
then used to seed other components of the pipelines. All pipeline components are uniquely
seeded independently from each other, which ensures consistency and prevents dependencies
on other components’ seeds. Speaking of uniqueness, each component of a pipeline does
one thing and one thing only.

Consider Figure 3.5 displaying the pipeline for generating a dungeon level (Dungeon
System). The rehashing intermediate step ensures the uniqueness and independence of
the seeding mentioned above. This was especially appreciated during the development,
with one game master seed set, since changing one part of the generation pipeline did not
manipulate the generation in others.
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Figure 3.3: City generation pipeline.
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Figure 3.5: Dungeon System generation pipeline.

3.2 Game Genre and Mechanics

As the title of this thesis suggests, roguelike was chosen as the genre. The basics can be
described using the list in Section 2.4.1, with a singular modification done to the combat —it
is turn-based and in a separate mode.

The game loop can be broken down into a management phase and a dungeon-crawling
phase. There’s a resemblance to Darkest Dungeon’s game loop, described in Section 2.4.2,
but it’s more of a spiritual nod than a replication. During the management phase, the
player can level up, purchase items, and, when ready, decide to descend to the dungeons
and begin the dungeon-crawling phase.

During the dungeon-crawling phase, the player navigates multiple maze-like rooms while
fighting off enemies and collecting loot. Their goal is to navigate through the dungeons,
find a way out, and then rinse and repeat.

3.2.1 Entities

Entities refer to all non-player characters (NPCs) within the game, with the sole exception
being the player entity, since you, as the player, control this entity. Their characteristics
can be described using Table 3.2, with a more thorough description starting with Paragraph
below.

Player The player is the only playable entity, as can be seen in Table 3.2. It can move
in 4 directions and interact with the other game entities. The player has to manage all
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Type Tile | Playable | Friendly Lootable
Player @ Yes Yes No
Vendor v No Yes Items can be purchased
Chest C No Yes Yes
Quest Giver Q No Yes No
Quest Ender q No Yes Yes
Bonfire B No Yes No
Enemy E No No No
Corpse c No Yes Yes

Table 3.2: Entity characteristics.

aspects of their character — namely, health, but in a figurative sense, the assignment of stat
points when leveling up and equipping different items. Speaking of stat points, the player
has three statistics — strength, dexterity, and intellect, each having its own purpose but
boiling down to dealing damage. They can be described like this:

e Strength — Modifies the player’s resilience to incoming damage. Essentially, how
much damage will be negated by the incoming attack.

e Dexterity — Modifies the chance to dodge and completely negate an incoming attack.

o Intellect — Modifies the chance to have the first turn during combat.

The player can manage their lost health by using health potions (called health vials)
and sitting at bonfires. After finishing the dungeon system, the player’s health is reset to
the initial value of 100, which also represents the full health value of other entities as well.
As stated earlier, the player may level up. This is done by collecting experience points after
killing an enemy. Enemies do not change their overall level inside a dungeon; therefore, the
players can level up only when they are in the city.

Vendors Vendors are NPCs found in the city. They serve only one purpose — selling
various items to the player. Each city has two vendors, one for selling armor and one for
selling weapons. Each vendor has its own house.

Chests Chests can be found in the dungeons and provide the player with various items —
gold, armor, weapons, and health vials. They are the main source of items in the dungeons,
but they have a low chance of generating gold and health vials.

Quest Givers Quest Givers are NPCs found in the dungeons, and after interacting with
them, they give the player a simple quest to find them at the end of the dungeon, where,
if found, they will give the player a small reward.

Quest Enders Quest Enders are NPCs found in the dungeons, specifically at the end
of the dungeon. After talking to a quest giver and receiving the quest, they will give the
player a small reward after finding them. If the player finds the quest ender without talking
to the quest giver beforehand, therefore not receiving the quest, they will refuse to speak
with the player.
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Bonfires Bonfires fully restore the player’s health and are the only entity that can do
this inside the dungeons.

Enemies Enemies are the only non-friendly NPCs, and they are found in the dungeons.
After the player comes too close, they will actively pursue the player, eventually catching
the player and engaging in combat. The enemies have the same statistics, which have the
same functionality as the player does.

Corpses Corpses are the result of winning a combat. The corpses are the main source of
gold, but have a lower chance of dropping items and health potions. Statistics of the items
are scaled according to the statistics of the slain enemy.

3.2.2 Items

There are five types of items — helmets, chestplates, leggings, weapons, and health vials.
The player can equip the first four types, while the last can be consumed to restore health.

Armor pieces and weapons provide the player with bonus statistics spoken about earlier
in Section 3.2.1. This way, the player can manage their statistics inside a dungeon system
and, therefore, have a bigger chance of succeeding in said dungeon system.

3.2.3 Game Worlds

The city and the dungeons form the core of the player’s experience. These interconnected
worlds offer distinct gameplay elements and serve as the primary settings for exploration
and interaction.

City (Management)

The city, represented by a few houses connected to the city square with a well, acts like
a hub world for the player. Some of the houses are occupied by vendors who sell various
items. Entrance to the dungeons can also be found here, and the player can descend to the
dungeons whenever they feel like it.

Dungeons (Dungeon-crawling)

Multiple maze-like rooms represent the dungeons (dungeon systems). The player can find
the rest of the entities mentioned in these rooms. The objective is to return to the city by
traversing deeper into the dungeon and finally emerging back.

3.2.4 Combat

A necessary part of every roguelike game is some sort of combat. While most roguelikes tend
to use a hack’n’slash style of combat, I decided to use turn-based combat against a singular
enemy at a time. Players and enemies have access to two types of attacks: a light one,
dealing less damage but having a bigger chance to hit the target, and a heavy attack, dealing
more damage but having a smaller chance to hit. They also have a chance to completely
dodge an attack, as mentioned in the first Paragraph at the beginning of Section 3.2.1. After
killing an enemy, the player receives experience, and the enemy’s corpse can be looted. If
a combat is lost, the character dies, and the game may be started again from the beginning.
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Chapter 4

Implementation

This chapter illustrates the inner workings of a custom framework, which provides the es-
sential structure for functionality like rendering graphics, handling user input, and handling
the game logic. It also explores methods used for procedurally generating almost all game
content, which enhances replayability by creating dynamic and varied game content.

4.1 Framework

As stated in the introduction to this thesis, a step back was taken, and no major game engine
was used; instead, I opted to write a rudimentary framework, with which this game would
be developed. Therefore, the choice of an optimal programming language was a necessity.

Many languages were considered, but initially, C was selected as the most suitable. It
performs well since it compiles to highly optimized machine code, has minimal runtime
overhead, and has good low-level control. To complement this choice, SDL2 was chosen
as the graphical library. In addition to having low-level access to graphics hardware, it
provides access to audio, keyboard, mouse, and joystick. It is cross-platform, which, in
theory, would make this game playable on every major operating system.

Due to C being a data-oriented language, which later proved to be a slight problem,
C++ was used as a substitute. C++ is an object-oriented language, traditionally used in
game development over C, since it allows for inheritance and polymorphism, allowing for
more maintainable code. Just like C, C++ compiles to highly performing machine code
but provides ways for smarter and easier memory management.

4.1.1 Framework inner workings

The whole game is designed as a single-threaded application, and the reasoning for this
decision is simplicity, predictability, and ease of debugging. Ultimately, this decision came
down to the scale and requirements of the game, where a single-threaded design provided
a straightforward approach because advanced concurrency was not essential.

Framework Handlers

As discussed in Section 3.1, multiple handlers are used for different purposes. The following
paragraphs discuss them in greater detail, and their usage can be seen in Figure 3.1.
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Audio Handler As the name of this handler suggests, it is used for handling sounds
and music. Upon creation of the Audio Handler object, the default audio device is opened
for playback, and all audio files are loaded into memory. With few audio files present,
the Audio Handler can handle the loading of said files, ultimately omitting the need for
a Resource Manager.

The Event Handler can then use the Audio Handler to play different sounds and music
based on the required situation. It also uses the Audio Handler to change the audio volume.

Upon exiting the game, the Audio Handler calls all necessary functions to unload and
free all used memory and finally closes the playback device.

UI Handler The User Interface (UI) Handler is responsible for all rendering purposes.
The game object is responsible for constructing the renderer, which is later used for ren-
dering. Therefore, it initializes the SDL library, creates an application window and the
hardware-accelerated renderer for said window, and finally loads the texture tilemap into
memory.

The tilemap is a 256x256 bitmap image representing all available tiles for rendering
the graphics. A single texture file was used simply because of the simplistic nature of the
ASCII graphics of roguelike games. This has other advantages, mainly that only a single
texture file is always loaded in memory, leaving behind the need to switch between many
different textures. This way, when wanting to draw different tiles, the only thing that has
to be changed are the coordinates of said tile in the tilemap, instead of loading a whole
different file containing the tile.

The UI Handler uses this renderer to render the user interface. When the Ul Handler
object is constructed, the logical screen resolution is divided into an array of 16x16 chunks,
which represent all available tiles that can be drawn into.

This handler is a set of tools (methods) that can be divided into three layers of ab-
straction. Take, for example, the interface rendering for the player’s inventory, shown in
Figure 4.1. The Event Manager calls the UpdateUserInterface() method, which acts as
the only available public interface to the Event Handler, used for rendering the inventory
interface by the Ul Handler. The most important parts of the Ul are rendered using two
methods, DrawPlayerInfo() and DrawEntityPopup(). These act as the highest level of
said abstraction, and, as in the case of the latter method, they can encapsulate multiple
other methods of the same level of abstraction, which is done mainly to keep the code-
base readable. These methods then encapsulate methods of the middle level of abstraction,
the DrawBox () and DrawText () methods, and finally, these middle-level methods encap-
sulate methods of the lowest level of abstraction, which directly use the SDL function
SDL_RenderCopy () to copy desired tiles to the buffer array for rendering.

It is also responsible for bringing the map from its numerical state, as explained in
Section 4.2.2; into a visual state. Based on the generated noise masks representing the
terrain, different tiles, which are also differently colored, are displayed. Another job of the
UI Handler is to display the light level of the environment correctly. The light level is
calculated using the recursive shadow casting algorithm. Visualizations of both of these
tasks can be seen in Figure 4.2.

Collision Handler The Collision Handler is responsible for detecting collisions between
the player entity and all other entities on which the player stands. In case of a collision
detection, the handler fires an event, which the Keypress Handler handles later. It is also

29



UpdateUserInterface()

DrawPlayerInfo () ‘ DrawEntityPopup ()
DrawBox () DrawText ()
DrawHorizontalLine ()
DrawVerticalLine()
DrawCorner ()
SDL_RenderCopy ()

Figure 4.1: UI methods abstraction showing methods used to render the player’s inventory
popup, with the public interface on the top, followed by methods in hierarchy, going from
the highest to the lowest level of abstraction.

(a) Zoomed in part of visible tiles in the city (b) Zoomed in part of visible tiles in
world. a dungeon.

Figure 4.2: Terrain tiles of different types and colors, based on the noise masks. Also note
the visibility of said tiles, determined by the player’s field of view using recursive shadow
casting.

responsible for telling the user what collision occurred using the above-mentioned status
bar.

Keypress Handler The Keypress Handler handles all user input and fires an appropriate
game event that is later handled using the Event Handler. If a collision occurs, the Keypress
handler is responsible for handling the player’s confirmation keypress for interacting with
an entity, and this information is then passed to the Event Handler, which will perform
appropriate game logic.

The Keypress Handler uses a method to translate the SDL keycode to my enumeration,
which allows for more coherent and readable code.

On the lowest level of the framework, multiple Keypress Handlers are present, each
responsible for handling keypresses in different situations, but that will be discussed in
Paragraph below.

Event Handler The Event Handler handles all game events by performing appropriate
game logic. Think of it as the brain of the framework. It performs the job of a Scene
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Manager, as discussed in Section 3.1, meaning it utilizes the Audio and Ul Handlers to
visualize information about various in-game events.

All events related to other game entities are handled using popup menus, with switched
keypress context. This means that in the background, the keypresses inside, for example,
the player’s inventory, are handled by a Keypress Handler, which differs from the one used
for navigating the player around the map. This is achieved using cascading menus stacked
on top of each other. This cascading context can be visualized in Figure 4.3.

Let’s take, for example, the inventory event, which should display the player’s inventory.
The primary Keypress Handler handles the initial handling of pressing key i to access the
inventory. Then the menu representing the player’s inventory is displayed, and the keypress
context is switched to it. In this context, different keys are used for various purposes. For
example, the Enter key used before for interacting with other entities is used to equip
a selected item, the navigation keys, which were used to navigate the player around a map,
are used for navigating through the inventory instead, and so on.

In many cases, this context can be switched to another popup, which usually represents
a confirmation menu, i.e., to confirm with the player that they want to drop the selected
item or that they want to descend to the dungeons; or it has informational character, for
example telling the player that they received a quest or that they received some experience
after a combat.

Confirmation Popup

Event Popup

Main Game

Figure 4.3: Visualization of the cascading context, between the main game, event popup,
confirmation popup. After handling the topmost context, it is switched to the one below,
until the context is finally switched to the main game.

4.2 Procedural Generation

Procedural generation is a key part of the nature of roguelike games. Therefore, many
algorithms and methods were researched to come up with the best combination to suit this
game.

In this section, I will break down the generation of all game worlds, the algorithms used
for said generation of the worlds, and the problems that arose.
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4.2.1 Random Number Generation

Random Number Generation is a key feature of any procedurally generated content. There-
fore, choosing a good RNG method was a necessity.

Mersenne Twister (described in greater detail in Section 2.3.3) was initially used as
the RNG of choice. As described, it provided very good results, but there was a key
downside — seeding was too slow, due to the nature of this algorithm. In the context of
this game, it meant that a new RNG had to be seeded each time something was generated.
Looking at Figures 3.3 and 3.4, the constant rehashing and seeding could result in potential
performance issues.

Despite the quality drop over the MT, the MRG32k3a generator was chosen because it
is still of high quality, although not as high as the MT, but it was a willing sacrifice for
performance gain.

4.2.2 Map generation

Both maps are stored as two-dimensional arrays of structures, containing information about
which tile is on that spot, its light level, and whether it is visible. Unlike just storing
raw integers, the tile type is stored as an enum, which helps with code readability and
maintainability.

Generating cities

Generation of the city world starts with generating the terrain first. This is done using
OpenSimplex noise, which is described in Section 2.3.3. Terrain consists of four noise maps
— the terrain itself, terrain color mask, road terrain, and the road terrain color mask. All
these noise masks are just floating point numbers, but ultimately, they determine which
and what colour a tile will be placed at a specific place.

After the terrain is generated, the next step is to generate the city’s architecture. Ini-
tially, the generation started by generating the roads, followed by the houses. The roads
were generated using a context-free stochastic L-System, similar to the one described below.
As seen in Figure 4.4, the city’s layout seemed a bit nonsensical — it did not really represent
how cities are usually laid out. For example, there were many twisty parts of the roads
for no reason. Therefore, it was decided that the cities should be generated the other way
around — start the generation with houses and then connect them to the middle of the city.

The first step is to space out the structures in the map evenly. For this, I utilized
a slightly modified Fast Poisson Disk Sampling by Robert Bridson'. Initially the only
modification I made was switching from using 1D acceleration grid to 2D one, where the
functionality was virtually the same. One issue that arose was that, due to rounding, the
results were unsatisfactory due to overlapping houses. Therefore, I decided to omit the
accelerated grid and instead check neighboring samples around the current sample, while
utilizing the cell size as half the size of a house. This meant that the algorithm itself
could not be considered fast, since the acceleration grid was no longer present. Still, the
performance downside was not a big issue due to the limited number of generated samples.

House generation is done using a stochastic context-free L-System, very similar to the
deterministic L-System described in section 2.3.3, with the differences of modified produc-
tion rules and the fact that it is stochastic.

!Fast Poisson Disk Sampling in Arbitrary Dimensions by DBridson, R. Available at:
https://www.cs.ubc.ca/ rbridson/docs/bridson-siggraph07-poissondisk.pdf
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Figure 4.4: Example of generated city roads using a SOL-System during a very early
development stage.

Let G be a context-free stochastic L-System G = (V,w, P), where V is the alphabet
{X,F,[,],+,—}, w is the axiom X and P is a set of production rules:

e X — FX, with probability of 33%,
o X — F[+X], with probability of 33%,

o X — F[—X], with probability of 33%,

Houses are then connected to the middle using A* pathfinding algorithm, as seen in
Figure 4.5. This approach resulted in a more traditional city layout, where houses are
spread around the city square, which, in the case of this game, is the well.

The last step of city generation is to occupy the generated structures with vendors and
stairs to enter the dungeons. Both of these tasks are accomplished using a greedy algorithm,
which iteratively cycles through a list containing all house floor tiles of a selected house
and selects one based on the generated probability.

Vendors, like any other chest-like entities, which will be discussed later, use stat points
assigned to them to generate items for their inventories. Equation 4.1 represents the for-
mula for calculating said stat points. Constant MAX_ STAT POINTS determines the
maximum available stat points for one vendor, and it is set to 8. This constant is then
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Figure 4.5: Visualization of the roads generated using the A* algorithm, with blue tiles
displaying all explored tiles and the roads laid over them.

scaled exponentially by the SCALING_FACTOR constant of value 1.1 to the power of
CITY_LEVEL — 1, where the CITY__LEVEL variable represents a larger number than
the actual level of the city, which corresponds to the number of finished dungeon systems.
This was done so that the vendors have better items for sale, which are a bit pricier, but
ultimately will allow the player to finish dungeon systems more easily. The CITY__LEVEL
variable is scaled incrementally by 5. The final equation for calculating the stat points for
chest-like entities can be seen later in Equation 4.2.

STAT_POOL = MAX_STAT_ POINTS - SCALING_FACTORCITY-LEVEL=1L (4 1)

As stated above, the vendors scale their inventory by 5, but this is only done when the
city level can be divided by 5, without leaving a remainder. This means the stat points
generated for items are constant for five dungeon systems in a row. The vendors refresh
their inventory, the same way as with scaling, every two successful dungeon systems, so
that the player can obtain different items.
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4.2.3 Generating Dungeons

Dungeon generation is divided into two steps — the first being generating the room genera-
tion sentence (Figure 3.5) and the second, the generation of the dungeon rooms themselves
(Figure 3.4).

Generating Dungeon System

Generating dungeon systems is done using simple string rewriting while utilizing probabil-
ities. This stochastic L-System is context-sensitive and can be defined as:

Let G be a context-free stochastic L-System G = (V,w, P), where V is the alphabet
{M,N,P,S,X,Y,Z B,C,E,Q,q}, wis the axiom X and P is a set of production rules:

e X — CX, with probability of 30
e X — EM, with probability of 30%,

e X — QP, with probability of 40%,

o M — QP, with probability of 50%,

e M — EN, with probability of 50%,

e N — CX, with probability of 50%,

e N — BX, with probability of 50%,

e P — EZ, with probability of 50%,

o P — CY, with probability of 50%,

e 7 — CY, with probability of 50%,

e Z — ES, with probability of 50%,

e S — BY, with probability of 50%),

e S — CY, with probability of 50%,

e Y — ¢, with probability of 20%,
e Y — CY, with probability of 40%,

e Y — EZ, with probability of 40%,

e P 7,5 — q, if chest room limit or enemy room limit is reached
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Symbol Meaning

X Axiom, nonterminal
M,N, P, S Y, Z nonterminal
Bonfire room, terminal
Chest room, terminal
Enemy room, terminal
Quest Giver room, terminal
Quest End Room, terminal

o OHAQW

Table 4.1: Meanings of alphabet symbols of a context-free stochastic L-System used for
generating dungeon systems.

Generating Dungeon Rooms

After generating the dungeon system generation sentence, the following step is to gener-
ate the dungeon rooms based on the generation sentence. Each ,word“ of the sentence
represents a different room type, which is explained in Table 4.1.

As explained in Subsection 4.2.2 and as seen in Figure 3.4, the generation starts by
generating the noise masks representing the terrain and its color. Then the dungeon layout
is generated.

The layout is generated using binary space partitioning. After each parent cell is split
into its two child cells, the center point of the child cells is connected by removing any
obstacles in the path between them, as seen in Figure 4.6. This ensures that each cell is
accessible at all times.

The next step in dungeon room generation is generating positions for dungeon entities.
For this task, another slightly modified variation of Fast Poisson Disk Sampling was used,
where the acceleration grid was made 2D instead of 1D, but functionality-wise, it remains
the same. The different entities are generated based on the room type, but the core for
choosing the entity place remains the same across the various entities. The initial sample’s
position is selected as the position of the stairs for accessing lower dungeon rooms and
eventually for returning to the hub city world, while the rest of the samples are used for
other entities inside the dungeons.

When generating chests and quest enders, they are assigned a number, which represents
the combined stat points used for generating items for their inventories. This means the
players can obtain a few strong or multiple weaker items, spread across a single chest or
multiple chests.

This number is scaled based on the dungeon depth using almost the same equation used
for generating stat points for vendors, as can be seen in Equation 4.1, with the difference,
that the constant MAX_ STAT POINTS represents a maximum amount of stat points
reserved for the whole chest room, instead of a single chest. This number is scaled by
the dungeon level, which increments 1 for each finished dungeon system. Equation 4.2
represents the final formula with all constants present as numbers.

STAT POOL = § - 1.1PUNGEON_LEVEL=1 (4.2)

The same equation, as can be seen in Equation 4.3 and methodology, applies for generat-
ing stat points for enemies, with the only difference being that the MAX_ STAT POINTS
constant is set to 12. Stat points for enemies determine their strength, dexterity, and intel-
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lect (as stated in Subsection 3.2.1), and later, upon slaying them, they are used to calculate
stat points for dropped items.

STAT POOL = 12 - 1.]PUNGEON_LEVEL=1 (4.3)

(a) First two steps of room generation, where (b) Next four steps of dungeon room genera-
the two cells are connected by removing part tion, former parent cells split into child cells
of the splitting wall between their centers. with their centers connected.

Figure 4.6: Multiple steps of binary space partitioning used for generating a dungeon room’s
maze-like footprint. The red lines show the connected centers between child cells.

4.3 Artificial Intelligence

Since this game features non-player hostile entities, it also needs some artificial intelligence
so that they can interact with the player to some extent. This section will describe the
algorithms used and the reasoning behind their choices.

4.3.1 Pathfinding

Many games utilize the A* pathfinding algorithm, and this game is not different. A* per-
forms well because it does not explore unnecessary nodes that do not lead to the destination
and supports weights, which means it can find the optimal path in uneven terrain, in the
case of video games.

In this thesis, both of these characteristics were utilized. Not exploring unnecessary
nodes came very handy when generating city worlds, as the distance from houses to the
well is relatively short. Therefore, it is necessary not to explore nodes, or in the case of this
game, tiles, that are not towards the well. The second characteristic is also utilized when
generating roads in the cities, because the roads can be connected to already generated
ones.
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The A* algorithm is also used for the enemies inside the dungeons to pursue the player,
while doing so optimally, as seen in Figure 4.7.

Figure 4.7: Visualization of the shortest path from an enemy to the player found using the
A* pathfinding algorithm, where the blue tiles signify all explored tiles used for finding the
shortest path, and the red tiles mark the shortest path.

4.3.2 Artificial Intelligence in combat

As explained in Section 3.2.4, the combat utilizes two types of attacks, with different chances
of dealing damage, plus there is a chance of completely dodging an incoming attack, as
mentioned in the first Paragraph at the beginning of Section 3.2.1.

Based on the probability nature explained above, an appropriate Al had to be chosen
for the enemies during the combat. Therefore, the Monte Carlo tree search algorithm was
selected. It essentially simulates multiple iterations of a combat to determine which attack
is the most beneficial for the enemy:.

As illustrated in Section 3.2.1, all stats boil down to the damage that can be dealt in
combat, as seen in Equation 4.4. Then the lower and upper bounds for both attack types
get calculated using Equations 4.5 through 4.8. As the final thing, the final damage value
gets randomly chosen from the range bounded by the values calculated above. This happens
only if the attack is going to hit.
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The chance to hit is calculated using the Equations 4.9 and 4.10. If the player’s or
enemies’ dexterity is too high, it gets clamped to the value of 50, so there is still a chance
to land an attack.

The last thing tied to the combat is determining who starts the combat — the player or
the enemy. As seen in Equation 4.11, all that is happening is moving the chance from the
starting value of 50% in favor of the player or the enemy.

DAMAGE SUM = strge + dexgre + Inbgre (4.4)
100
LIGHT}oy = DAMAGE_SUM s — (4.5)
100 + Strtarget
LIGHT 0 — DAMAGE SUM  — 00 (4.6)
high = o 50 + Strtarget '
100
HEAVY),, = DAMAGE SUM % ——— (4.7)
75+ Strtarget
HEAVY 0 = DAMAGE SUM  — 100 (4.8)
high = o 25 + strtarget '
LIGHT thance = 100 — dexgarget (4.9)
HEAVYChance =T75— dextarget (410)
START = 50 + infplayer — itenemy (4.11)
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Chapter 5

User Testing

As with any other piece of software, user testing is a necessary part of the software de-
velopment cycle, especially in video games. It’s difficult to understand how the game will
perform in a real-world setting without real feedback from actual players.

This chapter will explain how the user testing was conducted and contributed to the
overall balance and playability.

Testing was done using an anonymous survey using Google Forms, and it targeted
multiple subjects with differing gaming skills and knowledge of the roguelike genre. Three
runs of actual testing were conducted, with the first trying to gather input about the overall
feeling of the game, for example, the interface, gameloop, and so on, while the second and
third runs aimed to improve the game’s balancing.

5.1 First testing run

As stated in the introduction to this chapter, this run enquired about the overall state of
the game, focusing on aspects like the game’s appeal, the player’s willingness to continue
playing, and the overall flow from character creation to gameplay. The questionnaire can
be seen in Table 5.1

This comprehensive feedback allowed for a well-rounded understanding of the game’s
strengths and areas that could benefit further improvement.

Analysis of results

The results reveal a strong engagement from players, with the majority expressing a desire
to continue playing the game based on their testing experience. Interestingly, the findings
showed that players across various skill levels, from novice to expert, demonstrated remark-
ably similar interest levels in continuing the game. Similarly, participants with differing
familiarity with the roguelike genre, whether seasoned or new, also exhibited comparable
engagement and enjoyment. These consistent results suggest that the game is accessible
and engaging to many players, regardless of skill or prior genre knowledge.

This testing also resulted in many highly appreciated suggestions, most of which were
implemented. One of the things suggested was that enemies should be present in the quest
and chest rooms, which was the focus of the second test run.

There were also multiple bugs present, which were mainly due to oversight. Things like
misaligned UT or entities dropping zero gold (as in the player actually could loot zero gold)
were quickly fixed.
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5.2 Second and third testing runs

The second and third runs aim to provide insight into how the game is balanced for other
players. While the first aimed to get data on the initial balancing, the latter aimed to
determine whether the changes made based on the first balance testing were effective. The
questionnaire can be seen in Table 5.2.

Analysis of results

As shown in Figure 5.1a, the game was challenging even for a skilled player, as on average,
the test subjects rated themselves 8 out of 10. Test results revealed that although the health
regeneration done by health vials and bonfires was sufficient, it was necessary to increase
the drop rate of the health vials so that players can manage their health better.

Another thing that test subjects pointed out was that the number of enemies was
too challenging to defeat, mainly due to them being present in chests and quest rooms.
Therefore, as shown in Figure 5.1b, their original starting stat pool was diminished from
15 to 12, and the scaling of their stats was made more linear.

These changes mainly contributed to lowering the difficulty, as seen in Figure 5.1a,
where the second balancing test run results show the lowered difficulty compared to the
initial balancing test run.

—e— First balancing run —— First balancing run
—a— Second balancing run —— Second balancing run
10 T T » 50 T
9 | w0
0 gl £ ]
7 .
w0 1 3 ]
F 5 1 -
A 3 a mi‘ |
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1 2 3 4 5 6 7 8 910 1 ) 10 15 20
Dungeon system level Dungeon system level
(a) Average difficulty rating in the first 10 dun- (b) Scaling curve of enemy stat points.

geon systems.

Figure 5.1: Charts displaying changes made based on balance testing.
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# | Question Type Scale

1. | Are you familiar with roguelike | Choices I'm an avid fan; I'm not
games? prioritizing them; I heard
about them; I don’t know

them

2. | How do you rank yourself based on | Close-ended | 1 — 10
your gaming skills?
3. | How do you rate the game itself? Close-ended | 1 — 10
4. | Would you continue playing this | Close-ended | 1 — 10
game based on the tested version?
5. | How do you rate your experience | Close-ended | 1 — 10
from navigating character creation
to playing the game?

6. | Your suggestions and feedback. Open-ended

Table 5.1: First testing questionnaire, with the questions themselves, as well as the answer
type and scale if necessary. In case of a closed-ended question, 1 signifies the worst possible
rating and 10 the best possible rating.

# | Question Type Scale
1. | How do you rank yourself based on your gaming skills? | Close-ended | 1 — 10
2. | How do you rate the overall difficulty? Close-ended | 1 - 10
3. | How do you rate the strength of the enemies? Close-ended | 1 — 10
4. | How do you rate the number of items you collected? Close-ended | 1 - 10
5. | Followup, how do you rate the strength of collected | Close-ended | 1 — 10
items?
6. | Do you feel the health regeneration is sufficient? Open-ended

7. | How much did you feel the dungeon generation changes | Close-ended | 1 — 10
compared to the previous testing?
Follow-up question, rate the dungeon levels by difficulty.

Close-ended | 1 — 10
Close-ended | 1 - 10
Close-ended | 1 - 10
Close-ended | 1 - 10
Close-ended | 1 - 10
Close-ended | 1 - 10
Close-ended | 1 - 10
Close-ended | 1 — 10
Close-ended | 1 - 10
10 - X Close-ended | 1 — 10
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Table 5.2: Questionnaire used for the second and third user testing. In case of a closed-
ended question, 1 signifies the worst possible rating and 10 the best possible rating.
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Chapter 6

Conclusion

The goal of this thesis was to develop a roguelike game from scratch. This comprised
developing my own framework, which would be used for handling user input, rendering
graphics, and computing all game logic. Another important part was choosing the right
algorithms and methodologies for procedurally generating almost all game content.

Initially, it started with researching and planning the structure of a game framework
that could be used for such a game, using ASCII graphics like traditional roguelikes, to-
gether with methods for procedurally generating the environment, enemies, or items. After
carefully evaluating the options, all chosen methods were implemented, resulting in a game
that can provide hours upon hours of replayability, thanks to the procedural content gen-
eration utilizing L-Systems, Binary Space Partitioning, A* pathfinding, and OpenSimplex
noise. Even though the scope of this thesis was finished, there are still things that can be
improved in the future.

Overall, this project demonstrates that creating an engaging and replayable roguelike
game from scratch is entirely possible, although it was sometimes tricky. Considering
the size of this thesis and the implemented result, the codebase became quite large, as it
includes all the foundational components typically abstracted away by established game
engines, making it significantly more expansive than one might expect for a game of its
scale. This experience has also given me valuable knowledge about the inner workings of
a game engine, procedural generation as a concept, and mainly programming as a whole,
which I hope to use later in my own future.

Future improvements may include expanding the variety of dungeon biomes or adding
new gameplay systems such as crafting or a more complex progression system. Additionally,
the game could benefit from broader user testing and iterative balancing based on a larger
and more diverse player base.
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Appendix A

Contents of the included archive

Submitted archive consists of the following directories:

e build/ — contains compiled playable binary of the game in the bin/ subdirectory, as
well as the installation binary in the installer/ subdirectory,

e latex/ — contains the source code for the text part of the thesis,
e media/ — contains the demonstration video,

e source/ — contains the game’s source code,

e xduric06_thesis.pdf — text part of the thesis,

e README.md — manual for compiling and playing the game
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Appendix B

Manual

Prerequisites

The target platform for this game is Windows, therefore, it can be built using Microsoft
Visual Studio 2022. All additional libraries will be downloaded using the NuGet Package
Manager on the first compilation.

Another required thing is at least a 1920x1080 monitor, as the game does not support
smaller resolutions. Using a bigger screen, ie. 4K should work out of the box. In case of
having at least a full HD screen, but still seeing a blank screen, try setting the Windows
screen scaling to 100%.

Controls

e W/A/S/D or arrows — player navigation, popup navigation, combat attack type selec-
tion,

e I — displays player’s inventory,

e C — displays players’s character details,

e H — displays ingame help,

e M — displays explored parts of the map,

e D — drops selected item from inventory,

e Enter — interacts with entities, confirms, equips gear, consumes potions,

o Escape — enters game menu, exits popups,
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