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Abstract

This work aims to develop a foundation for a general-purpose camera capable of updating its
parameters based on the observed scene. This approach combines image quality assessment
metrics with scene recognition. A set of metrics was collected, such as those used to assess
contrast and sharpness. Additionally, a scene recognition machine learning model was
developed to identify the scene, which serves as the basis for selecting appropriate camera
parameters tailored to the specific scene. The work demonstrates the practical application
of utilizing the metrics to optimize selected Image Signal Processor parameters and to detect
optical aberrations.

Abstrakt

Tato préace si klade za cil vyvinout zdklad pro univerzalni fotoaparat schopny aktu-
alizovat své parametry na zékladé pozorované scény. Tento pristup kombinuje metriky
hodnoceni kvality obrazu s rozpoznavanim scény. Byla shromazdéna sada metrik, jako jsou
ty pouzivané k vyhodnoceni kontrastu a ostrosti. Kromé toho byl vyvinut model strojového
uceni pro rozpoznavani scény, ktery ma slouzit jako zaklad pro vybér vhodnych parametri
fotoaparatu prizptisobenych konkrétni scéné. Prace demonstruje praktické vyuziti metrik
k optimalizaci vybranych parametri obrazového procesoru a k detekci optickych aberaci.
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Rozsireny abstrakt

Uvod

V oblasti poéitacového vidéni je dosazeni optimélni kvality obrazu klicové pro sirokou skédlu
aplikaci. Tato prace se predevsim zabyva hodnocenim kvality obrazu. Degradace kvality
muze vzniknout riznymi zpusoby: neidedlni nastaveni parametrii kamery, problémy vznika-
jici chybovosti hardwaru nebo také kompresi a prenosem. Kamerové systémy obsahuji rizné
nastaveni, které maji vliv na vyslednou kvalitu obrazu.

Jednou z motivaci pro tuto praci je snaha vytvorit potencidlni zédklad pro kamerovy
systém, ktery bude schopen adaptovat své nastaveni vzhledem k pozorované scéné. Takovy
kamerovy systém musi mit schopnost rozpoznat scénu z porizeného obrazu a také zvolit opti-
malni parametry pritazené dané scéné. Optimalizace parametrii snimani, a to jak expozi¢ni
automatiky, tak i obrazového procesoru (ISP - Image Signal Processor), neni trividlni.

Popis reseni

Za tucelem vyhodnoceni kvality je implementovan soubor metrik kvality obrazu, které vy-
hodnoti kvalitu daného obrazu. Metriky kvality mohou byt bud obecné a hodnotit celkovou
kvalitu obrazu. V situacich, kdy nemame referencni obrazek v plné kvalité, se uchylujeme k
bezreferenénim metrikam, coz je i pripad této prace. Nicméné tyto obecné metriky casto ne-
dokazi poskytnout dostatecné detailni popis jednotlivych aspektt kvality obrazku. Proto se
tato prace zaméruje na specifické metriky, které hodnoti ostrost, kontrast, Sum, barevnost,
expozici a dalsi faktory. Celkové tato prace obsahuje 16 takovych metrik.

Soubor téchto metrik je pak mozné pouzit k optimaliza¢nimu procesu, ktery se do-
porucuje provést offline na datasetu cilové scény. Tento proces je iterativni, kde v kazdé
iteraci se provede aktualizace hodnot parametri, obraz se upravi pomoci jistych algoritmi,
které jsou soucasti ISP, a nasledné se kvalita upraveného obrazu vyhodnoti metrikami kval-
ity. Parametry, které timto zptisobem maximalizuji kvalitu obrazu, pak mohou byt pouzity
v kamerovém systému pro danou scénu. Tento proces je demonstrovan na vybranych algo-
ritmech ISP.

Metriky kvality vSak maji i jind pouziti, naptiklad detekci optickych aberaci a jinych
problémi s kamerou. Toto pouziti se typicky provadi v laboratornich podminkach na
obrazech specialnich vzort, napiiklad naklonéného hranového vzoru. V této praci je demon-
strovano pouziti metriky pro vyhodnoceni ostrosti obrazu MTF50.

Soucasné byl vyvinut model pro rozpoznani scény. Vzhledem k robustnosti hlubokych
modelt, dostupnosti datasetii a moznosti nasazeni modelu na zafizeni i. MX od NXP, je
model implementovan jako konvoluéni neuronova sit. Ta byla natrénovina na vetrejnych
datasetech pro rozpoznani péti scén. Tyto scény zahrnuji vnitini i vnéjsi prostiedi a také
dopravni scény za ruzného pocasi. Protoze jednim z moznych zpusobii nasazeni tohoto
modelu je na aplikaénim procesoru z rodiny i.MX9 od NXP, bylo popséno, jak toto provést.
Ukéazalo se, ze model je schopny bézet v redlném case.

Architektura rozpoznavace scény se skldda z predtrénované konvoluc¢ni backbone, napiik-
lad ResNet-18, a dalsi linedrni vrstvy, provadéjici samotnout klasifikaci. Na vstupu je
obrazek o velikosti 224x224 a na vystupu je vektor péti hodnot odpovidajici péti scénam.



Shrnuti

Tato prace ma dva hlavni prinosy. Jeden z nich spociva v natrénovaném modelu na
rozpoznavani scén z barevného obrazu, ktery je nasaditelny na aplika¢ni procesor od NXP
i.MX93, kde dokaze bézet v redlném case. Nejlepsi model, ktery je zalozen na ResNet-18,
doséhl presnosti 98,8 %, coz ho ¢ini modelem vhodnym pro pouziti v kamerovém systému
popsaném vyse.

Druhym pfinosem je pruzkum kvality metrik hodnoticich obrazy a sada jejich implemen-
taci, které lze vyuzit pro razné aplikace. Soucasné s implementacemi téchto metrik byly
implementovany strategie hodnoceni, tj. zptsoby urcujici, na které ¢asti obrazu se maji
metriky vyhodnotit. To uzivateli umoznuje blize specifikovat, co je ve vstupnim obraze
dulezité, a na co by se mélo zamérit hodnoceni kvality.

S timto prinosem souvisi i pouziti téchto metrik. Prace predevsim demonstrovala jejich
vyuziti pfi optimalizaci parametria kamery a detekci optickych aberaci. Celkové tato prace
zalazuje problematiku hodnoceni kvality obrazu a rozpoznavani scén do kontextu, zejména
s ohledem na jejich potenciadlni pouziti v kamerovych systémech.
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Chapter 1

Introduction

Image Quality Assessment has been of interest to the field of computer vision for several
decades. Having objective metrics to evaluate image quality is beneficial for various use
cases. The goal of this work is to create a module for assessing image quality that can be
subsequently used for optimizing camera parameters. Since image quality is dependent on
the scene, a necessary part of the solution is scene recognition.

In the industry, captured images must conform to a certain degree of quality to ensure
high-quality results in further processing. Image quality assessment can be utilized to
recognize images with poor quality and apply appropriate action. For instance, image
quality enhancement algorithms can be used to improve the quality, or the capturing device
can modify its parameters to adjust for the current scene.

One of the motivations for this work is the desire to create a potential basis for a
camera system that will be able to adapt its settings with respect to the observed scene.
Such a camera system must have the ability to recognize the scene from the captured image
and also select the optimal parameters associated with the scene. Optimizing the capture
parameters, both the exposure automation and the image signal processor, is not trivial
and is not the target of this work.

Several topics are studied in order for the solution to be reached. The imaging systems
including their settings are described together with the main hardware components affecting
the resulting image quality. Some factors reducing the image quality are listed, providing
a better understanding of it. Existing relevant work is then studied, namely the existing
approaches to image quality assessment and scene recognition.

Subsequently, an overview of the system is provided and the necessary modules are
implemented including several metrics and a scene recognizer. The metrics’ properties are
examined from various angles—what the optimal scores of these metrics are, and how they
respond to reduced quality, image size, and JPEG compression. The scene recognizer is a
deep convolutional neural network trained to recognize five scenes, both indoor and outdoor.

The practical utility of this solution is demonstrated through potential real-world ap-
plications including the aforementioned parameter optimization task.

This thesis explores imaging systems, covering camera parameters and image processing
techniques for NXP i.MX application processors (Chapter 2), image quality assessment
(Chapter 3), and scene recognition (Chapter 4). The design and implementation of the
solution for scene recognition and image quality assessment is contained in Chapter 5.
Finally, real-world applications of the developed solution are discussed in Chapter 6.



Chapter 2
Imaging Systems

The process of capturing an image involves several stages, each with the potential to sig-
nificantly impact the resulting image quality. This chapter provides insights into these
processes, focusing particularly on components that influence image quality. Additionally,
it introduces the NXP i.MX application processors and their features that support image
processing. A basic understanding of imaging systems and the application processors is
required for the rest of this work as it is closely related to the system being developed.

2.1 Camera System Components

A camera comprises multiple components, crucial for collecting and processing light to
produce an image. This section highlights components closely related to image capture and
processing.

Light from the scene first encounters the lens, which focuses it onto the sensor. Before
reaching the sensor, it passes through the aperture, regulating light intake, and a shutter
controlling exposure time. The sensor converts captured light into electrical signals. To
capture colors accurately, a Bayer filter is placed atop the sensor [24]. The processed signal
is then sent to the Image Signal Processor (ISP), responsible for converting raw data into
an image. Finally, the image is transferred out of the camera.

The photodiodes in the image sensor do not directly record colors; instead, each pixel is
covered with a color filter array, typically a Bayer filter. This data, representing red, green,
or blue in each pixel, requires interpolation to generate a typical RGB image, a process
known as demosaicking.

The ISP handles demosaicking along with implementing various image quality enhance-
ment algorithms, including bad pixel correction, white balance & gain adjustment, noise
reduction, color space transformation, and color & tone correction (such as histogram equal-
ization, gamma correction, contrast enhancement, and sharpening). Finally, the image is
compressed. Figure 2.1 illustrates an example of a software-based ISP module that is part
of the NXP i.MX 8 family device. It implements several of the aforementioned stages.

The pipeline is usually configurable, allowing for the adjustment of various parameters to
affect image processing. The configuration of these parameters is crucial, as they directly
impact the quality of the resulting image. Typically, these parameters are adjusted by
experts. However, recent studies, such as those by Qin et al. [21] and Tseng et al. [26], have
demonstrated that the pipeline can be optimized using deep learning techniques. This is
achieved by training a proxy network of the ISP pipeline. A parameter selection network is
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Figure 2.1: Image Signal Processing (ISP) is a specialized component as part of a camera
that is responsible for processing the signals produced by the camera’s image sensor. It
performs initial quality enhancement operations. The figure shows a software-based ISP
pipeline of the NXP® i.MX 8 family device.!

trained so that the defined metrics are optimized. In theory, these metrics can encompass
any aspect of the image as long as they are differentiable because they serve as a loss
function during the training process. This approach holds the potential to enhance the
performance of task-specific deep learning models.

2.2 Camera Settings

Two components—aperture and shutter—are located between the lens and the sensor of a
camera, as visualized in Figure 2.2. These components are important for understanding
exposure.

Sensor
Opened
shutter

Aperture

Lens

Figure 2.2: Aperture and shutter can be found between the lens and the sensor of a camera.’

!Adopted from NXP’s Software ISP Application Note: https://www.nxp.com/docs/en/application-
note/AN12060.pdf

2 Adopted from the Introducing the Exposure Trio: Aperture, Shutter Speed, and ISO webpage: https:
//wwu.oreilly.com/library/view/nikon-d600-for/9781118530818/ch7-sec001.html
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Exposure determines how bright the overall image appears. It is influenced by three
camera settings, which can be adjusted if needed [14]—shutter speed, ISO rating, and
aperture. Each setting influences some other aspect. Typically, adjusting the three settings
involves a compromise, but some rules of thumb can be followed. See Figure 2.3, which
depicts the exposure triangle with the three settings and their side-effects.

of field

5
A EXPOSURE
) TRIANGLE o
motion V. QQ,Q image
blur Q\ O noise
‘o g

Figure 2.3: The camera exposure is influenced by three camera settings—aperture, ISO
rating, and shutter speed. Each of these settings influences a certain image property. In
practice, trade-offs must be made to achieve desired results.®

The aperture of an optical system refers to the opening of a camera lens through which
light passes to the inside of the camera. A larger aperture allows more light to enter the
camera. It affects the depth of field. A smaller aperture results in a larger depth of field.
Thus, the aperture size should be selected based on the distance of the objects that are
supposed to be in focus. While some modern cameras support flexible aperture size, many
cameras have a fixed aperture.

Shutter speed, also known as exposure time, determines the duration for which the
shutter of the camera remains open. More light is collected over longer periods. It is
typically measured in fractions of a second. Longer exposure can create motion blur in
the case of moving objects. The shutter speed should be set accordingly based on whether
motion blur is desired.

ISO rating, sometimes simply referred to as ISO, provides an indication of the sensor’s
sensitivity to light. A higher number results in a brighter image. Lower values (e.g., 100)
are used for bright scenes, while larger numbers (e.g., 1000 and above) are used for very dark
environments. Higher ISO numbers significantly increase digital noise, which is undesirable.
Therefore, a lower ISO number is preferable.

2.3 Image Pre-Processing on NXP i.MX Application
Processors

The topic of image pre-processing was briefly touched upon in Section 2.1. While the
ISP serves as the primary component for image processing before storage or transmission,
additional layers of processing can be implemented within the camera system. These addi-
tional processing layers can leverage a variety of processors, including field-programmable
gate arrays (FPGAs), digital signal processors (DSPs), graphics processing units (GPUs),
application-specific integrated circuits (ASICs), central processing units (CPUs), and neu-



ral processing units (NPUs). Each processor type offers distinct advantages in terms of
processing speed, power efficiency, and flexibility.

This work primarily focuses on the utilization of the NXP i.MX9 application processors,
with a particular emphasis on their Neural Processing Units (NPUs). Specifically, attention
is directed towards the i.MX93* processor’s System on Module (SOM), which incorporates
two Arm Cortex-A55 and one Arm Cortex-M33 CPUs, alongside a 0.5 TOPS (Trillion
Operations Per Second) NPU. Additionally, the SOM is equipped with LPDDR4X 16-bit
2GB of memory and utilizes eMMC 5.1 with a storage capacity of 32GB.

The upcoming iteration within the same product family, the i.MX95°, is anticipated to
feature an Image Signal Processor (ISP). This addition presents a compelling opportunity
to pair this application processor with a camera sensor module to create a customized
camera solution.

It is anticipated that the i.MX95 platform’s ISP will incorporate standard algorithms,
including those introduced in Section 2.1. These algorithms encompass various image en-
hancement techniques, such as sharpening, denoising, and color correction.

As mentioned, the NXP i.MX9 application processors include CPUs, a GPU, and an
NPU. Figure 2.4 shows which frameworks can be used to deploy machine learning models on
those processing units. The choice of the development framework (such as TensorFlowLite
and PyTorch) depends both on the compute engine and the target processor.

elQ inference engine deployment

S 2 2
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engines and libraries  |'=, O | § ($ ) 2 3
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o |F|e]or 8 8
Compute engines Cortex-A GPU NPU
i.MX 8M Plus vV |V |V v v v
i.MX 8QuadMax v | vV |v| Vv v NA
i.MX 8QuadXPlus v iv|Iv| Vv v NA
i.MX8M Quad, Nano | v | v | v | v NA
i.MX 8M Mini, 8ULP | «v | v | v v NA NA
i.MX 93 v |V | v v v v
i.MX 95 vViIivI iv|v NA v

+ Supported NA (Not applicable) aaa-055244

Figure 2.4: The deployment of machine learning models can occur on different processor
units such as CPUs, GPUs, or NPUs. However, the choice of deployment framework de-
pends on the target processor unit. For example, running models on GPUs and NPUs
necessitates the use of Tensorflow Lite.”

3Recreated from a webpage: https://www.cambridgeincolour.com/tutorials/camera-exposure.htm
*https://www.mouser.com /pdfDocs/IMX93EVKQSG.pdf
*https://www.nxp.com/docs/en/fact-sheet/IMX95FS.pdf
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2.4 Image Quality Degradations

It is desirable for an image to be optimal for the target use case. Blurred images or overex-
posed scenes can result in decreased performance during further processing. This chapter
focuses specifically on various artifacts or unwanted properties of the image potentially not
optimal for further processing. Some artifacts are the direct product of the imaging sys-
tem (e.g., defective lenses), its stages, and their configuration (e.g., the ISP module), while
others result from the combination of the scene’s nature and the imaging system, such as
long exposure of a well-lit scene resulting in overexposure.

The degradations addressed in this work are limited to those necessary for understanding
its content.

2.4.1 Imaging Optics Artifacts

Many artifacts can appear due to the hardware capturing the image. Rarely are any lenses
perfect, and oftentimes they have imperfections if not defects. Because of these imperfec-
tions, several aberrations can appear [24]—spherical aberration, coma, astigmatism, radial
distortions, and color aberrations.

Chromatic aberration results from the lens’s inability to focus all wavelengths onto the
same plane, causing color fringing effects and color edges.

Spherical aberration is caused by different parts of the lens being focused at different
points, resulting in lost sharpness, usually more pronounced closer to the image edges.

Coma manifests as asymmetrical shapes resembling comet tails, caused by an off-axis
focus point. Rays off-axis fail to converge to a single point of focus after passing through
the lens, resulting in stretched-out shapes, often noticeable in astrophotography.

Astigmatism aberration leads to two focal points, one in the vertical and one in the
horizontal direction, causing distortion in object shapes or stretching in one direction.

Vignetting is a gradual decrease in brightness towards the image edges.

Radial distortions can either distort the image inward (pincushion distortion) or outward
(barrel distortion), or in a more complex manner, producing mustache distortion.

Refer to Figure 2.5 for visual representations of some of these aberrations in images.

In terms of correcting these issues, computer vision users have limited options. For
instance, they may opt to acquire a new lens. Geometric distortions can be rectified during
the camera calibration process [24]. Vignetting can be easily detected and rectified by
artificially adjusting brightness.

This section provided a brief overview of some defects occurring due to lens imperfec-
tions. Many more factors can contribute to reduced image quality due to imaging hardware,
but these will not be covered in this work.

2.4.2 Operational Artifacts

Artifacts or undesired properties in images can result from camera operation and configu-
ration during image capture. These artifacts may arise from settings affecting exposure, as
discussed in Section 2.2, or from settings within the Image Signal Processor (ISP), which
encompasses various image processing stages.

The following list is derived from various domains of quality assessment [33], which
identify typical quality degradation factors. This list is not exhaustive.

6 Adopted from i.MX Machine Learning User’s Guide: https://www.nxp.com/docs/en/user-guide/IMX-
MACHINE-LEARNING-UG.pdf
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Figure 2.5: The figure shows various artifacts reducing the image quality due to imperfec-
tions or defects in lenses.”

o Under- and overexposure (e.g., resulting from incorrect exposure time or high ISO).
o High image noise (e.g., due to high ISO).

o Compression artifacts (associated with image compression techniques).

e Lack of dynamic range.

o Low contrast.

o Blurriness (e.g., caused by excessively long exposure time or improper focus).

« Color inaccuracy (e.g., improper setting of color space transformation).

While these undesired properties might appear evident or intuitive, the definition of an
ideal image is contingent upon the target application, which may deviate from conventional
notions of what constitutes an ideal image. Human perception of an image is subjective
and influenced by the capabilities of the human visual system. Additionally, different
applications may prioritize various aspects of image quality, necessitating evaluation against
specific metrics to provide an objective assessment. For instance, one application may
prioritize overall image sharpness, while another may prioritize the clarity of foreground

"Images of chromatic aberration, vignetting, and pincushion distortion were adopted from the web-
page https://www.cambridgeincolour.com/tutorials/lens-corrections.htm, and the coma from the web-
page https://wuw.astrofotoblog.eu/7p=856.
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objects irrespective of the background. As previously noted, human observers may also
prioritize perceptual quality. The evaluation of image quality will be addressed in the
subsequent chapter.



Chapter 3

Image Quality Assessment

The preceding chapter introduced a range of common imaging problems. Manufacturers
and end-users alike seek the ability to detect these defects to take appropriate corrective
measures.

Image Quality Assessment (IQA) has been of great interest to the field of image pro-
cessing in the past decades. These metrics are invaluable for evaluating the outcomes of
image quality enhancement techniques, providing an objective basis for algorithmic assess-
ment. A framework dedicated to producing high-quality images can leverage these metrics
as guidance.

This chapter offers an overview of existing approaches to image quality assessment, with
detailed descriptions of certain algorithms employed. The overview is not exhaustive but
rather provides only the necessary background for the remainder of this work.

Image quality is often quantified as a holistic measure. Numerous algorithms have been
devised and evaluated on diverse datasets encompassing various distortion types. However,
a more granular understanding of image quality deficiencies can significantly benefit image
quality enhancement frameworks. Therefore, it is advantageous to delve into specific image
properties such as contrast, sharpness, overexposure, and underexposure. The forthcoming
sections will delve deeper into these methodologies.

3.1 Determining Overall Image Quality

This section is based on a survey [33] conducted by Zhai and Min. It provides a compre-
hensive overview of IQA, primarily focusing on both traditional and emerging topics. The
traditional topics are divided into full-reference (FR), reduced-reference (RR), and
no-reference (NR) image quality assessment methods.

3.1.1 Full-reference image quality assessment

Full-reference IQA compares the quality of a distorted image to an original image, which
serves as a reference assumed to have optimal image quality.

Galbally, Marcel, and Fiérrez [4] addressed IQA for fake biometric detection and pro-
vided a comprehensive list of FF metrics. Some examples include Mean Squared Error
(MSE), Peak Signal-to-Noise Ratio (PSNR), and Structural Similarity Index (SSIM). How-
ever, numerous other FF metrics exist. For instance, Feature-Similarity Index (FSIM) [34]
was developed as a successor to SSIM, emphasizing that the visual system perceives an
image primarily based on its low-level features. Gradient Magnitude Similarity Deviation
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(GMSD) [29] is another metric that utilizes local information derived from gradients to
evaluate image quality.

3.1.2 Reduced-reference image quality assessment

Reduced-reference IQA methods utilize only a subset of information extracted from the
original reference image. This reduced information can take the form of a histogram or
other features extracted from the reference image. This approach is particularly useful for
applications such as transmission, where eliminating the need to transmit the entire image
can be advantageous.

3.1.3 No-reference image quality assessment

No-reference IQA methods evaluate the quality of a distorted image directly, without access
to a reference image. These methods are especially valuable in real-time processing scenarios
where a reference image may not be available.

Considerable research effort has been dedicated to developing NR IQA methods. Deter-
mining the most effective metric depends on the nature of distortions present in the image,
as well as the texture and structure resulting from the specific scene.

Examples of general NR methods include the Natural Image Quality Evaluator (NIQE),
Blind/Referenceless Image Spatial Quality Evaluator (BRISQUE), and Perception-based
Image Quality Evaluator (PIQUE).

General NR methods are typically evaluated using datasets such as LIVE, TID2008,
TID2013, and CSIQ.

3.1.4 Emerging topics in image quality assessment

The previous sections introduced general topics in IQA and datasets commonly used for
evaluating NR IQA methods. However, ongoing research in this field is driving the explo-
ration of new topics driven by various application needs. Examples of these emerging topics
include saliency-guided IQA, tone-mapping IQA, and authentic distortion IQA.

An alternative approach to assessing image quality involves evaluating individual at-
tributes such as brightness, exposure levels, contrast, and sharpness. The following sections
offer an overview of several existing algorithms.

3.2 Brightness & Exposure Assessment

Brightness and the amount of exposure are highly correlated. Longer exposure results in a
brighter image and vice versa. Too long exposure results in overexposure with pixel values
being saturated to their maximum values, whereas underexposure is the opposite.

Specifically, underexposure occurs when insufficient light reaches the camera sensor,
resulting in an image appearing darker than optimal and leading to the loss of details in some
areas. Conversely, overexposure happens when an excessive amount of light reaches the
sensor, causing the image to appear overly bright. Figure 3.1 illustrates both overexposure
and underexposure.

In some cases, only specific portions of an image may suffer from incorrect exposure,
while other areas are adequately exposed. For example, if the background is the focal
point and appears excessively bright, obscuring details, it can be classified as overexposed.
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(a) Underexposure (b) Overexposure

Figure 3.1: The figure displays instances of underexposure and overexposure. The images
were captured with inappropriate exposure durations.

Correcting exposure in one part of the image may inadvertently introduce exposure issues
elsewhere. Therefore, identifying the area of interest is crucial.

When a region becomes severely overexposed, causing values to be clipped, it becomes
impossible to recover details. Clipping often occurs with extremely bright light sources or
specular reflections on surfaces like water or metal. These instances of clipping are easily
identifiable from the histogram.

Below is a brief overview of selected approaches for detecting exposure issues. Methods
designed for detecting overexposure can typically be adapted for detecting underexposure.

Deep-Learning-Based Exposure Assessment

Jatzkowski et al. [11] emphasized the significance of image quality in the automotive in-
dustry for autonomous driving. They proposed a deep learning approach, employing a
convolutional neural network to classify input images and determine whether they are over-
exposed.

Thresholding-Based Exposure Assessment

Lee et al. [13] presented a method for correcting overexposure. Their method detects over-
exposed pixels by simply thresholding the Y channel of the YCbCr color space using a
threshold of 230 for 8-bit images. They further extract blobs of overexposure that are
spatially disconnected. They state that the centroid of the blob is located where the over-
exposure is largest.

Exposure Assessment via Exposure Maps in the CIELAB Color Space

Guo et al. argue in their work [5] that applying a strict threshold solely based on lightness
does not effectively handle transitions between overexposed regions and their surroundings.
They propose utilizing the CIELAB color space to separately analyze color and lightness.
They generate an overexposure map where values within the [0, 1] range signify the degree of
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overexposure. Subsequently, they undertake further steps aimed at recovering the properly
exposed image, including the conversion of the map into likelihoods.
Quantifying Image Brightness

The brightness of an image is an important quality of an image is directly related to
exposure. Morgand et al. [18] use the following measure of brightness in their work:

V0241 C 40691 - CZ +0.068 - C3
Width - Height

Brightness = (3.1)

where CR, Cq, and Cp are the RGB color channels.
They experimentally measured that this measure of brightness linearly correlates with
the Value channel.

3.3 Color Assessment

Color assessment tackles the problem of assessing the color appearance of the image. Fig-
ure 3.2 illustrates an image with two different levels of colorfulness.

(a) Low colorfulness (b) High colorfulness

Figure 3.2: The figure displays an image with two levels of colorfulness.

Hasler’s Colorfulness Assessment Metric

Colorfulness refers to the visual impression of how intense and vibrant the colors are in an
image. It measures the overall saturation and richness of colors present. Hasler et al. [6]
proposed a method for the evaluation of image colorfulness simply from the RGB channels.
They measure the colorfulness in natural images. They set up a human experiment where
they collected data by asking people to categorize images into 7 categories of colorfulness.
The developed metric shows a high correlation with this data.

They propose a computationally efficient approach, which uses opponent color spaces:

rg=R-G (3.2)
yb = %(RJFG) - B (3.3)
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The final metric is then defined as follows:

M = 0pgyp + 0.3 firgys (3.4)
Trgyp = 1/ 025 + U;b (3.5)
Hrgyb = 4/ [7g + l‘zb (3.6)

where 1 and o are the means and the standard deviations of rg and yb.

Color Histogram Similarity

A common assumption in natural images is that no specific color dominates the scene.
Therefore, the average color of such an image results in a gray color. This assumption is
known as the gray-world assumption.

In the realm of image analysis, one common method for comparing colors involves
evaluating the similarity of their histograms. This assessment often relies on the Earth
mover’s distance, also known as the Wasserstein distance—a metric that measures the
minimal effort needed to transform one distribution into another. Lower values of this
distance suggest a more balanced distribution of colors in the image, without any single
color dominating.

To apply this technique, histograms are first computed for each of the RGB channels.
These histograms are then normalized to ensure that comparisons focus on the shapes of the
distributions rather than the absolute amounts of color in each channel. Subsequently, the
Wasserstein distance is calculated between pairs of histograms, resulting in three separate
scores that reflect the dissimilarity in color distributions. Averaging these scores yields a
final assessment score of color balance.

3.4 Sharpness Assessment

Sharpness of an image describes the perceived clarity of detail. It consists of two proper-
ties: resolution and acutance. Acutance describes the subjective perception of sharpness,
indicating how quickly image information changes at an edge. Quick transitions on edges
result in high acutance. Acutance can be artificially increased even if the sharpness does
not change. It can be enhanced by highlighting transitions with darker and lighter pixels.
Steeper transitions yield higher acutance. Resolution refers to the ability of an imaging sys-
tem to resolve fine details, typically quantified by measures such as the modulation transfer
function (MTF). Resolution cannot be changed in postprocessing. Figure 3.3 demonstrates
the effects of resolution and acutance.

(a) Acutance: high, Resolu- (b) Acutance: low, Resolu- (¢) Acutance: high, Resolu-
tion: low tion: high tion: high

Figure 3.3: The figure shows the effects of acutance and resolution, both contributing to
perceived sharpness.’
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Sharpness in images can be influenced by numerous factors, among which image noise
is a notable example. Excessive noise can notably degrade the quality of an image, which
is generally undesirable. However, it is intriguing that a subtle amount of noise can para-
doxically enhance the perceived sharpness, even though it contains the same level of detail.
Additionally, viewing an image from a considerable distance can lead to a reduction in the
resolution of distant objects, consequently diminishing their apparent sharpness. Any move-
ment is also detrimental to sharpness—either the shaking of a camera or objects moving in
the scene.

Blur and Sharpness

Sharpness and blur are often considered two sides of the same coin. Sharpness describes the
clarity of details in an image, while blur represents the loss of clarity. Thus, the presence
of one implies the reduction of the other.

Blur can occur due to various reasons, as outlined in Section 2.4. For example, it
can result from camera motion, motion of objects in the scene, scenes being out-of-focus,
aberrations, changes in zoom during a long exposure, or atmospheric effects. The manifested
blur in an image can be categorized as either isotropic or anisotropic. Isotropic blur, also
referred to as uniform blur, is a directionless blur. Anisotropic blur, on the other hand, is
directional, meaning the blur may occur in specific directions. An example of anisotropic
blur is motion blur, which arises from relative motion between the camera and the subject
during exposure. Figure 3.4 illustrates the difference between the two categories of blur.

(a) No blur (b) Isotropic blur (¢) Anisotropic blur

Figure 3.4: The figure shows the comparison between the two main types of blur—isotropic
and anisotropic blur. a) shows a focused image having low to almost no blur, b) the
isotropic blur due to the lens being out of focus, and c) the anisotropic blur caused by an
upward movement of the camera during exposure.

3.4.1 Modulation Transfer Function

Understanding the quality of an imaging system can be useful since it defines its limitations.
The modulation transfer function (MTF) is a function of spatial frequency and describes
the ability of an optical system to faithfully reproduce object contrast at various spatial
frequencies. Higher MTF values indicate better contrast transfer.

!Adopted from Cambridge in Colour website: https://www.cambridgeincolour.com/tutorials/
sharpness.htm.
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The MTF calculation is preceded by the selection of a test pattern, such as slanted
edges or a sinusoidal Siemens star. The following text describes the calculation for slanted
edges.

Given an image of the test pattern captured by the imaging system, the individual areas
where edges are located are cropped out and processed separately. The MTF calculation
comprises three main steps—obtaining the edge spread function (ESF), line spread function
(LSF), and spatial frequency response”. See Figure 3.5 for the visualization of the individual

functions.
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Figure 3.5: The figure shows the process of calculating the Modulation Transfer Function
(MTF). (a) shows the input image containing a slanted edge, which has been detected and
highlighted by a red line. (b) displays the extracted Edge Spread Function (ESF). (c) Shows
the Line Spread Function (LSF), which is a derivative of the ESF. (d) Demonstrates the
resultant MTF obtained through Fourier transform analysis of the LSF, providing insights
into contrast transfer across spatial frequencies.

The ESF involves determining the shortest distance to the edge line in the perpendicular
direction for each pixel in the vicinity of the edge. This process establishes a correspon-

2See the following website for details: https://www.image-engineering.de/library/image-quality/
factors/1055-resolution

16


https://www.image-engineering.de/library/image-quality/factors/1055-resolution
https://www.image-engineering.de/library/image-quality/factors/1055-resolution

dence between pixel values and their respective distances from the edge. These distance-
value pairs are then sorted based on the calculated distances. Further, the sorted array of
distance-value pairs is cropped to isolate the area of interest where pixel values exhibit the
most significant changes, keeping only track of pixels around the edge contributing to the
edge transition.

The LSF is then simply the derivative of the ESF, providing insight into the rate of
change of pixel values across the edge.

Finally, the MTF is calculated as the Fourier transform of the LSF to find the spatial
frequencies responsible for the edge transition. An edge with a faster value change corre-
sponds to a higher frequency. Observing the MTF function, it will show larger values at
the Nyquist.

The Nyquist-Shannon sampling theorem underscores a fundamental principle in digital
imaging: when an image is sampled at the pixel level, there’s a crucial limit to the frequen-
cies that can be accurately captured. This limit is encapsulated by the Nyquist frequency,
defined as 0.5 cycles/pixel. It signifies the highest frequency that can be sampled without
risking aliasing artifacts.

MTF50 is a commonly used metric. It is defined as the spatial frequency at which the
MTF reaches 50% of its maximum value. In other words, it represents the frequency at
which the system’s ability to transfer contrast drops to half of its peak value. The MTF50
cannot have a larger value than the value at the Nyquist frequency.

3.4.2 No-Reference Methods for Evaluation of Sharpness

Generally, approaches to assessing image sharpness involve examining whether the image
contains high frequencies. If all frequencies are low, the image is blurred or not sharp.

A survey [37] has been conducted on the objective evaluation of image sharpness. It
summarizes evaluation methods for no-reference images, categorizing them into four distinct
groups: spatial domain, spectral domain, learning, and combination.

Spatial Domain

Spatial domain methods approach the problem by analyzing the values of pixels and their
relationship to their neighbors. Large changes between neighboring pixels may signify high
sharpness. These methods utilize either grayscale gradients or edges. Grayscale gradient-
based methods are typically less computationally expensive but are also susceptible to
noise.

A method that cannot be categorized as either grayscale gradient-based or edge-based
is the Maximum Local Variation (MLV) method. This method begins by capturing
the maximum variation between the intensity of a pixel I; ; with respect to its neighboring
pixels in a grayscale image I:

MLV(i, j) = max \Livs, 546, — Lij)| (3.7)
x,0y
where 6, and ¢, are displacement indices that iterate over the neighboring pixels of the
pixel at location (i, 7). MLV(i, ) then represents the MLV map of the image. Figure 3.6
shows the MLV map. Dark pixels indicate low variation, while bright pixels indicate high
variation.
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(a) Original image (b) MLV map

Figure 3.6: The figure demonstrates the MLV map. (a) shows an image where the near
object is focused and thus sharp. (b) shows the corresponding MLV map of the Maximum
Local Variation algorithm. Bright pixels indicate high variation in the pixels’ neighbor-
hoods. The MLV map is then used to calculate a sharpness score.

The authors observed the pixel intensity distributions and their response to blur. Con-
sequently, they employed statistics to compute the sharpness score. They parameterized
the MLV distribution with the Generalized Gaussian Distribution:

MLV —p
FOMLV; p, 7y, 0) = ﬁ exXp ' (3.8)
1 1

Here, p represents the mean, o stands for the standard deviation, v denotes the shape
parameter, and I'(.) represents the gamma function. Since the standard deviation o in-
creases with sharper images, this parameter of the fitted function can be utilized directly
as the sharpness score.

The authors assert that human vision is more sensitive to higher variations. Hence, they
introduced weighting of the MLV map fitted by the aforementioned function. The weights
are determined using the exponential function w; ; = €7, where n; ; represents the rank of
MLV (4, j) when sorted in ascending order.

Spectral Domain

Instead of analyzing the values of pixels in a neighborhood, the frequencies present in the
image can be used instead. High and low frequencies correspond to sharp and blurred
parts, respectively. These methods utilize some form of the Fourier transform (FT) and
the Wavelet transform (WT). These methods are usually more computationally expensive
than the spatial methods but are more accurate and robust.

Tong H. et al proposed a method [25] evaluating the extent of blur instead of sharp-
ness by categorizing edge types into four categories—dirac-structure, roof-structure, astep-
structure, and gstep-structure. The main idea behind this method is to analyze the pro-
portions of various types of edges and how they change when blur is applied to those edges.
It uses the Haar wavelet transform to obtain edge maps at different decomposition levels.
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Learning

Learning-based methods can learn the necessary features from data, making them espe-
cially accurate when large amounts of data are available. These methods include machine
learning-based, deep learning-based, and dictionary-based methods.

3.5 Contrast Assessment

Contrast is the difference in luminance that makes objects and other features stand out
in the image with respect to the background or other objects. The Human Visual System
(HSV) is especially sensitive to these differences rather than the absolute luminance.

In simplified terms, this luminance change or difference can be considered luminance
contrast. The perceived luminance contrast is not simply the luminance change, but it also
depends on the adaptation state of the eye, as represented by Equation 3.9. A luminance
difference in a dim background produces higher luminance contrast as opposed to the same
difference in a bright background due to the adaptation of the eye [17].

Luminance Change

Luminance Contrast =

(3.9)

Adaptation Descriptor

One way to understand the contrast of an image as a global measure is to plot a his-
togram. While a histogram may not offer a comprehensive understanding of the contrast,
it still provides significant information. A narrow histogram typically signifies low contrast,
while a wide histogram shows high contrast. For light scenes, such as when the scene is
covered with snow, most pixel values are expected to lie on one side of the histogram. There-
fore, using the histogram for assessment only makes sense in conjunction with knowledge
of the scene.

Some early attempts to measure contrast used the mean and variance of pixel values.
Other methods use histograms to assess contrast, such as the Entropic Image Contrast Mea-
sure, which also employs entropy. Panetta et al. [19] provide a comprehensive overview of
existing grayscale no-reference measures, including measures based on Weber and Michel-
son contrast. They do not list all contrast measures; for example, the Global Contrast
Factor [16] focuses on replicating human perception of contrast.

Michelson Contrast

The Michelson measure of contrast is useful for periodic patterns [20]. The formula is
defined as follows:

Lmax - Lmin
Lmax + Lmin
where Lpy.x and Ly, represent the highest and lowest luminance, respectively. The value
ranges from 0 to +1.0.

C= (3.10)

Weber contrast

The Weber contrast, as defined by Weber, quantifies local contrast relative to a uniform
background [20]. Mathematically expressed as:

LI

C I,

(3.11)
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Figure 3.7: Histograms can provide information about contrast. A diverse scene with high
contrast, as shown in (a), is expected to have a wide histogram, while for light scenes like
(c), most values are expected to be on one side of the histogram. The histograms show the
luminance distribution from grayscale images.

where L and L; represent the local and background luminance, respectively. The con-
trast value ranges from —1.0 to 4o0.

Typically, this measure is applied to sharp-edged graphic objects such as symbols and
text characters against larger uniform backgrounds where the colors are predetermined.

Root Mean Square

Root mean square (RMS) measure of contrast is computed as the standard deviation of the
pixel intensities [30]:

2

M—
C= (3.12)

7

)_l

I§
o

J=0

where L;; denotes the intensity of a pixel at the ¢j coordinates and L the mean pixel
intensity.

It does not depend on the spatial frequency content or the spatial distribution in the
image.



Global Contrast Factor

The Global Contrast Factor (GCF) was devised to approximate how the Human Visual
System (HVS) evaluates contrast. The key concept involves computing local contrast factors
across various resolutions, which are then weighted using weights derived from subjective
human perception.

To compute local contrast (Cy) at each resolution, the following algorithm is employed:

1. Initially, the image undergoes gamma correction to align with human perception.
This yields a linear luminance, [, calculated as:

- <25"C5>7 (3.13)

where k represents the pixel value in the [0, 255] range and v = 2.2.

2. Subsequently, perceptual luminance (L) is derived from linear luminance:

L=100x VI (3.14)

3. The local contrast of a pixel at position ij, denoted as c;;, is then computed as the
mean difference between the pixel and its immediate neighbors:

cij = 7 (|Lij = Lic15] 4 |Liy — Lisa gl + [ Lig — Lig—a| + [Lij — Ligal)  (3.15)

>~ =

4. Finally, the local contrast for the current resolution (C;) is calculated as the mean of
the local contrast of all pixels:
| No1Md

Cr=3IN €ij
=0 j5=0

(3.16)

where M and N represent the dimensions of the image.

Resolutions are generated by iteratively applying average pooling over the image with a
kernel size of (2,2) until the image size is no more than a few pixels large in each dimension.

The GCF is then computed as a weighted mean of the local contrast values across all
resolutions:

N
GCF =) w, xC, (3.17)

where w, denotes the weight for the specific resolution.

The weights were determined experimentally by the authors through a study involving
human subjects. Specific details can be found in the original paper. They derived a function
intended to correspond to subjective human judgment:

wy = (—0.406385 X % + 0.334573> X % +0.0877526 (3.18)
where i € 1,2,...,8,9.

The authors note that extrapolating color contrast from this grayscale contrast is not
straightforward, as color contrast is significantly more intricate.
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Entropic Image Contrast Measure

The Entropic Image Contrast Measure (EICM) [12] is a contrast measure that utilizes his-
tograms and entropy. The author states it is responsive to even subtle changes in exposure
levels.

The score represents the quality of contrast in an input image based on the divergence
from an intensity-equalized histogram. This is achieved by calculating the histogram, T', of
the Value component of the HSV color representation of the image and its equalized version,
R. The divergence between the two histograms is calculated as mutual information, which is
a measure of entropy. A high value indicates similar images. Mutual information measures
how much knowledge of one variable reduces uncertainty about the other.

Mutual information, I, can be expressed through the relation to conditional and joint
entropy, as shown by Equation 3.19, where H(X) and H(Y) correspond to the marginal
entropies of the variables X and Y, and H(X,Y') is the joint entropy. Maximizing mutual
information is equivalent to minimizing the joint entropy, H(X,Y'). The larger the entropy,
the greater the ,surprise”.

I(X;Y)=H(X)+ H(Y)-H(X,Y) (3.19)
The entropies can be calculated using probabilities:

H(X) = - Zp(xi) In(p(z;)) H(X,Y) =-— Zzp(xi,yj) ‘In(p(zi ) (3.90)

where the probabilities are calculated from the histograms as follows:

Count of bin z;
pz;) = (i, y;)

_ Count of joint bins (z;,y;)
~ Total number of samples N

(3.21)

Total number of samples

3.6 Noise Assessment

Noise is an undesired artifact in images, resulting in poorer visual appearance and per-
formance during image processing. It originates in the camera’s capture process or during
subsequent post-processing. Although noise reduction algorithms may be employed in cam-
era pipelines, noise can still become noticeable, especially with long exposures or high ISO
settings.

Various types of noise exist, each with different causes. The following list enumerates
only a few selected examples:

e Gaussian noise is a random type of noise following the Gaussian distribution, often
pronounced with high ISO numbers.

o Fixed-pattern noise results from long exposures and manifests as differences in
sensor pixel sensitivity. It occurs in fixed-pixel locations and can be mitigated through
calibration, where dark frames are subtracted from images in post-processing.

e Salt-and-pepper noise manifests as bright pixels in dark regions and vice versa.
It can result from defective sensor pixels, transmission errors, or image processing
algorithms.
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Standard Deviation of Image

Image noise can be analyzed by computing the standard deviation of pixel intensities
within the image. Given an image matrix I with N pixels and intensity values z;, the
standard deviation o of pixel intensities is calculated as:

o=, |1 > (@i —p)? (3.22)
i=1

where p is the mean intensity of all pixels.

While interpreting this metric’s scores may be challenging when comparing images of
different scenes, within images of the same scene with varying levels of noise, the noisier
image tends to exhibit a higher standard deviation. Additionally, a decrease in sharpness,
often associated with increased image blur, can lead to a reduction in standard deviation.

Standard Deviation of Gaussian Noise

The standard deviation of Gaussian noise can be estimated using a method [3], which
employs the wavelet transform to retrieve coefficients, from which the median is computed.
This metric is robust to changes in sharpness.
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Chapter 4

Scene Recognition

The quality of an image heavily depends on the scene being captured. Both the type of
scene and the use case determine which image quality assessment metrics are important.
This aspect leads to a description of the nature of scenes and approaches to recognizing
them, which should later serve as a knowledge base for the creation of a custom scene
recognizer.

4.1 Scene Types

Defining a scene is not trivial. At the highest level, scenes can be divided into two major
categories—aerial scene classification (also known as remote sensing scene classification)
and regular ground-based scene classification. This work concerns itself with the latter and
will refer to it simply as either scene recognition or classification in the rest of this work.

A scene can be considered as a combination of objects and backgrounds, sometimes also
referred to as ,things* and ,stuff*, respectively. Examples of objects include cars, trees, and
chairs, while the background consists of solid matter—such as grass, water, and sky—that
cannot be divided into specific instances.

4.1.1 Place-Based Scenes

Scene recognition tasks commonly involve classifying scenes based on their place. For
instance, some indoor scenes may include a kitchen, an office, or a shopping mall, while
outdoor scenes may encompass a bus stop, a street, or a park. Typically, such scenes are
recognized as single-label classifications, where only one appropriate label is assigned to an
image. However, some works [1] focus on multi-label classification, which assigns multiple
labels to a single image.

4.1.2 Dynamic Properties of Scenes

The place of the scene is not the only factor affecting image quality. Lighting conditions
significantly impact the resulting image, with variations in light intensity ranging from
continuous variables to discrete variables such as day or night. Additionally, weather
conditions influence image quality; for instance, a sunny day may cause reflections and
sensor saturation, while a hazy day may reduce visibility and sharpness. Scenes containing
movement can also affect image quality by introducing blur, depending on the camera
setup.

24



4.2 Challenges in Scene Recognition

Indoor scenes typically contain many objects, making the task more challenging [8]. The
diversity of objects, various layouts, and semantic ambiguity all contribute to the difficulty
of the task [28]. In their comprehensive survey of scene recognition, Xie et al. point out an
important aspect of such data. It exhibits large inter-class similarity (between classes) and
intra-class variations (within the same class), as illustrated in Figure 4.1.

£ LR e

shopping mall &

shopping mall

(b) Inter-class similarity

Figure 4.1: This figure illustrates the large inter-class similarity and intra-class variations.
a) depicts the variations within the shopping mall class. b) demonstrates the inter-class
similarity, where a library, an archive, and a bookstore all resemble each other. The figure
was adapted from a survey by Zeng et al. [32].

Large intra-class variation originates from the nature of such scenes and the imag-
ing conditions. Although the type of objects generally remains similar, their positions and
variations in appearance both contribute to the scene’s variation. Imaging conditions in-
clude illumination, viewpoint, clutter, and shading. Large inter-class similarity arises
from scenes sharing the same background and objects, causing them to overlap in visual
similarity. For instance, books can be found both in a library and a bookstore [32].

Large potential scene types: The number of potential scene types is extremely large,
especially when considering lighting and weather conditions as part of the scene definition.
A predefined set of required scene types is necessary to define beforechand. The problem
could be reduced by predicting the dynamic properties separately, thereby reducing the
scene type domain.

4.3 Approaches to Scene Recognition

The general approach to scene recognition from images follows the typical workflow of
an image classification task. Initially, features are extracted from the image, followed by
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feature transformation to construct an image representation. Subsequently, a classifier is
employed on the image representation to make predictions about the scene [28].

In the early days, classical algorithms were used to extract features such as edges,
corners, Histogram of Oriented Gradients (HOG), and textures using Gabor filters and co-
occurrence matrices. For instance, Raja et al. [22] in their work on robust indoor/outdoor
scene classification extracted color features from the HSV color model and Gabor weighted
histogram of gradient orientation. They further processed these features before training
the classifier by applying normalization and PCA.

Nowadays, this heavy lifting is done by deep learning models such as convolutional
neural networks and visual transformers, which benefit from the large datasets that are
publicly available. Many such models are pre-trained on these large datasets, which can
serve as the starting point for this task.

A certain survey [32] of deep models for scene recognition provides a comprehensive
overview of the existing methods. The two major categories of these models are scene-
centric and object-centric.

The scene-centric approach focuses on understanding the scene as a whole, including
the spatial arrangements between objects and the background. Zhou et al. [35] showed that
models in this category are capable of being used as object detectors.

In contrast, the object-centric approach extracts features from the image as object
descriptors, lacking the full context of the scene. The survey states that, initially, models
like AlexNet were employed for feature extraction. These models were trained on object
classification datasets like ImageNet. Since these datasets do not contain the variations
provided by the scene, they are inferior to scene-centric approaches.

4.4 Scene Recognition Datasets

The term scene recognition typically refers to a type of classification task, which is termed
as place-based scene recognition by this work. Several datasets exist for the purposes of this
task. Table 4.1 provides an overview of datasets that tackle the problem simply as place-
based recognition. They do not consider the dynamic properties of scenes, as introduced in
Subsection 4.1.2.

Table 4.1: Overview of available place-based scene recognition datasets. The table was
adapted from a recent survey by Zeng et al. [32].

Dataset #Images #Classes F#Resolution Class label
Sceneld 4,488 15 ~ 300x250  Indoor/outdoor scene

MIT67 15,620 67 > 200x200 Indoor scene
SUN397 108,754 397 ~ 500x300  Indoor/outdoor scene
Places205 7,076,580 205 > 200200 Indoor/outdoor scene
Places88 - 88 > 200%x200  Indoor/outdoor scene
Places365-S 1,803,460 365 > 200%200 Indoor/outdoor scene
Places365-C 8 million+ 365 > 200x200  Indoor/outdoor scene

26



The availability of datasets for classifying dynamic properties is limited. Typically, such
datasets are confined to specific scenes, such as the BDD100k dataset, which contains images
taken only in streets. To ensure the trained model’s generalizability, datasets capturing
high-diversity conditions from various locations are needed.
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Chapter 5

System Design and
Implementation

This work is motivated by the idea of developing a general-purpose camera that is adaptable
to different target scenes and use cases. For instance, focusing on the readability of car
license plates in a traffic environment may present different challenges in terms of quality
compared to facial recognition in an indoor scene.

Chapter 2 presented the imaging systems and their main components, which influence
the resulting image. The settings of exposure control and the image signal processing
(ISP) module directly affect the resulting image quality. Typically, ISP parameters are
predetermined by experts through a calibration process. However, fixed parameters may
lead to suboptimal image quality for varying scenes.

In recent years, several works have attempted to replace classical hand-crafted ISPs with
end-to-end deep learning-based image signal processing (ISP) pipelines. One example is the
work by Ignatov et al. [10], where the authors trained the model without prior knowledge
about the sensor and optics used in a particular device. These approaches lack the flexibility
for users to define the image qualities the camera should optimize for, as neural networks
are fixed input-to-output solutions restricted to the dataset they were trained on.

Other works, as mentioned in Chapter 2, aim to optimize camera parameters through
an ISP proxy. The challenge here lies in approximating the behavior of the ISP using a
neural network. This approach is similar to the preceding one, as parameters are learned
into the network, thereby limiting customization and the introduction of new scenes.

Some digital cameras, such as the DSC-RX100M7"', offer scene selection settings that
enable photographers to optimize image quality based on their subject. For example, the
Sports Action setting uses a fast shutter speed to capture subjects in motion, while the
Gourmet option enhances colors to highlight food in images. Similarly, the Portrait option
blurs the background to accentuate the subject and sharpens the subject for enhanced
detail.

Contrary to the aforementioned approaches, the proposed approach in this work allows
for the incremental addition of new scenes and their corresponding parameters by assigning
a unique set of parameters for each supported scene. The scenes need to be recognized,
and parameters must be optimized for them. To facilitate this solution, along with other
objectives resulting from consultations with my supervisor, the objectives for this work are
set as follows:

"https://helpguide.sony.net /dsc/1920/v1/en/contents/ TP0001140413.html
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e Scene recognizer: Develop a scene recognizer, which can be deployed on an NXP
i.MX application processor.

« Fast execution of scene recognizer: The scene recognizer must run at high frame
rates so that it does not interfere with normal operations of a camera.

e Implement IQA metrics: Implement a set of IQA metrics that evaluate specific
image qualities (e.g., contrast and sharpness).

e Detection of optical aberrations: Enable the user of the IQA metrics to use them
for detecting optical aberrations.

e Parameter optimization: The IQA algorithms should be capable of leading a pa-
rameter optimization search to optimize camera parameters and parameters of image
enhancement algorithms.

« Extensibility: The system’s functionality should be possible to extend. This should
allow the user to use it for other potential use cases.

The primary contributions of this work are a scene recognition module and an image
quality assessment module. The intended integration plan of these modules into the
imaging system is as follows.

The use case of this work anticipates usage of the developed system in the manner
shown in Figure 5.1 where the scene recognition and IQA module is part of an imaging
system consisting of a camera and a server to which the camera is connected. In the
normal operation mode, an image is captured by the image capture module that utilizes the
exposure control settings. The resulting image is then passed to the ISP, which demosaics,
corrects, and enhances the image. In the scene recognition mode, the captured images by
the camera are utilized for scene recognition, which is the input for the parameter selection
of the image-capturing modules. The figure shows the scene recognition as deployed on the
camera’s NPU.

Image R .
ISP : >
capture :
N params/ 4
P Parameter |, | Scene recognition
params I selection *¢"®l module (NPU)

Figure 5.1: The figure illustrates the integration of the scene recognition model into the
intended imaging system. During normal operation, the captured image undergoes pro-
cessing by the ISP before being transmitted out of the camera. However, during the scene
recognition mode (indicated by dashed arrows and striped rectangles), the scene recognition
module plays a crucial role. It determines the parameters to be used for the subsequent
frames.

The parameter selection module expects a database of optimized parameters for each

scene. The parameter optimization should be performed per scene, and this process is ex-
pected to be done offline. This process is illustrated in Figure 5.2. The quality assessment
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is what leads the parameter optimizer to better parameters. While the process of param-
eter optimization can become complex and is beyond the scope of this work, the basic
concept involves iteratively enhancing a database of images using algorithms with selected
parameters. The resulting quality is then evaluated, and through successive iterations, the
parameter optimizer identifies parameters that maximize image quality.

Server

scores
é
) |

Image quality
assessment module

T enhanced images

paramg ISP Simulator
| (Quality enhancement)

Parameter optimizer

Scene
images

Figure 5.2: The Image Quality Assessment (IQA) module is intended to be a part of an
imaging system, which will perform optimization of camera parameters (the ISP parameters
and exposure control mode). The optimization should be performed out-of-the-loop on a
collected dataset of the target scene. The IQA metrics are used to lead the optimization
process.

5.1 Scene Recognition Module

The scene recognition module is responsible for categorizing the scene in the captured
image. Understanding the scene type is crucial for ensuring high-quality image capture.
As discussed in the previous section, knowledge of the scene type is necessary for selecting
camera parameters.

Chapter 4 detailed the development of a deep learning model for scene classification. The
trained model takes an image as input and outputs a vector, with each value corresponding
to a specific scene type. This information can then be used to adjust camera parameters
once integrated with the imaging system.

5.1.1 Training Scene Classification Model

The main component of the module is a model classifying the scenes from images. The
approaches to scene recognition are described in Section 4.3. Considering the robustness
of deep models, the availability of large datasets, and the possibility of accelerating neural
models on an NPU of the i.MX application processors (see Section 2.3), I choose to train a
deep convolutional neural network.

In this work, scene recognition is tackled as a combination of recognition of place-based
scenes and the dynamic properties, as described in Section 4.1. Specifically, the model is
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trained on various datasets to predict multiple classes, some of which represent a blend
between the scene’s place-based description and dynamic properties.

The scene recognizer is designed for a specific use case where the prediction is a vector
of values, with each value denoting the probability of a corresponding class. The target use
case of this work necessitates classes such as traffic-day, traffic-night, traffic-bad-weather,
indoor-household, and outdoor, reflecting a blend of place-based scenes (traffic, indoor,
outdoor) and dynamic scene properties (weather, time of day).

Alternatively, the model could be trained with multiple classification heads, each pre-
dicting a different quality (e.g., predicting the place, weather, and time of day would cor-
respond to three classification heads). The current implementation supports this, and it is
now only a matter of configuration. This work sticks to a single classification head due to
the intended target use case.

5.1.2 Datasets

The ability of the model to correctly categorize the scene will largely depend on the selection
of data. Publicly available datasets that provide labels for environment, weather, and time
of day are used. They are listed in Table 5.1. Sample images from these datasets can be
seen in Figure 5.3.

Table 5.1: The datasets used for training the scene recognizer. The focus is both on place-
based scenes and their dynamic properties. The Classes column specifies the number of
classes used in this work.

Dataset Classes Images Resolution Type

BDD100k [31] 3 100,000 1280720 Dynamic

Places365-Standard [36] 2 1.8 million ~ 256x256  Place-Based
BDD100k

The BDD100K [31] (Berkeley DeepDrive) is a diverse dataset consisting of 100,000 images
captured by a camera from inside a car. Its major strength lies in its diversity of driving
scenes, encompassing various weather conditions (e.g., sunny, rainy, snowy), different times
of day (daytime, nighttime), and a wide range of urban and suburban environments.

Labels are provided for various tasks, including object detection, segmentation, lane
marking, drivable area segmentation, as well as weather, scene, and time of day. This
work focuses on utilizing the weather and time of day labels. Specifically, the annotations
are processed in order to create a dataset consisting of three classes. Weather conditions
such as snow, rain, and fog are combined into a single class labeled as bad weather. The
remaining samples are categorized into two classes: day and night. The label for dawn/dusk
is disregarded.
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(b) Traffic-night

(d) Indoor (e) Outdoor (f) Outdoor

Figure 5.3: Sample images from the datasets: BDD100k (first row), Places365-Standard
(second row).

Places365-Standard

The Places365-Standard dataset [36] is a comprehensive scene recognition dataset primarily
focused on various place-based scene categories. It comprises 1.8 million training images
and 36 thousand validation images, categorized into 365 distinct classes.

The focus of this work is on differentiating indoor-household and outdoor scenes. To
facilitate this task, the 365 scene classes were manually classified into three categories:
indoor-household, outdoor, and an ,exclude“ class. The ,exclude” class includes classes
that could not be categorized as either indoor-household or outdoor and are therefore
disregarded during the training process.

The manual annotation into the three classes was accomplished through the development
of a straightforward GUI application. This tool displayed sample images from each category
alongside their respective labels, enabling annotators to assign them to the appropriate
category. However, as the annotation process relied on a limited number of samples, a
slight possibility exists that some classes may have been misclassified.

5.1.3 Architecture

The approach of fine-tuning a pre-trained model is employed. Figure 5.4 demonstrates
the base architecture used for the scene recognizer. It consists of a pre-trained backbone
(e.g., ResNet-18 [7]), followed by a dense layer transforming the extracted features into a
classification vector.
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Backbone

Dense layer

(B, 224, 224, 3)

Input image

Feature extraction Classification

Figure 5.4: The architecture of the scene recognizer. It consists of a pre-trained backbone
(such as ResNet-18) and a dense layer, transforming the extracted features into a classifi-
cation vector. The tensor shapes are specified in the figure—B denotes batch size and H
the dimension of the feature vector.

5.1.4 Training

In the training phase, the dataset outlined previously was partitioned into train, validation,
and test sets. These splits consist of 1.174 million, 29 thousand, and 2.5 thousand images,
respectively. To create the test split, 500 samples from each class were separated from the
original validation dataset. It is worth noting that the train and validation splits exhibit
significant class imbalance, with approximately one million samples representing outdoor
scenes and only ten thousand samples representing bad weather scenarios.

To address the data imbalance during training, a weighted random sampler is employed.
This sampler assigns weights to each class, allowing for random sampling of images from
the dataset. Classes with a high number of samples are assigned smaller weights, while
those with fewer samples receive larger weights.

Given the dataset’s considerable size and the issue of class imbalance, the epoch size has
been deliberately reduced to enhance the granularity of reported metrics and minimize the
likelihood of sampling the same image multiple times for low-count classes within a single
epoch. Consequently, the steps per epoch are set to 5000, while maintaining a batch size
of 64.

Experiments with two loss functions were conducted—cross-entropy loss and focal loss.
Additionally, early stopping was implemented, specifically utilizing the ReduceLROnPlateau®
method. This method is configured to reduce the learning rate by a factor of 0.1 after two
epochs of no improvement.

To prevent overfitting, another early stopping technique was employed. This technique
monitors the F1 score on the validation dataset. If there’s no improvement for five consec-
utive epochs and the score doesn’t increase by at least 0.002, training is halted.

Exclusively, the Adam optimizer was utilized. The learning rate was determined pro-
grammatically using a learning rate tuner provided by the Lightning library. This tuner
explores various learning rate values within a specified range to find the optimal one by ana-
lyzing the function of reported loss versus learning rate value. For the ResNet-18 backbone,
the optimal learning rate was found to be 3.6 - 1074,

The model is trained with the following backbones:

o ResNet-18 [7]
o ResNet-50 [7]

“https://pytorch.org/docs/stable/generated/torch.optim.1r_scheduler.ReduceLROnPlateau.html
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o MobileNet-V3-Small [9]
o MobileNet-V3-Large [9]

The training time varies considerably for different backbones. Training ResNet-18 took 6
hours, while ResNet-50 required over 21 hours. Both MobileNet-V3-Small and MobileNet-
V3-Large took over 3 and 6 hours, respectively. The training process utilized an NVIDIA
Tesla T4 16GB GPU, with 11 CPUs dedicated to dataset loading.

5.1.5 Deployment Strategies for Scene Recognition Module

Various options exist for integrating the scene recognition model within the imaging system:

e Predefined Scene: The scene is known and fixed at the time of camera deployment,
eliminating the need for scene recognition.

e Periodic Execution: The model runs periodically within the camera. Care must be
taken to ensure it does not interfere with normal operations due to resource conflicts.

e Triggered Execution: The model runs in response to a command issued by the con-
nected server. This command can be initiated manually by the user or automatically
by the system.

o External Server Execution: The model runs outside the camera on the connected
server. This helps alleviate the hardware resources of the camera.

The scene recognition model is implemented as a convolutional neural network that performs
a classification task. The implementation is written in PyTorch, making it deployable
wherever PyTorch is installed. However, for practical purposes, it can be advantageous
to convert the model to other formats such as ONNX or OpenVino, which offer more
deployment options.

The intended target use case involves two platforms: a remote server and a camera.
The NXP i.MX9 application processor within the camera is designated to handle scene
recognition. Deploying to an embedded device is a specialized task that demands effort.
Hence, a description of the process follows.

Section 2.3 outlined the supported features of the i.MX9 processors, emphasizing that
machine learning models intended for the NPU must exclusively be in the Tensorflow Lite
format. Figure 5.5 illustrates the conversion process from PyTorch.

Initially, the PyTorch model is exported in the ONNX format, which can then be option-
ally simplified. While ONNX models can be directly converted to Tensorflow, the resulting
model may include many transpose layers to accommodate the difference in tensor shape
conventions between PyTorch (NCHW - channels first) and Tensorflow (NHWC - channels
last). In my experience, deploying such a model produced incorrect results.

To address this issue, an intermediate step is introduced: the OpenVino Intermediate
Format. This is achieved using the mo command line utility, found in the openvino_dev
Python package. Subsequently, the OpenVino model is converted to Tensorflow Lite using
the openvino2tensorflow scriptg.

The quantization process should occur after the model has been converted to Tensorflow
(or Tensorflow Lite). Attempting quantization directly in PyTorch or ONNX may lead

3GitHub repository (commit 63fff40): https://github.com/PINT00309/openvino2tensorflow

34


https://github.com/PINTO0309/openvino2tensorflow

to complications in subsequent conversions. This work quantizes the model weights and
activations from the original float32 to int8, while retaining float32 for input and output
data types.

NCHW format : NHWC format
| Quantization using
torch.onnx.export(...) $mo... : tf.lite. TFLiteConverter
I

Tensorflow Lite Tensorflow Lite

Simplified .
PyTorch p
ytorc OpenVino [Float32] [Int&]

ONNX

I
S openvino2tensorflow ...

onnxsim.simplify(...)

Figure 5.5: The process of converting a PyTorch model to a quantized Tensorflow Lite
model, suitable for deployment on the i.MX9 platform’s neural processing unit (NPU).

Experimental results have shown that utilizing the ResNet-18 model with the NPU for
inference on a single image takes only 11ms, a significant decrease compared to the 168ms
required on the CPU. This suggests that deploying the model to the CPU is feasible. Such
an approach could be advantageous if the NPU is allocated to other tasks.

5.2 Image Quality Assessment Module

The Image Quality Assessment (IQA) Module is responsible for running IQA metrics and
producing scores describing the quality of the image. Chapter 3 covered the necessary basis
for this module, describing not only the approaches to IQA but also the algorithms used
for assessing specific image qualities. Some of the presented algorithms, such as those for
evaluating sharpness and contrast, are implemented as part of this module.

The IQA module is depicted in Figure 5.6. On the high level, it consists of implemented
IQA metrics, assessment strategies and IQA runner, which executes the metrics based on
the selected strategy. The input of the module is a color image, I € RW*H*3 the selection
subset of the metrics to be executed, and the execution strategy that should be used by the
runner. It outputs a non-empty set of scores including meta-information regarding which
algorithms produced which scores.

IQA Module
images
—>] .
IQA Metrics
IQA metrics IQA scores
— > Assessment Strategies —>
execution
strate
v IQA Runner

Figure 5.6: The figure shows the diagram of the image quality assessment (IQA) module.
It consists of a library of IQA metrics, assessment strategies, and a runner that applies the
selected assessment strategy for the chosen metrics to calculate the image quality scores.
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In terms of implementation, the IQA runner is a class responsible for executing metrics
on the given images using the provided assessment strategy. Both sequential and parallel
execution are supported. Parallelism operates at the level of images, where a job is created
for each image, and a pool of threads executes these jobs. This parallelism is implemented in
Python using the concurrent.futures.ProcessPoolExecutor class, in conjunction with
the multiprocessing.Manager, which ensures safe access to shared memory.

Special attention should be paid when numerous threads run simultaneously with limited
system memory. The high memory requirements of some metrics can lead to memory
insufficiency. The memory requirements are detailed in Table 5.4.

5.2.1 Implementation of Image Quality Assessment Metrics

The metrics implemented as part of this module are all presented in Table 5.2. While some
metrics are based on the descriptions in Chapter 3, some new ones have been developed as
part of this work.

Table 5.2: Overview of the implemented IQA metrics.

Category Metric Name

Blur blur-haar-wavelets

Brightness brightness

colorfulness-hasler

Col
oot color-balance-histogram-similarity

contrast-entropic
contrast-gcf
Contrast contrast-michelson
contrast-rms
contrast-weber

exposure-lab-based
Exposure  exposure-threshold-based
exposure-histogram-based

noise-gaussian-noise-std
Noise noise-image-std
noise-smooth-regions

Sharpness sharpness-mlv

Brightness & Exposure

Four metrics are implemented for assessing brightness and exposure as part of this module.
The metrics implemented from Section 3.2 include the exposure assessment via exposure
maps (exposure-lab-based) and the method based on thresholding (exposure-
thresholding-based). Additionally, the brightness measure by Morgand et al. [18] pre-
sented there is also implemented.

Another approach to assessing wrong exposure involves analyzing the entire histogram of
an image. This algorithm is termed as exposure-histogram-based. It assesses exposure by
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examining the distribution of pixel intensities in the luminance channel. Unlike traditional
under- /overexposure metrics that focus on values above or below certain thresholds, this
method considers the entire histogram to determine the overall shift in pixel values.

Mathematically, the method calculates the exposure score E as a weighted average of
the histogram of the luminance channel. Let H be the histogram of pixel intensities with
256 bins ranging from 0 to 255. The weights w; assigned to each bin are linearly distributed
values from the range [—1,1].

1
E = pVZE;QUi X EL
1=

where N is the total number of pixels in the image.

The score ranges from -1 to 1, where a score of 1 indicates that all pixels have a
value of 255 (white), and a score of -1 indicates that all pixels have a value of 0 (black).
The method essentially quantifies the deviation of the pixel intensity distribution from a
balanced exposure (assumed to be at intensity value 128), with positive scores indicating
overexposure.

Color

Two algorithms are implemented—Hasler’s colorfulness metric (colorfulness-hasler)
and a metric evaluating the histogram similarity of color channels (color-balance-
histogram-similarity).

Experimental results indicate that both metrics suffer from being affected by the overall
color tone. Figure 5.7 demonstrates the colorfulness of images using Hasler’s colorfulness
metric scores. Clearly, artificially introducing color into images is not desirable.

Moreover, it is not evident what the optimal score is. Arguably, the optimal score is
different for each image.

Blur & Sharpness

Three metrics are implemented as part of the IQA module:
o Blur assessment based on Haar wavelets (blur-haar-wavelets)
e Maximum Local Variation - MLV (sharpness-mlv)
o MTF50

See Section 3.4 for details on these algorithms.

The authors of the MLV algorithm offer a public implementation in MATLAB. This
work translated the implementation into Python using the Numpy library, resulting in
improved processing speed. A public implementation in Python” of blur-haar-wavelets
exists. It was adopted and modified to match the original implementation® written in MAT-
LAB. Furthermore, the algorithm was optimized by utilizing Numpy functions, replacing all
for loops with vectorized implementations. The implementation of the MTF was adapted
from the MTF.py GitHub repository®. In particular, the reliability of the calculation had

1GitHub repository (commit 5b4fef0): https://github.com/pedrofrodenas/blur-Detection-Haar-
Wavelet/tree/master

5GitHub repository (commit 20af080): https://github.com/iTony/blurDetection/

5GitHub repository (commit 4e53d0d): https://github.com/u-onder/mtf.py
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(a) Colorfulness: 42.41 (b) Colorfulness: 76.66 (c) Colorfulness: 93.56

(d) Colorfulness: 11.66

Figure 5.7: Hasler’s colorfulness metric evaluates how vibrant or colorful an image is. The
metric increases with the presence of red or blue, as can be seen in the first row where a
color imbalance was introduced ((b) and (c)) compared to (a). A less colorful image is
shown in (d).

to be increased by performing the edge detection reliably. Furthermore, the calculation of
MTF50 from the MTF function was added.

Both metrics are capable of assessing image sharpness. Figure 5.8 shows the use of
the algorithms on similar images but with an increasing amount of isotropic blur. It is
clear that both metrics show monotonicity, but the values themselves do not correspond to
human perception of the difference in sharpness. For instance, the difference in scores for
the first and second images is the largest, but the perceptual change in sharpness is very
small.

Contrast

Section 3.5 presented several algorithms for contrast assessment. This work implements the
following metrics:

o Michelson contrast (contrast-michelson)

o Weber contrast (contrast-weber)

o Global contrast factor (contrast-gcf)

» Entropic image contrast measure (contrast-entropic)

» Root mean square measure (contrast-rms)
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(a) MLV=0.322, (b) MLV=0.234, (c) MLV=0.140, (d) MLV=0.086, (e) MLV=0.047,
Wavelets=0.340 Wavelets=0.666 Wayvelets=0.965 Wavelets=0.996 Wavelets=1.000

Figure 5.8: The figure shows images that were taken with different camera focuses, resulting
in different amounts of sharpness. The images are sorted subjectively from the sharpest
image to the blurriest image. Both algorithms show a monotonic increase and decrease in
blur and sharpness respectively.

The contrast-michelson, contrast-gcf, and contrast-rms were implemented based
on the description in Section 3.5. The original implementation’ of contrast-entropic
published by the author on GitHub was utilized in this work.

Although the mathematical definition of Weber contrast was given in Section 3.5, adjust-
ments must be made for images where the foreground and background color are unknown
beforehand. In the context of images, the process is more intricate due to the absence of
a uniform background and a single colored graphic object. Thus, the background must be
approximated.

A straightforward approach involves computing the mean pixel value to approximate the
uniform background. However, applying this mean value in Equation 3.11 leads to contrast
values centered around 0. Consequently, calculating the mean contrast of the entire image
yields a value of 0, irrespective of the input image.

To address this limitation, a novel metric based on the principles of Weber’s law is
proposed.

Let Iatcn denote the intensity values within a patch of the image. A patch is defined
as a square window of a specified size centered at each pixel location in the image.

max(/, — 1 I — min(/
Weber Contrast = max ( ( paitCh) patch '_patch ~ ( patCh)> (5.1)
Ipatch Ipatch
where:
o Ipaien represents the intensity values within a patch of the image.

o Ipaten represents the average intensity of the patch.
o max(Ipatch) represents the maximum intensity within the patch.
o min(Ipatcn) represents the minimum intensity within the patch.

This metric captures the perceptual contrast present within localized regions of the
image, as defined by the principles of Weber’s law. Experimental results show that the
metric indeed agrees with the perceived contrast, as shown in Figure 5.9.

"GitHub repository (commit b863d15): https://github.com/ashish-code/
entropic_image_contrast_measure
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(a) Score = 0.359 (b) Score = 0.417 (¢) Score = 0.521

Figure 5.9: Scores of the Weber contrast for three images of the same license plate.

Noise

The IQA module contains three noise-assessing metrics:

o Standard deviation of the image (noise-image-std)
o Standard deviation of Gaussian noise (noise-gaussian-noise-std)

» Standard deviation of Gaussian noise from the smoothest region (noise-smooth-
regions)

The noise-image-std is implemented simply as the standard deviation of a grayscale
image. The implementation for the noise-gaussian-noise-std can be found in the scikit-
image package in Python (skimage.restoration.estimate_sigma function). This work
directly calls that function.

A new metric, Standard deviation of Gaussian noise from the smoothest region (noise-
smooth-regions), was developed for this work inspired by the two previous metrics. This
metric provides a straightforward yet effective method for evaluating noise levels in digital
images. This approach involves analyzing local standard deviations across the image to
identify regions with minimal noise, assuming these regions to be predominantly smooth.

To compute the local standard deviation (0jca1), the image is divided into overlapping
windows of size S x S. The standard deviation is then calculated within each window. This
is simplified as:

N
1
Olocal = N Z(Iz - ,Uf)Q (52)
i=1

where N is the number of pixels in the window, I; represents the intensity of each pixel,
and p is the mean intensity within the window.

Once the local standard deviation map is obtained, the region with the smallest standard
deviation is identified as the smoothest area. This region is represented by a window
Wamoothest- Within this window, the interquartile range (IQR) is computed, defined as the
difference between the 75th and 25th percentiles of the pixel intensities.

Finally, the standard deviation of Gaussian noise (opoise) is approximated using the
IQR. This approximation is based on the empirical relationship between the IQR and the
standard deviation of a Gaussian distribution, given by:

IQR
Onoise = @

resulting in the estimate of the noise in the image. This approach has the advantage of
producing more consistent results among varying scenes.

(5.3)
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5.2.2 Assessment Strategies

The IQA metrics discussed in Chapter 3 typically yield a singular value for each image,
characterizing them as global metrics, which is termed global assessment strategy
within the IQA framework. However, in certain situations, relying solely on global metrics
may prove insufficient. For instance, distinguishing whether it is the highway or the sky that
is overexposed demands a more detailed understanding. To address this need, the solution
must be expanded to include local evaluation of the metrics. These local metrics provide
a 2D vector of values, corresponding to the image resolution in the most detailed scenario,
and only a few values for scenarios where the image is divided into large macroblocks.
The local assessment method, also termed as grid assessment strategy, involves
separately evaluating IQA metrics on distinct portions of the image. This process divides
the image into a grid, where each cell’s evaluation is independent of others within the
grid. Users have the flexibility to define the grid size as a parameter. The global metrics
evaluation represents a scenario where the grid resolution is set to 1 x 1, serving as a specific
instance of the local evaluation. Figure 5.10 illustrates this grid- based metrics evaluation

approach.
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Figure 5.10: The MLV sharpness metric is assessed using a grid-based approach. (a) displays
the evaluation result for the entire image, while (b) provides a more detailed assessment.®

Employing a stride smaller than the grid cell size allows for overlapping cells, as illus-
trated in Figure 5.11. This approach offers the advantage of obtaining more precise metric
scores, particularly along boundaries where quality transitions occur. This approach differs
from evaluating on a finer-grained grid by utilizing more information owing to larger cell
sizes, while still retaining the advantages of fine-grained resolution. However, not all met-
rics utilize all available information within the cell, thus not benefiting from overlapping
cells. Although overlapping cells provide enhanced resolution, they also result in increased
computational complexity due to processing more pixels. The use cases for overlapping
cells are limited but prove beneficial when a fine-grained resolution is necessary, yet inde-
pendent cells are too small to reliably calculate metrics. Reliability issues arise for certain

8The original image used in this evaluation was sourced from Cambridge in Colour website: https:
//www.cambridgeincolour.com/tutorials/hyperfocal-distance.htm
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IQA metrics when cells lie on the boundary between objects and background, potentially
leading to background incorporation in calculations.
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Figure 5.11: The figure presents two methods for achieving higher-resolution results, using
the GCF contrast metric as an example. In the case of overlapping cells, a stride of 0.5 is
utilized, resulting in a half-cell overlap with neighboring cells. While non-overlapping cells
are more computationally efficient, they may suffer from reduced information due to their
smaller sizes. It is worth noting the correlation observed in this case, where the decrease in
contrast coincides with the decrease in sharpness.’

One of the objectives of this work is to detect the presence of optical aberrations. A
suitable metric for this purpose is the MTF50, as described in Section 3.4. However, this
metric is likely to yield errors when applied to images taken ,in the wild.“ As its definition
implies, it requires the presence of a single edge in the image. For these reasons, a new
assessment strategy has been developed (referred to as the square edge assessment
strategy) to enable the user to run metrics such as the MTF50 for detecting optical
aberrations. Figure 5.12 illustrates the portions of the image where the metrics are executed.
Specifically, the metrics are applied to each subimage surrounding the detected edge. The
size of the cropped region can be adjusted using parameters.

Similarly, users of the IQA module can extend its functionality to support other assess-
ment strategies by deriving from the AssessmentStrategy class.

5.3 IQA Metric Properties

The implemented IQA metrics of the IQA module were introduced in Section 5.2. This
section shows the properties of these algorithms on custom images to demonstrate some of
their properties.

A small dataset was collected for this reason. The images include both indoor and
outdoor images. The weather conditions include snowy, rainy, foggy, sunny, and cloudy. A
couple of images are taken during the night and at sunset. Some images are from cities,
while others are from rural and natural places.

9The original image used in this demonstration was sourced from Cambridge in Colour website: https:
//www.cambridgeincolour.com/tutorials/hyperfocal-distance.htm
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Figure 5.12: The assessment strategy, termed the square edge assessment strategy, runs
metrics for each subimage indicated by the red rectangles. Detected edges are highlighted
in green.

The original images count to 54. Additional variations in image quality were introduced
through image augmentations. The following properties of each image were augmented—
colorfulness, color balance, brightness, noise, contrast, and sharpness. Each property was
modified as a standalone on the original image with four different configurations, resulting
in 24 augmented images for each original image. This produces a dataset of 1350 images.
Most of the augmentations were done using the PIL library or a direct modification of
the image channels. Figure 5.13 shows several images from the dataset. The mean image
resolution is 4081 x 3061, while the majority of images are of dimensions 4080 x 3060,
oriented either horizontally or vertically.

A useful feature is the capability of deciding which regions are focused, which can be
utilized to decide whether the foreground or background is in focus, as shown in Figure 5.14.
Evaluating the algorithms in a grid-like fashion provides an assessment of the local regions
of the image.

5.3.1 Response to Varying Image Size

Intuition suggests that algorithms relying on the local neighborhood of pixels may produce
different results for the same image of different sizes. This experiment aims to experi-
mentally verify whether this hypothesis is true. It is not implied that the original image
resolution produces the most precise results. Rather, the stability of the metrics with
respect to image size is being examined.

To reduce the influence of artifacts caused by the specific resizing interpolation method,
the images are resized with multiple methods—nearest neighbor, bilinear, and bicubic. The
images are downscaled by factors of 2, 4, and 8. The resulting Pearson correlation coeffi-
cients are captured in Table 5.3. See the definition of correlation measures in Appendix A.

The table suggests that the majority of metrics are relatively unaffected by alterations
in image size. However, metrics such as blur-haar-wavelets, contrast-weber, noise-gaussian-
noise-std, noise-smooth-regions, and sharpness-mlv demonstrate sensitivity to changes in
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Figure 5.13: Sample original images (not augmented) from a dataset collected to analyze
the properties of IQA metrics. In some cases, the same scene was captured with various
camera settings to produce images of different quality (e.g., background versus foreground
focus and changes in brightness).

(a) Focused foreground (b) Focused background

Figure 5.14: The same image was taken with different focus—(a) shows the lens focusing on
the foreground, whereas (b) focuses on the background. The Haar Wavelets algorithm was
applied to an 8x8 grid of the source images. The values in each cell indicate the amount of
blur.

image dimensions. Notably, the noise-smooth-regions algorithm shows a significantly low
correlation.

Two primary observations emerge from the table. Firstly, as the image undergoes greater
downscaling, the correlation tends to decrease. Secondly, the nearest-neighbor interpolation
method consistently yields higher correlations, while the linear method tends to produce
the lowest.
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Table 5.3: The table shows the Pearson correlation between IQA scores calculated on the
original images and IQA scores calculated on down-scaled images by factors of 2, 4, and 8.
The interpolation methods used were cubic, linear, and nearest neighbor (nn). The data
reveals that certain metrics are affected by variations in image size. Coeflicients with values
of 0.95 and above are displayed in gray.

IQA Metric Size = /2 Size = /4 Size = /8
cubic linear nn ‘ cubic linear nn ‘ cubic linear nn

blur-haar-wavelets 0.89 084 092|073 069 0.78 | 061 057 0.63
brightness 1.00 1.00 1.00 | 1.00 1.00 1.00 | 1.00 1.00 1.00
color-balance-histogram-similarity 1.00  1.00 1.00 | 1.00  1.00 1.00 | 1.00  1.00 1.00
colorfulness-hasler 1.00 1.00 1.00 | 1.00 1.00 1.00 | 1.00 1.00 1.00
contrast-entropic 1.00 0.99 1.00 | 1.00 0.99 1.00 | 0.99 0.99 1.00
contrast-gcf 1.00 0.99 1.00 | 0.99 0.98 0.99 | 0.98 0.98 0.98
contrast-michelson 0.99 0.97 1.00 | 0.99 0.96 0.99 | 0.98 0.95 0.98
contrast-rms 1.00 1.00 1.00 | 1.00 1.00 1.00 | 1.00 1.00 1.00
contrast-weber 0.95  0.92 0.98 1 0.90 0.87 0.93 | 0.85 0.82 0.89
exposure-histogram-based 1.00 1.00 1.00 | 1.00 1.00 1.00 | 1.00 1.00 1.00
exposure-lab-based 1.00 1.00 1.00 | 1.00 1.00 1.00 | 1.00 1.00 1.00
exposure-threshold-based 1.00 1.00 1.00 | 1.00 1.00 1.00 | 1.00 1.00 1.00
noise-gaussian-noise-std 0.89 084 0.91 | 0.69 0.60 0.79 | 0.58 048 0.69
noise-image-std 1.00 1.00 1.00 | 1.00 1.00 1.00 | 1.00 1.00 1.00
noise-smooth-regions 0.57  0.55 0.59 | 0.42  0.37 0.46 | 0.52 0.49 0.56
sharpness-mlv 0.97 0.97 0.97 1094 094 0.95 1094 0.92 0.94

5.3.2 Response to Compression

Image compression algorithms reduce image quality and may introduce artifacts. In par-
ticular, JPEG compression creates block artifacts that can interfere with IQA metrics.
Experiments were conducted with different compression parameters and compared IQA
results with those on the original images.

Figure 5.15 illustrates the influence of JPEG compression on the stability of IQA metrics.
Pearson and Spearman correlation coefficients (see their definitions in Appendix A) were
calculated between the original image and a JPEG compressed image using compression
quality specified on the x-axis. It is important to note that the original images in the
dataset were already JPEG-compressed before further compression was applied.

Some metrics appear to be more affected by JPEG artifacts than others. The figure
displays only those metrics with a correlation coeflicient below 0.95. Thus, metrics relatively
agnostic to JPEG compression are not shown. Most contrast metrics showed sensitivity to
reduced image quality, with the exception of contrast-gcf and contrast-rms. Additionally,
both noise assessment metrics—noise-gaussian-noise-std and noise-smooth-regions—were
highly impacted by JPEG compression.

The results clearly indicate that compression artifacts significantly influence some metric
scores, reducing their reliability and informativeness. Therefore, it is recommended to
calculate those IQA metrics on original images whose quality has not been reduced.
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Figure 5.15: Correlation between IQA scores on the original image and images with reduced
quality through JPEG compression. Only IQA metrics where the correlation decreases
below 0.95 are shown. (a) and (b) show Pearson and Spearman correlation coefficients,
respectively.

5.3.3 Memory Consumption and Execution Time

The Memray package was utilized to monitor the peak memory usage of the IQA runner
during the assessment of IQA metrics on the input images. In sequential execution, without
parallel threads, the peak memory usage was recorded at 2.2 GiB, with 2.0 GiB attributed
to the MLV algorithm. However, this information does not provide insight into the peak
memory usage of other metrics. Consequently, each metric was executed separately to
obtain its respective peak memory usage. Table 5.4 presents the peak memory usage for
each metric, revealing that six metrics exceeded a gigabyte in peak memory usage. This
awareness is crucial when considering parallel execution on a multi-core machine.
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The evaluation of IQA metrics on the dataset included measuring their execution time,
as detailed in Table 5.4. These measurements were conducted using a benchmarking ma-
chine equipped with an Intel(R) Core(TM) i7-7500U CPU running at 2.70GHz, 8 GiB of
RAM, and 2 GiB of swap memory.

Notably, certain metrics such as contrast-entropic, contrast-weber, exposure-lab-based,
and sharpness-mlv demonstrated considerable computation times, with each requiring at
least 3 seconds for completion. Additionally, independent experiments revealed a quadratic
relationship between execution time and image size, highlighting the importance of consid-
ering scalability when applying these metrics to larger datasets.

Table 5.4: Peak memory usage and execution time analysis of IQA metrics for images with
a resolution of 4080 x 3060. Memory usage measurements were retrieved using the Memray
tool.

IQA Metric Peak Memory Usage Execution Time (s)
blur-haar-wavelets 258.243 MB 0.749
brightness 1.068 GB 0.765
color-balance-histogram-similarity 540.000 B 0.159
colorfulness-hasler 1.068 GB 0.729
contrast-entropic 1.384 GB 4.639
contrast-gef 774.686 MB 1.396
contrast-michelson 520.000 B 0.185
contrast-rms 167.126 MB 0.247
contrast-weber 786.739 MB 9.607
exposure-histogram-based 1.031 KB 0.376
exposure-lab-based 1.117 GB 3.292
exposure-threshold-based 75.938 MB 0.195
noise-gaussian-noise-std 258.364 MB 0.557
noise-image-std 136.751 MB 0.219
noise-smooth-regions 1.292 GB 1.851
sharpness-mlv 2.136 GB 3.568
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Chapter 6

Applications and Evaluation

This chapter presents the evaluation of the scene recognition model and the practical ap-
plications of the image quality assessment module (IQA) introduced in Chapter 5.

The applications encompass a study aimed at establishing the correlation between im-
age quality and the performance of deep models. Additionally, it offers insights into the
characteristics of quality assessment metrics.

Moreover, this chapter demonstrates the utilization of IQA metrics for detecting lens
aberrations and potentially other defects. This is achieved through the evaluation of the
MTF50 metric on a specific pattern.

Finally, the metrics are employed for parameter optimization for a chosen scene, par-
ticularly focusing on parameters of selected image signal processor (ISP) algorithms.

6.1 Scene Recognition Evaluation

The scene recognition model trained in Section 5.4 undergoes evaluation to determine its
applicability in the intended system. The evaluation seeks to answer the following questions:

1. Does the model provide results accurate enough for the applicability in the
intended imaging system?

2. Can the model run in real-time?

Addressing the first question requires selecting an appropriate set of metrics reflecting
the task and use case. Several metrics are considered: Macro Precision, Macro Recall,
Macro F1, and accuracy. Accuracy is meaningful only for the test split since it is balanced
in terms of the number of images per class.

Given that the architecture and training involve various components, often parameter-
ized somewhat arbitrarily, it is beneficial to explore the effect of certain architecture and
training choices. Table 6.1 summarizes the model’s performance resulting from training
with various configuration options. The ablation study, as summarized in Table 6.1, re-
veals the impact of different configuration choices on model performance. LR scheduler,
stochastic weight averaging, loss function, and classification head complexity were varied
independently to assess their effects. The base configuration includes the following: no
learning rate scheduler, disabled stochastic weight averaging, cross-entropy loss function,
and a classification head consisting of no hidden layers.

The results indicate that introducing the LR scheduler was the only change that posi-
tively impacted the final score compared to the score of the base configuration.
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Configuration Precision Recall Macro F1 Accuracy

Base configuration 0.985 0.985 0.985 0.985
Focal loss function 0.984 0.985 0.985 0.985
Stochastic weight averaging 0.965 0.966 0.965 0.965
Classification head (two-hidden layers) 0.981 0.982 0.981 0.981
LR scheduler (ReduceLROnPlateau) 0.988 0.989 0.988 0.988

Table 6.1: The model with the ResNet-18 backbone is trained with various configuration
options. Each configuration option is modified independently of the others on top of the
base configuration. The scores are reported for the test split.

Following the selection of the optimal configuration from the ablation study (Table 6.1),
the performance of the model was compared using several pre-trained CNN backbones
sourced from the PyTorch hub. The results are presented in Table 6.2, with the ResNet-18
backbone showing the best performance.

Configuration Precision Recall Macro F1 Accuracy
ResNet-18 0.988 0.989 0.988 0.988
ResNet-50 0.986 0.987 0.986 0.986
MobileNet-V3-Small 0.981 0.982 0.981 0.981
MobileNet-V3-Large 0.985 0.986 0.985 0.985

Table 6.2: The model was trained using various backbones. All scores fall between 0.98
and 0.99, with ResNet-18 performing the best overall. The scores are reported for the test
split.

The reported scores suggest that the model recognizes the correct scene in 98.8% of
images. This result seems reasonable for a classification model performing a classification
of quite distinct scene classes. In practice, the system using this model must deal with
possible misclassification. The low percentage error can be mitigated by maintaining a
running average of the recognized scenes during operation. With this in mind, the answer
to the first question is yes.

Addressing the second question involves deploying the model to the target platform and
measuring the inference time. Therefore, the trained model was converted to TensorFlow
Lite and compiled on the target platform using the vela utility.

The inference time of the model based on ResNet-18 on the i.MX93’s NPU is 11 ms for
an image with a resolution of 224x224. For the same image, the inference time measured
on the platform’s CPU was 168 ms. The measured inference times suggest that the model
can indeed run in real-time at high frame rates.
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6.2 Image Quality Metrics Influence on Downstream Task
Performance

Some work has been done on assessing the influence of image quality on the performance of
deep computer vision models. Authors of one such work [2] evaluated four different state-of-
the-art models on several vision tasks. They purposefully introduced distortions, lowering
the image quality—increased blur and noise lowered contrast, and JPEG and JPEG2000
compressions. They state the models are particularly susceptible to blur and noise. Their
focus is on the general properties and not the specific measures used for their assessment.
The reason behind this is that they introduced the deficiencies synthetically.

This section tackles the problem in a similar manner with the difference that the specific
IQA metrics are correlated with the performance of the model. As detailed in Chapters 3
and 5, various IQA metrics, including multiple measures for contrast, have been described
for quality assessment. Unlike previous approaches where image quality was intentionally
degraded, this study involves using real images. Their quality is evaluated using a set of
IQA metrics and then correlate these metrics with the model’s performance. The hypothesis
is that different IQA measures may exhibit varying degrees of correlation with the model’s
performance.

The question that is being answered in this experiment is:

What is the correlation between real image quality assessed using specific
IQA metrics (e.g., contrast measures) and the performance of a deep com-
puter vision model?

The benefits of answering this question are multi-fold. Firstly, the understanding of
which metrics are important for the model’s performance can be utilized during postpro-
cessing before applying the model to the data in production to improve the specific image
quality, improving the overall performance of the model. Secondly, it is shown that the
metrics for the same image property like contrast may or may not have varying correla-
tions, leading to a realization that the specific metrics matter and have to be chosen wisely.
Thirdly, it is beneficial to understand how much image quality correlates with the model
performance in general.

6.2.1 Experiment Setup

For this experiment, a dataset containing images captured in varying conditions was se-
lected. Datasets comprising only a few videos were avoided because the image quality of
frames from a single video would be correlated. Similarly, datasets that appeared to have
been already normalized, such as the Cityscapes dataset with images of relatively consistent
brightness, were avoided. Consequently, the BDD100k dataset [31] was selected. It serves
as a driving dataset suitable for training various computer vision tasks.

The dataset was utilized for segmenting images into background and drivable areas,
comprising two types—directly and alternately drivable. Together with the background,
this resulted in three classes. Sample images from the dataset, with segmentation into driv-
able areas overlaying the images, are depicted in Figure 6.1. The images have a resolution
of 1280 x 720.

A convolutional neural network was trained, specifically the ERFNet [23], on the train-
ing split containing 80k images and used 10k images for validation. The implementation
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Figure 6.1: Sample images from the BDD100k dataset together with the driving area
segmentation masks.

provided in the Efficient-Segmentation-Networks-BDD100K GitHub repository' was uti-
lized and further extended for the specific needs of this work. The repository is a fork of
the Efficient-Segmentation-Networks repository [27].

The model underwent training for several epochs using the Adam optimizer with a
learning rate of 5e-4 and a batch size of 8. Performance was assessed using the standard
Intersection over Union (IoU) metric. The best validation score, an IoU of 0.6407, was
achieved after the third epoch. The model exhibits relatively modest parameters and com-
putational complexity, with inference taking only 0.01 seconds on a Tesla T4 16GB GPU.
Figure 6.2 presents a couple of segmentation examples on the validation dataset.

Figure 6.2: Examples of segmentation predictions on the validation part of the BDD100k
dataset by the ERFNet model. The IoU is 0.76 and 0.78 for these two images, respectively.

6.2.2 Discussing IQA Scores on the BDD100k Dataset

Illustrating the variations in the dataset from the perspective of the metrics allows us to
observe both the dataset variations and the properties of individual IQA metrics.

To demonstrate the variations in the validation part of the BDD100k dataset, Figure 6.3
depicts histograms of the individual metric scores and showcases two sample images from
opposing ends of the histogram. Overall, 16 metrics are evaluated. Even though, only a
selected set of metrics is included in the figure, a discussion of the results in general is
presented.

!GitHub repository (commit 5e0e23f): https://github.com/vincentpalma/Efficient-Segmentation-
Networks-BDD100OK
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The blur detection technique based on Haar wavelets accurately identifies images with
a high amount of isotropic blur across the entire image. However, it is less effective for blur
detection if only a small part of the image is blurred.

Good contrast is well detected, as depicted in the figure. It considers dark images as
low-contrast because they exhibit a solid color, resulting in no contrast.

The colorfulness metric yields larger values in the presence of a dominating color like
the blue one shown in the figure. Lower values might indicate images that satisfy the
gray-world assumption.

The noise detection appears to fail considerably. Upon closer examination of the images,
one can notice block artifacts due to JPEG compression. As the noise assessment algorithms
rely on pixel neighborhoods, the distortion in these local neighborhoods leads to incorrect
noise evaluation. Underexposed images, especially at night, predominantly contain black
pixels, resulting in a smooth image without noise, making them easy to flag as low-noise
images.

The color balance, shown here, is based on histogram similarities between color chan-
nels. Therefore, images that appear gray produce lower scores, signifying a lower difference
between the histograms of the color channels. Unbalanced histograms produce larger scores.

Overall, the algorithms perform best when comparing images within the same scene and
conditions rather than across different scenes. For example, if a camera captures an image
with different settings, it becomes easier to determine which image has better quality.

6.2.3 Correlation Study

To establish the correlation between IQA metrics and the performance of the segmentation
model introduced in Section 6.2.1, scores are predicted using both the segmentation model
and the IQA metrics. Subsequently, correlation measures are calculated, as described in
Appendix A: the Pearson Linear Correlation Coefficient (PLCC), Spearman’s rank-ordered
correlation coefficient (SROCC), Kendall Rank Order Correlation Coefficient (KROCC),
and Root Mean Square Error (RMSE). These correlation measures are applied to the scores
derived from the segmentation model and IQA metrics. Notably, rank-ordered correlation
coefficients, such as SROCC and KROCC, assess the similarity in the order of variables
without relying on absolute values. This distinction is crucial, as these coefficients do not
necessarily assume a linear relationship, unlike the PLCC.

Table 6.3 reveals correlations between individual IQA metrics and the performance of the
downstream task. Overall, the values suggest no consistently strong relationship. Positive
PLCC values indicate some positive linear correlations, while negative values imply negative
correlations. SROCC and KROCC highlight rank order correlations, providing insights into
the similarity in variable order. All the values are close to zero. Therefore, from this absence
of strong correlations, it can be inferred that no direct influence of the image qualities
on the downstream task performance is apparent.

Delving into the reasons behind the absence of a significant correlation between image
quality and downstream task performance is an important consideration. One plausible
explanation could be that the model was trained on data with consistent image quality,
thus becoming well-adapted to such data. However, this does not negate the importance
of image quality for downstream task performance. A subsequent study could explore the
normalization of image qualities across the entire dataset. This adjustment would alleviate
the need for the model to account for variations in the data, potentially allowing the entire
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Figure 6.3: The first column shows histograms of the IQA metrics scores on the validation
part of the BDD100k dataset. The second and third columns display images from the
dataset as the opposing ends of the histograms—the left and right, respectively.

model capacity to be dedicated to the semantic understanding of the scene, which could
potentially enhance performance.
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Table 6.3: Correlation study between IQA metrics and the downstream task performance.
No significant correlation is found.

IQA Metric PLCC SROCC KROCC RMSE
blur-haar-wavelets 0.05 0.05 0.03 0.24
brightness -0.04 -0.04 -0.03  84.57
colorfulness-hasler -0.05 -0.08 -0.06 2797
color-balance-histogram-similarity 0.00 0.05 0.03 0.66
contrast-entropic -0.09 -0.10 -0.07 3.42
contrast-gcf -0.13 -0.13 -0.09 3.99
contrast-michelson 0.06 0.06 0.04 0.40
contrast-weber 0.04 0.02 0.02 0.66
contrast-rms -0.07 -0.06 -0.04 58.25
exposure-lab-based -0.02 -0.03 -0.02 1.14
exposure-threshold-based -0.06 -0.03 -0.02 0.94
exposure-histogram-based -0.04 -0.04 -0.03 1.10
noise-gaussian-noise-std -0.18 -0.19 -0.13 0.58
noise-image-std -0.08 -0.07 -0.05  53.42
noise-smooth-regions -0.06 -0.10 -0.07  23.63
sharpness-mlv -0.00 0.02 0.01 0.43

6.2.4 Studying More Complex Relationship

Given the absence of a significant relationship between individual IQA metrics and perfor-
mance, the aim is to explore techniques for understanding more complex relationships that
may not be immediately apparent.

Machine learning models (using PCA and SVR) are trained on 90% of the data, reserving
the remaining 10% for testing. The models are expected to find and learn relationships
within the data to minimize the error between predicted and actual scores of the downstream
task, given the IQA metric scores as input features.

Principal Component Analysis (PCA) is employed to identify linear relationships in the
data. The results, as illustrated in Figure 6.4, indicate that the model failed to learn the
relationship and predict the scores accurately. In the case of a model capable of precise score
predictions, the scores would form a perfect line in the plot. Support Vector Regression
(SVR) is utilized to explore non-linear relationships, but in both cases, the models fail to
find the sought-after relationship.

Evidently, the image quality, as evaluated by the IQA metrics implemented in this work,
has a very limited influence on downstream task performance. Further research in this area
is necessary. Extending the study to determine whether the model can consistently adapt
to reduced image quality, given that the training dataset contains such images, would be
beneficial. Additionally, investigating how sensitive the model is to reduced quality when
the training split contains only high-quality images would provide a better understanding
of the influence of image quality on deep models.
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Figure 6.4: To explore a more complex correlation between IQA metrics and downstream
task performance, machine learning models (PCA and SVR) were trained. These models
aim to uncover intricate relationships in the data. The plots illustrate the IoU predictions
of the trained models versus the actual IoU scores. It is evident that the models failed to
identify the sought-after relationship.

6.3 Detecting Aberrations

Section 2.4.1 presented common aberrations that can occur during the image capture pro-
cess. Identifying these aberrations is typically easier using patterns like the slanted-edge
pattern or the Siemens star, rather than identifying them in real-world images. These pat-
terns are photographed in a controlled environment and then analyzed using specific IQA
metrics.

For quality assessment in such controlled environments, standardized metrics like the
MTF50 sharpness metric, as introduced in Section 3.4, are used. This section demonstrates
the application of this approach.

Figure 6.5 displays the calculated MTF50 scores for edges in the slanted-edge pattern.
A close inspection of the image reveals that certain edge orientations exhibit more blurriness
than others.

The slanted edges can be categorized into four groups, each corresponding to a side of a
square. Plotting the scores from one side of the image to the other makes it relatively easy
to identify any emerging patterns, as shown in Figure 6.6, where the scores are generally
lower on the left side of the image.

The figure indicates the presence of an aberration causing a portion of the image to be
significantly less sharp than the rest. A continuation of this work could involve classifying
these aberrations based on the reported scores within the image.

One specific artifact is a decentered lens, which can result in half of the image being out
of focus. Nasim Mansurov, the author and founder of the Photography Life website [15],
explained this artifact and demonstrated it with a particular image taken with his camera.
Here, the MTF50 metric is evaluated on that image and the results are plotted to illustrate
the usefulness of this metric, as shown in Figure 6.7.

2The original image was adopted from Photography Life website https://photographylife.com/what-
is-a-decentered-lens.
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(a) MTF50 scores (b) Close-up view

Figure 6.5: The figure illustrates MTF50 scores for edges in the slanted-edge pattern on
the left, with the right side providing a close-up view of one of the tilted squares. This
close-up reveals the scores clearly, along with both sharp and blurry edges.

(a) X-axis (b) Y-axis

Figure 6.6: Plotted MTF50 scores along the x- and y-image axes. Each line corresponds to
one side of the tilted squares. The left side of the image generally exhibits lower sharpness,
with the lowest dip occurring around pixel column 1000.

This section have demonstrated that IQA metrics are effective in identifying hardware
defects. However, categorizing individual aberrations and defects based on the reported
scores is beyond the scope of this work. Developing a system capable of recognizing de-
centered lenses, spherical aberrations, coma artifacts, and others is a potential avenue for
future research.

6.4 Parameter Search for Specific Scene

The eventual use case of this work aims to optimize camera parameters for each scene using
IQA metrics. Here, a demonstration of the parameter optimization search is provided using
the IQA metrics from the IQA module presented in Chapter 5.

The parameter optimization process, briefly introduced in Chapter 5, involves several
components. First, a representative dataset of images from the target scene is required.
Additionally, image algorithms are needed for which parameter optimization is performed;
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Chapter 7

Conclusion

The goal of this work was to develop a way of assessing image quality and recognizing the
scene, which could ultimately serve as a basis for an imaging system that will be capable
of updating its parameters based on the currently observed scene. In summary, this work
has successfully led to the creation of an image quality assessment (IQA) module alongside
a scene recognition module. Together, these achievements signify the fulfillment of the
objectives of this work.

Chapter 2 delved into the study of camera parameters and image processing on NXP
i.MX application processors. This was followed by an overview of image quality assessment
and existing algorithms in Chapter 3, and an exploration of scene recognition approaches
in Chapter 4. The solution design involved the selection of algorithms for scene recognition
and image quality assessment, with the rationale and design choices detailed in Chapter 5.
Additionally, this chapter encompasses the algorithm implementation, their properties, and
the training of a scene recognizer model. In Chapter 6, the solution was evaluated and
demonstrated in potential real-world applications.

This work has centered on the assessment of image quality. Initially, this work intro-
duced imaging systems and identified various factors contributing to diminished quality.
Subsequently, it presented approaches to quality assessment. A total of 16 metrics were
implemented, and their various properties were elaborated throughout the work: properties
relating to how they respond to reduced image quality and image size, and how they can
be utilized for parameter optimization.

Simultaneously, a scene recognition module was developed by training a convolutional
neural network capable of classifying scenes into 5 categories, achieving an accuracy of
98.8%. This module was deployed on the NXP i.MX93 application processor’s NPU,
demonstrating its ability to operate in real-time at high frame rates, taking only 11 ms
for inference on a single image.

The thesis has illustrated how the integration of scene recognition and IQA lays the
groundwork for a future imaging system capable of adapting to target scenes, thereby
enhancing overall image quality. In such a system, IQA serves as a tool for offline parameter
optimization to find the optimal camera parameters tailored to specific scenes. On the
other hand, scene recognition becomes crucial in real-time, aiding in the selection of the
appropriate parameter set for the currently observed scene.

The application of IQA was demonstrated in various areas. Notably, it was shown
to effectively detect lens aberrations and potentially other defects when the metrics were
utilized in a controlled laboratory environment. Additionally, the thesis demonstrated the
applicability of IQA metrics for parameter tuning. The focus was specifically on optimizing
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Appendix A

Correlation Measures

In data analysis and statistical modeling, correlation measures have an important role
in understanding relationships between variables. These measures assess the degree and
direction of association between pairs of variables.

The most commonly used correlation metrics are Pearson Linear Correlation Coefficient
(PLCC), Spearman’s rank ordered correlation coefficient (SROCC), Kendall Rank Order
Correlation Coefficient (KROCC) and Root Mean Square Error (RMSE) [37].

PLCC quantifies the linear relationship between two continuous variables:

PLOC— 1% <w _x> <y"_y) (A1)

n—1 o o
i=1 z Yy

where Z, 9, 0, and o, are the mean values of standard deviations of x; and y;, respectively.
It ranges from -1 to 1, where -1 indicates a perfect negative linear relationship, 1 indicates
a perfect positive linear relationship, and 0 indicates no linear relationship.

SROCC assesses the strength and direction of monotonic relationships regardless of
whether they are linear. It measures the strength based on ranks of the data:

n
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where 7, and r,, are the ranks of the x; and y; sequences, respectively.
Similar to SROCC, KROCC measures the strength of associtation between two variables
based on the ranks of the data:

_ 2nc—ng
KROCC = m (A.3)

where n. is the number of consistent pairs and ng is the number of inconsistent pairs.
RMSE is a measure of the average difference between observed and predicted values:

n—1

1
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71



	Introduction
	Imaging Systems
	Camera System Components
	Camera Settings
	Image Pre-Processing on NXP i.MX Application Processors
	Image Quality Degradations

	Image Quality Assessment
	Determining Overall Image Quality
	Brightness & Exposure Assessment
	Color Assessment
	Sharpness Assessment
	Contrast Assessment
	Noise Assessment

	Scene Recognition
	Scene Types
	Challenges in Scene Recognition
	Approaches to Scene Recognition
	Scene Recognition Datasets

	System Design and Implementation
	Scene Recognition Module
	Image Quality Assessment Module
	IQA Metric Properties

	Applications and Evaluation
	Scene Recognition Evaluation
	Image Quality Metrics Influence on Downstream Task Performance
	Detecting Aberrations
	Parameter Search for Specific Scene

	Conclusion
	Bibliography
	Correlation Measures

