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Abstract
Test redundancy in Simulink models poses a significant challenge to software verification
efficiency. This thesis investigates subgraph isomorphism detection using the VF3 algo-
rithm, adapted and implemented within a custom BLADE-BALROG-BALIN toolchain.
BLADE simplifies Simulink models creation, BALROG handles graph conversion for in-
ternal representation in NetworkX, and BALIN executes customized VF3. Benchmarking
on Simulink-like graphs demonstrates near-cubic average-case runtime scaling and efficient
non-isomorphism rejection. Initial BLADE model tests validated correctness, while ex-
haustive evaluation on Honeywell’s models proves the industrial aplication potential of this
solution. This research establishes a toolchain and provides promising evidence that VF3
can effectively reduce redundancy in Simulink model-based testing, thus improving effi-
ciency in software verification.

Abstrakt
Testovanie redundancie v modeloch Simulink predstavuje významnú výzvu pre efektívnosť
overovania softvéru. Táto práca sa zaoberá detekciou izomorfizmu podgrafov pomocou
algoritmu VF3, adaptovaného a implementovaného v rámci vlastného reťazca nástrojov
BLADE-BALROG-BALIN. BLADE zjednodušuje vytváranie modelov Simulink, BALROG
spracováva konverziu grafov pre internú reprezentáciu v NetworkX a BALIN vykonáva
prispôsobený VF3. Benchmarking na grafoch podobných Simulinku demonštruje takmer
kubické škálovanie priemernej doby behu a efektívne odmietnutie neizomorfizmu. Počia-
točné testy modelov BLADE potvrdili správnosť, zatiaľ čo rozsiahle vyhodnotenie na mode-
loch spoločnosti Honeywell dokazuje potenciál priemyselného využitia tohto riešenia. Tento
výskum zavádza reťazec nástrojov a poskytuje sľubné dôkazy, že VF3 môže efektívne znížiť
redundanciu pri testovaní založenom na modeloch Simulink, čím sa zlepšuje efektívnosť
overovania softvéru.
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Chapter 1

Introduction

Aerospace engineering is an interdisciplinary field dedicated to researching, developing,
and applying technologies enabling flight within Earth’s atmosphere and beyond into outer
space. This field encompasses the aviation and space industries, including designing and
constructing aircraft, rockets, satellites, and space probes. Information technology is crucial
to this sector; without it, the global aviation system could not operate efficiently and manage
over 100,000 flights taking place daily.

Within this scientific and technical domain, a paramount focus is placed on ensuring
the safety and reliability of every component of the final product, with particular attention
given to the control software. Software deployed in aircraft is subjected to stringent testing
procedures and must adhere to the standards mandated by the applicable regulatory bodies.

A prominent tool widely employed in the aerospace industry is MATLAB/Simulink,
which facilitates comprehensive system analysis, modeling, and simulation. The Simulink
environment supports a model-based design approach, which deviates from the conventional
method of directly programming and testing software on physical hardware by enabling the
creation of models to simulate system behavior. These models provide enhanced analysis,
design optimization, and automated C-code generation capabilities, substantially reducing
development time and associated costs.

A key benefit of this model-based approach lies in its ability to perform integrated
testing directly on the models. Nevertheless, the test suite may expand significantly over
time, resulting in redundant test scenarios due to continuously adding new tests.

This work aims to identify redundant and recurring tests within more significant test
scenarios in Simulink testing environments. Subsequently, based on the analysis of these re-
dundancies, the test scenarios will be streamlined to enhance testing efficiency and mitigate
redundancy.

In my work, I will focus on abstractly representing models created in the Simulink.
Although no direct work explicitly addresses the minimization of Simulink models, similar
problems can be found in areas such as molecule or social network analysis. I will ad-
dress how to generalize this problem to the NP-complete problem of finding an isomorphic
subgraph in a graph and examine existing algorithms that can solve this problem in an ac-
ceptable time. Since no algorithm can solve this problem in polynomial time, I will propose
and define heuristics that utilize the specific properties of Simulink blocks to streamline
computations.
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Chapter 2

Preliminaries

This section outlines the underlying theory required to address the problem of redundancy
detection within Simulink test scenarios. The focus will be on subgraph isomorphism and
its applicability to Simulink models.

Simulink models can be represented as directed attributed multigraphs, where the multi-
graph nodes correspond to individual blocks of the model and the edges represent connec-
tions between these blocks. The evident applicability of graph theory tools for analyzing
Simulink models is clearly illustrated by the transformation shown in Figure 2.1, where
individual Simulink blocks directly correspond to graph nodes and their interconnections
are represented as directed edges. The goal is to identify situations where one model or test
is isomorphic to a subgraph of another model, removing and therefore reducing the number
of required tests and increasing the testing process’s efficiency.

Since graph isomorphism is generally an NP-complete problem, I will examine existing
algorithms for finding an isomorphic subgraph in generic graphs in the following sections.
Thereafter, I will focus on adapting these algorithms to analyze directed and attributed
multigraphs, which are able to represent Simulink models.

Subsequently, I will select a suitable candidate from existing algorithms for solving the
defined problem. Then, I will focus on adapting the selected algorithm for the needs of
the Simulink model and propose a way to use block attributes for fast subgraph searching
effectively.

2.1 State of the Art
A graph is a universal and flexible structure suitable for solving many problems, including
the problem addressed in this work. Searching for a pattern graph within a target graph is
becoming an increasingly common problem in many graph-based applications. Examples
include disciplines such as bioinformatics and chemoinformatics, where substructures are
searched for in complex compounds, or social network analysis, where graphs represent
relationships between individuals. Another significant use is in cybersecurity, where graphs
detect suspicious behavior patterns in the network, such as non-standard transactions or
fraud schemes. In robotics and autonomous systems, these algorithms are used for motion
planning and route optimization of robots in complex environments. Similarly, subgraph
isomorphism is the basis for efficient information retrieval and matching in various struc-
tured data sources in semantic web analysis. Furthermore, in forensic data analysis, such
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(a) Base model.
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(b) Conceptual base model.

(c) Submodel, we are looking for.

a

+

b

(d) Conceptual submodel.

Figure 2.1: At Figure 2.1a, you can see a Simulink model featuring sum and multiply
blocks, illustrating the computation 𝑜𝑢𝑡 = 𝑐 * (𝑎 + 𝑏). Its multidigraph representation is
shown in Figure 2.1b. To identify a submodel representing the expression 𝑎 + 𝑏, depicted
as a Simulink model in Figure 2.1c, we represent it as the multidigraph in Figure 2.1d and
then compare it with the representation in Figure 2.1b.
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as directory structures or network connections, these algorithms identify similarities or
anomalies in digital evidence.

This task is formalized as the subgraph isomorphism problem [8]. In its most general
form, this problem is proven to be NP-complete. However, with certain restrictions, the
complexity can be reduced to polynomial time, for example, in the case of planar or tree
graphs. Some algorithms can solve this problem in an acceptable time, mainly using various
heuristics.

Most currently proposed algorithms fall into one of the following three categories:

• Tree search

• Constraint Satisfaction Problems (CSPs)

• Graph indexing

Algorithms based on tree search formulate the problem as a state-space search, where
states represent partial solutions. The state space is usually searched using depth-first
search, with heuristics used to remove unnecessary states that will certainly not lead to a
solution. Typical representatives are Ullmann’s algorithm [15] or the VF algorithm family
[6]. Newer algorithms, focused on large graphs, are RI [1], quickSI [13], VF2 [7], VF2+ [5]
and VF3 [4].

This problem can also be formulated as a Constraint Satisfaction Problem (CSP). In this
case, algorithms search for a mapping between the nodes of the pattern and target graphs,
where the mapping must satisfy the conditions of isomorphism. An essential representative
of this group is McGregor’s algorithm [10]. Newer algorithms that use this approach include
ILF [17], LAD [14], and Ullmann’s bit-vector algorithm [16].

The last category is graph indexing algorithms, which originated in graph databases.
These algorithms aim to find patterns in a large database of graphs efficiently. They use
indexing structures that allow fast pattern searching without loading the entire graph into
memory. However, after a preliminary match, a further phase usually confirms the match.
Representatives of this group are GADDI [19], TurboISO [9] and BoostISO [11].

The previous algorithms are exact, which means that if they return a solution, this
solution is guaranteed to be correct. However, there are also algorithms with the opposite
approach, namely approximate algorithms, which solve the given problem more efficiently
in terms of computational complexity. I did not deal with them in this work because pre-
serving the original test coverage is necessary when minimizing tests. In the context of test
minimization for software verification, it is important to maintain complete test coverage
with absolute certainty. An approximate solution might discard crucial tests, leading to
a reduction in verification rigor and potentially overlooking critical defects. Furthermore,
the goal is not just to reduce the number of tests, but to identify a minimal subset that
provides the exact same coverage as the original set. Approximation algorithms, by their
very definition, cannot offer this guarantee of complete and certain coverage.

2.2 Comparison of Subgraph Isomorphism Algorithms
The work [2] provided an extensive evaluation of modern algorithms for subgraph isomor-
phism using a variety of diverse datasets. These sets included graphs of various sizes, from
small to very large, and graphs with different densities. In addition, graphs with significant
symmetries and repeating data structures were included in the testing, which provided a
comprehensive overview of the performance of algorithms in a wide range of applications.
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The evaluation tested the RI, VF2, VF3, LAD, and PathLAD algorithms. The authors
selected candidate algorithms from the tree search and CSP categories. Indexing-based
algorithms were omitted because indexing methods usually cannot find all matches and
are limited to preliminary filtering, which may not be sufficient for a complete solution to
the subgraph isomorphism problem. A complete solution means an algorithm that returns
every existing subgraph isomorphism mapping. The algorithms were evaluated based on
several metrics, including processing time and memory consumption. The results showed
no clear winner, as different algorithms excelled in different conditions on different datasets.
However, one of the RI and VF3 algorithms was always the winner.

VF3 was particularly successful when tested on dense and symmetrical graphs, using ad-
vanced heuristics and optimizations that streamline graph searching. Its high adaptability
to different graph types makes it a suitable candidate for various applications. Also, VF3
reveals to achieve the best tradeoff between the matching time and the required memory.
Thus, the authors of the work advice to use VF3 for most subgraph isomorphism problems.

Based on these results, VF3 is the most suitable candidate for solving my problem,
as it can effectively work with graphs similar to those found in Simulink models and also
provides a good balance between time and space complexity.

Another work [18] focused on comparing the VF3 algorithm with indexing algorithms,
specifically with GraphQL, TurboISO, CFL, CECI, DAF, and BoostISO. Experiments
showed that VF3 outperforms these algorithms in terms of processing time and the size
of used memory. Although indexing algorithms use extensive filtering techniques for pre-
processing, they do not achieve the expected performance.

VF3 is thus shown to be the most suitable candidate for solving this task and currently
represents the best state-of-the-art algorithm for solving this problem.

2.3 VF3 for Directed Attributed Multigraphs
The VF3 algorithm is the latest addition to the VF algorithm family. Newer and improved
versions of this algorithm have been gradually developed, starting with the original VF [6]
algorithm, followed by the VF2 [7] algorithm, then VF2+ [5], and finally, the latest VF3 [4]
algorithm. Each algorithm generation builds on the previous version, improving efficiency
and performance.

In this section, I will explain the operation of this algorithm in a more compact form
so that the reader does not have to go through all the articles related to VF algorithms
for complete understanding. At the same time, I will update the definitions of the VF3
algorithm so that it can work with attributed directed multigraphs. I will first focus on the
part that works with the multidigraph’s topological structure and then extend the algorithm
with domain heuristics that will add semantic criteria.

2.3.1 Problem Definition

The matching process between two multidigraphs 𝐺1 = (𝑉1, 𝐸1) (pattern multidigraph) and
𝐺2 = (𝑉2, 𝐸2) (target multidigraph) means finding a mapping function 𝑄 : 𝑉1 → 𝑉2, which
assigns nodes of the multidigraph 𝐺1 to nodes of the multidigraph 𝐺2, while structural
constraints must be met. In the case of subgraph isomorphism, the function must be
injective and preserve the multidigraph structure, i.e., both the presence and absence of
edges between the corresponding nodes must be preserved.
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To formalize standard graph set functions for multidigraphs, let’s define pred𝑖(𝑢) as the
set of predecessors of node 𝑢 in graph 𝐺𝑖, and succ𝑖(𝑢) as the set of successors of node 𝑢
in graph 𝐺𝑖, where 𝑖 ∈ {1, 2} and these functions consider all incoming and outgoing edges
respectively.

2.3.2 Main Algorithm

The state space representation (SSR) allows for an efficient description of the matching
process. The state is defined as follows:

𝑆 = (𝑀,𝑀1,𝑀2, 𝑇
𝑖𝑛
1 , 𝑇 𝑜𝑢𝑡

1 , 𝑇 𝑖𝑛
2 , 𝑇 𝑜𝑢𝑡

2 )

where 𝑀 ⊆ 𝑄 denotes a partial mapping consistent with the isomorphism conditions,
the sets 𝑀1 and 𝑀2 contain all nodes of multidigraphs 𝐺1 and 𝐺2, respectively, included
in the 𝑀 and 4 terminal sets 𝑇 𝑖𝑛

1 , 𝑇 𝑜𝑢𝑡
1 , 𝑇 𝑖𝑛

2 , 𝑇 𝑜𝑢𝑡
2 contain the input and output nodes of

the multidigraphs 𝐺1 and 𝐺2 connected to the nodes in 𝑀1 and 𝑀2, respectively.
Further, let’s use 𝑠 ∈ 𝑆 as the current algorithm state at the given execution step. To

refer to the individual elements of 𝑆, I will use the notations 𝑀(𝑠), 𝑀1(𝑠), 𝑀2(𝑠), 𝑇 𝑖𝑛
1 (𝑠),

𝑇 𝑜𝑢𝑡
1 (𝑠), 𝑇 𝑖𝑛

2 (𝑠), 𝑇 𝑜𝑢𝑡
2 (𝑠) to denote elements of 𝑆 in the current state 𝑠 respectively.1

Furthermore, I define additional sets 𝑇1(𝑠) = 𝑇 𝑖𝑛
1 (𝑠)∪𝑇 𝑜𝑢𝑡

1 (𝑠), 𝑇2(𝑠) = 𝑇 𝑖𝑛
2 (𝑠)∪𝑇 𝑜𝑢𝑡

2 (𝑠),
𝑁1(𝑠) = 𝑉1−𝑀1(𝑠)−𝑇1(𝑠) and 𝑁2(𝑠) = 𝑉2−𝑀2(𝑠)−𝑇2(𝑠). 𝑇1(𝑠) and 𝑇2(𝑠) are the sets of
neighboring nodes of the current partial mapping in 𝐺1 and 𝐺2, respectively, disregarding
edge direction, while 𝑁1(𝑠) and 𝑁2(𝑠) are the sets of nodes in 𝐺1 and 𝐺2, respectively, that
are neither part of the current partial mapping nor in its immediate neighborhood.

Although 𝑀1(𝑠), 𝑇 𝑖𝑛
1 (𝑠) and 𝑇 𝑜𝑢𝑡

1 (𝑠) are conceptually sets, in the implementation these
are represented as dictionaries (or hash maps), where the keys are the nodes belonging to
the set and the values store the levels at which each node enters or leaves the corresponding
set. The sets 𝑇 𝑖𝑛

1 (𝑠) and 𝑇 𝑜𝑢𝑡
1 (𝑠) for the pattern graph 𝐺1 are precalculated before the

matching process begins, as will be explained further in Section 2.3.4.
These sets are crucial for efficiently guiding the subgraph isomorphism search. They act

as a predictive filter, allowing the algorithm to quickly assess the feasibility of extending the
current partial mapping by examining the connectivity of neighboring nodes. By identifying
potential mismatches in the graph structure early on, the terminal sets enable aggressive
pruning of the search space, preventing the exploration of fruitless branches and significantly
improving the algorithm’s performance, especially on larger and denser graphs. Figure 2.2
shows a very simple situation how might the individual sets lookalike in some state 𝑠 of
a pattern graph 𝐺1. We can see the set 𝑀1(𝑠) which contains the partial mapping of a
pattern graph and sets 𝑇 𝑖𝑛

1 (𝑠) and 𝑇 𝑜𝑢𝑡
1 (𝑠) which represent neighboring nodes of 𝑀1(𝑠)

connected either by incoming or outcoming edges respectively.
In principle, the resulting mapping can be achieved by enumerating all possible solutions

and selecting only those that meet the isomorphism conditions, i.e., solving the problem by
brute force. However, only a few SSR states are consistent with the main isomorphism.

A crucial optimization for reducing the computational cost of the subgraph isomorphism
search is to enforce consistency conditions on 𝑀(𝑠). That means that at each step of the

1Please note that this notation may be a bit confusing as, e.g., the same notation 𝑀(𝑛), 𝑛 ∈ 𝑉1 can also
be used to denote the functional value of the partial mapping 𝑀 , which is a node 𝑚 ∈ 𝑉2. In this case, the
notation 𝑀(𝑠), 𝑠 ∈ 𝑆 is parametrized by a state instead of a node and thus does not represent the functional
value of the mapping 𝑀 here. The reason for using this notation is to remain consistent with the notation
of the original paper.
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Figure 2.2: Example of indegree/outdegree terminal sets of partial mapping

algorithm, before extending the 𝑀(𝑠), it is checked whether the induced subgraphs (in
our case submultidigraphs) defined by the mapped nodes in both the pattern and target
multidigraphs are isomorphic. If they are not isomorphic, the current partial mapping
cannot lead to a complete subgraph isomorphism, and therefore, that branch of the search
space can be pruned. The algorithm thus starts with an empty mapping (see line 1 of
Algorithm 1) and searches the state space using a depth-first strategy until it finds a
complete mapping, i.e., all nodes of 𝑉1, the pattern graph, are in 𝑀(𝑠), the current partial
mapping (see line 3 of Algorithm 1).

If the mapping is not complete, the algorithm attempts to make a transition from state
𝑠 to state 𝑠′ by adding a mapping between a pair of nodes (𝑛,𝑚), 𝑛 ∈ 𝑉1,𝑚 ∈ 𝑉2 to the
current partial mapping 𝑀(𝑠). The pair of nodes (𝑛,𝑚) is drawn from a set of candidate
pairs 𝑃 (𝑠) (see line 5 of Algorithm 1) and the consistency rules check whether the added
pair creates a valid mapping (see line 7 of Algorithm 1). If the state consistency is violated,
that branch of the search tree is wholly omitted, as adding further mapping pairs will not
change the state inconsistency. These criteria are required to detect inconsistent states as
early as possible. The principle of the VF3 algorithm can be seen in the pseudocode 1.
The algorithm works in a depth-first search style with backtracking (implicitly shown by
the recursive call at line 9 of Algorithm 1).

2.3.3 Computing the Set of Candidate Pairs

When computing the set of candidate pairs 𝑃 (𝑠), one can notice the fact that SSR is
generally a graph. Therefore, it needs to be reduced to a tree so that the same states are
not visited multiple times during the depth-first search of the main algorithm. Since the
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Algorithm 1 VF3 Algorithm
1: 𝑠0 ← ∅
2: function VF3(𝑠)
3: if |𝑀1(𝑠)| = |𝑉1| then

return 𝑀(𝑠)
4: else
5: 𝑃 (𝑠)← ComputeCandidatePairs(𝑠)
6: for all (𝑛,𝑚) ∈ 𝑃 (𝑠) do
7: if CheckConsistency(𝑠, 𝑛,𝑚) then
8: 𝑠′ ← 𝑠 ∪ {(𝑛,𝑚)}
9: VF3(𝑠′)

10: end if
11: end for
12: end if
13: end function
14: VF3(𝑠0)

order of inserting pairs is not important for the consistency of the resulting state, a total
order relation is defined over the 𝐺1’s nodes. This ordering then defines the order of adding
pairs to the SSR so that the first node (𝑛) follows the order established by the ordering and
the second node (𝑚) is selected dynamically by analysing the neighborhood of the parent
node of 𝑛. If 𝑛 does not have a parent in the spanning tree, a random node from 𝐺2 is
selected that belongs to the same class as 𝑛. The spanning tree will be explained later in
the preprocessing section.

Let’s define a sequence of nodes 𝑁𝐺1 of the pattern graph 𝐺1 representing the order
in which the algorithm traverses the pattern graph during mapping. This sequence is
inherently a permutation of 𝑉1. The order of the sequence is based on the idea that rarer
and more constrained nodes should be visited first. The rarity of a node is defined as the
probability P(𝑣), 𝑣 ∈ 𝐺1, of finding that node within 𝐺2 and is defined as follows:

P(𝑣) = Pl(𝜆(𝑣)) *
∞∑︁

𝑑′=𝑖𝑛𝑑𝑒𝑔(𝑣)

Pindeg(𝑑
′) *

∞∑︁
𝑑′=𝑜𝑢𝑡𝑑𝑒𝑔(𝑣)

Poutdeg(𝑑
′)2

where Pl is the probability of occurrence of a block of a given type in 𝐺2, Pindeg is the
probability of occurrence of a node with a given in-degree in 𝐺2, Poutdeg is the probability
of occurrence of a node with a given out-degree in 𝐺2 and 𝜆 is the function returning the
block type of a given node.

The assumption is that the given probabilities are independent. While this is a very weak
assumption, it simplifies the calculation. If the domain allows, the criterion for ordering
the sequence 𝑁𝐺1 can be replaced by any other criterion. In the original version of this
algorithm, the total order relation only checked whether the node of 𝐺1 to be added to
the mapping was already in the 𝑀1(𝑠). That is the most straightforward condition that
guarantees the reduction of the search graph to a tree. Of course, such a simple ordering
leads to an inefficient search tree.

The addition of node 𝑣 ∈ 𝐺1 to the sequence 𝑁𝐺1 is constrained by its connections to
nodes already present in the sequence. To quantify these constraints, 𝑑𝑖𝑛𝑀 (𝑣) and 𝑑𝑜𝑢𝑡𝑀 (𝑣)

2In the implementation, the sum is replaced by a precomputed distribution function.
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are defined as the in-degree and out-degree, respectively, of 𝑣 with respect to the nodes
currently in 𝑁𝐺1 . These represent the number of edges connecting 𝑣 to the already ordered
nodes within 𝑁𝐺1 .

The procedure that calculates 𝑁𝐺1 first uses 𝑑𝑖𝑛𝑀 as the ordering criterion. If two or
more nodes have the same 𝑑𝑖𝑛𝑀 , they are sorted according to 𝑑𝑜𝑢𝑡𝑀 , and if their out-degree also
matches, they are sorted according to probability. Finally, the selection is made randomly
if they have the same 𝑑𝑖𝑛𝑀 , 𝑑𝑜𝑢𝑡𝑀 , and probability.

2.3.4 State Space Precomputation

The existence of the sequence 𝑁𝐺1 allows us to precompute some sets used for searching
the SSR, specifically the sets 𝑀1(𝑠), 𝑇 𝑖𝑛

1 (𝑠) and 𝑇 𝑜𝑢𝑡
1 (𝑠) for each level of the search (see

line 3 of Algorithm 2), as well as the 𝑃𝑎𝑟𝑒𝑛𝑡 function which assigns each node 𝑛 ∈ 𝑉1 its
parent node within the spanning tree constructed during the traversal (see lines 8 and 16 of
Algorithm 2). Since 𝑁𝐺1 precisely fixes the candidate node of graph 𝐺1 for each level of the
search tree, the state of the set 𝑀1(𝑠) is known in advance. From the set 𝑀1(𝑠), the sets
𝑇 𝑖𝑛
1 (𝑠) and 𝑇 𝑜𝑢𝑡

1 (𝑠) can be derived for each level of the SSR search tree. The terminal sets
can thus be represented for each node simply as the level at which the given node enters or
leaves the set (see lines 6 and 14 of Algorithm 2).

For illustrative purposes, consider the undirected graph shown in Figure 2.3a and the
node sequence 𝑁𝐺1 = (𝑣3, 𝑣1, 𝑣5, 𝑣2, 𝑣4). The state 𝑠 represents the search level, i.e., the
number of nodes from 𝐺1 mapped so far. The set 𝑀1(𝑠) contains the nodes from 𝐺1

mapped in state 𝑠. The set 𝑇1(𝑠) contains the neighbors of nodes in 𝑀1(𝑠) that are not yet
in 𝑀1(𝑠). The set 𝑇1(𝑠) is represented using two values for each node: the entry-level (the
level at which the node enters 𝑇1(𝑠)) and the exit level (the level at which the node leaves
𝑇1(𝑠) and enters 𝑀1(𝑠), respectively). In case of multidigraphs, terminal set will further
be devided into incoming and outcoming sets and each of these sets will be further divided
into subsets based on the node classes.

Table 2.1 illustrates the precomputed sets at each level of the state space representation.
At level 0, before any nodes are matched, both the 𝑀1(𝑠) and terminal sets are empty. As
the algorithm progresses according to the node exploration sequence 𝑁𝐺1 , at each level,
the current node from 𝑁𝐺1 is added to 𝑀1(𝑠). Consequently, its neighboring nodes (that
are not yet in 𝑀1(𝑠)) are added to the appropriate terminal sets (𝑇 𝑖𝑛

1 (𝑠) or 𝑇 𝑜𝑢𝑡
1 (𝑠)). This

process of inserting one node at a time into 𝑀1(𝑠) also involves removing that node from
the terminal sets where it previously resided and updating the terminal sets with its newly
exposed neighbors. In the implementation, tracking the entry and exit levels for each node
within the terminal sets is sufficient to represent this dynamic process, as shown in Table
2.1 for each state.

Algorithm 2 show the pseudocode ilustrating how 𝑀1(𝑠), 𝑇 𝑖𝑛
1 (𝑠), 𝑇 𝑜𝑢𝑡

1 (𝑠) and the span-
ning trees are precomputed. The spanning tree for the Figure 2.3a is shown in Figure
2.3b.

2.3.5 Candidate Selection

In the previous section, I have clarified that VF3 defines, before the matching begins, the
candidates of 𝐺1 for each possible state in SSR. However, this is impossible for the multidi-
graph 𝐺2, so VF3 has to select a candidate node for each new state. Thus, for a candidate
node 𝑛 ∈ 𝑁𝐺1 (see line 2 of Algorithm 3), the algorithm analyzes the neighborhood of the
node 𝑣 ∈ 𝑉2 mapped to the parent of 𝑛 and selects the first unmapped node belonging to
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Algorithm 2 Procedure to preprocess the graph 𝐺1 given the sequence 𝑁𝐺1 . The proce-
dure computes the feasibility sets and the directed spanning tree (denoted as 𝑃𝑎𝑟𝑒𝑛𝑡 in the
procedure).

1: function PreprocessGraph(𝐺1, 𝑁𝐺1)
2: 𝑖← 0
3: for all 𝑢 ∈ 𝑁𝐺1 do
4: for all 𝑢′ ∈ 𝑝𝑟𝑒𝑑1(𝑢) do
5: if 𝑢′ /∈ 𝑇 𝑖𝑛

1 then
6: Put 𝑢′ in 𝑇 𝑖𝑛

1 at level 𝑖
7: if 𝑢 is sooner in exploration sequence than 𝑢′ then
8: 𝑃𝑎𝑟𝑒𝑛𝑡(𝑢′)← 𝑢
9: end if

10: end if
11: end for
12: for all 𝑢′ ∈ 𝑠𝑢𝑐𝑐1(𝑢) do
13: if 𝑢′ /∈ 𝑇1 then
14: Put 𝑢′ in 𝑇1 at level 𝑖
15: if 𝑢 is sooner in exploration sequence than 𝑢′ then
16: 𝑃𝑎𝑟𝑒𝑛𝑡(𝑢′)← 𝑢
17: end if
18: end if
19: end for
20: 𝑖← 𝑖+ 1
21: end for
22: end function

the same class as 𝑛. If 𝑛 has no parent (e.g., the first node of the sequence 𝑁𝐺1), the VF3
algorithm selects node 𝑚 from unmapped nodes of 𝐺2 belonging to the same class as 𝑛 (see
line 14 of Algorithm 3). More formally, let’s define the set of candidate nodes 𝑅 as:

𝑅 ⊂ 𝑉2 : 𝑅(𝑠, 𝑛) = {𝑚 ∈ 𝑉2|𝑚 /∈𝑀2(𝑠) ∧ 𝜆(𝑚) = 𝜆(𝑛)}

where 𝑠 ∈ 𝑆 is the current state and 𝑛 ∈ 𝑉1 being the candidate node of 𝐺1 (see line 3
of Algorithm 3).

Suppose the parent exists in the spanning tree. In that case, the algorithm will consider
only the subset of 𝑅 containing only the predecessors or successors of the node 𝑣 (see line
4 of Algorithm 3). Formally, algorithm considers only nodes from

𝑅𝑝𝑟𝑒𝑑(𝑠, 𝑛, 𝑢) = {𝑚 ∈ 𝑅(𝑠, 𝑛)|𝑚 ∈ 𝑝𝑟𝑒𝑑2(𝑢)}

or from

𝑅𝑠𝑢𝑐𝑐(𝑠, 𝑛, 𝑢) = {𝑚 ∈ 𝑅(𝑠, 𝑛)|𝑚 ∈ 𝑠𝑢𝑐𝑐2(𝑢)}

where 𝑠 and 𝑛 have same meaning as in 𝑅 and 𝑢 ∈ 𝑉2 is the parent of 𝑛 that is mapped
to 𝑢 (see lines 7 and 10 of Algorithm 3).

Algorithm 3 encapsulates the strategy for determining the set of candidate nodes 𝑅 in 𝐺2

for a given node 𝑛 in 𝐺1 at a specific state 𝑠. As established in the preceding discussion, this
involves identifying unmapped nodes in 𝐺2 of the same class as 𝑛, with further constraints
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applied based on the parent node’s neighbors in the spanning tree, resulting in the refined
candidate sets 𝑅𝑝𝑟𝑒𝑑 and 𝑅𝑠𝑢𝑐𝑐.

v1

v2

v3

v5

v4

(a) Sample graph

u3

u1 u2 u4 u5

(b) Sample parent tree

Figure 2.3: Sample graph and sample parent tree.

Level 𝑀1(𝑠) 𝑇1

0 ∅ ∅
1 {𝑣3} {𝑣1, 𝑣2, 𝑣4, 𝑣5}
2 {𝑣3, 𝑣1} {𝑣2, 𝑣4, 𝑣5}
3 {𝑣3, 𝑣1, 𝑣5} {𝑣2, 𝑣4}
4 {𝑣3, 𝑣1, 𝑣5, 𝑣2} {𝑣4}
5 {𝑣3, 𝑣1, 𝑣5, 𝑣2, 𝑣4} ∅

Table 2.1: Ilustrative example of precomputed sets

2.3.6 Consistency Rules

Consistency rules are a set of checks applied when considering a new pair of nodes (𝑢, 𝑣) for
matching between the pattern graph 𝐺1 and the target graph 𝐺2. These rules go beyond
just checking node labels or types. They examine the neighborhood structure (incoming and
outgoing edges) of the already matched nodes and the potential candidate nodes to ensure
that extending the current partial mapping would not violate the fundamental requirements
of subgraph isomorphism. Essentially, consistency rules help to prune the search space early
by identifying mismatches in connectivity and edge directionality before fully exploring a
path that cannot lead to a valid isomorphism.
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Algorithm 3 Candidate Pair Generator
1: function ComputeCandidatePairs(𝑠)
2: 𝑛← 𝑁𝐺1 [𝑑𝑒𝑝𝑡ℎ]
3: 𝑅← {𝑣 ∈ 𝑉2|𝑣 /∈𝑀2(𝑠) ∧ 𝜆(𝑣) = 𝜆(𝑛)}
4: if 𝑛 ∈ 𝑃𝑎𝑟𝑒𝑛𝑡 then
5: 𝑣 ← 𝑝𝑎𝑟𝑒𝑛𝑡[𝑛]
6: 𝑢← node of 𝐺2 that 𝑣 is mapped to
7: if v is succesor node of n then
8: 𝑅𝑝𝑟𝑒𝑑 ← {𝑚 ∈ 𝑅|𝑚 ∈ 𝑝𝑟𝑒𝑑2(𝑢)}
9: yield 𝑛×𝑅𝑝𝑟𝑒𝑑

10: else
11: 𝑅𝑠𝑢𝑐𝑐 ← {𝑚 ∈ 𝑅|𝑚 ∈ 𝑠𝑢𝑐𝑐2(𝑢)}
12: yield 𝑛×𝑅𝑠𝑢𝑐𝑐

13: end if
14: else
15: yield 𝑛×𝑅
16: end if
17: end function

Let the predicate 𝐹 (𝑠, 𝑛,𝑚) define the consistency rule. The result of this predicate is
true if adding the mapping (𝑛,𝑚) to 𝑀(𝑠) satisfies all consistency rules. This check must
be performed before generating a new state.

There are two types of consistency criteria: topological criteria, which work with the
general topological structure of graphs, and semantic criteria, which focus on the attributes
of nodes and edges of the multidigraph. The following definition applies:

𝐹 (𝑠, 𝑛,𝑚) = 𝐹𝑡(𝑠, 𝑛,𝑚) ∧ 𝐹𝑠(𝑠, 𝑛,𝑚)

where 𝐹𝑡(𝑠, 𝑛,𝑚) is the topological consistency criteria and 𝐹𝑠(𝑠, 𝑛,𝑚) is the semantic
consistency criteria.

To enhance the efficiency of the VF3 algorithm’s matching process, a preliminary step
involves classifying the nodes of both the pattern 𝐺1 and target 𝐺2 multidigraphs using
the 𝜆 function. This classification aims to partition the terminal sets (𝑇 𝑖𝑛

1 , 𝑇 𝑜𝑢𝑡
1 , 𝑇 𝑖𝑛

2 , 𝑇 𝑜𝑢𝑡
2 )

into 𝑞 equivalent classes. By grouping nodes with similar characteristics into these classes,
the algorithm can significantly reduce the number of potential candidate pairs considered
during the search. This pre-processing also strengthens the forward consistency rules when
applied within each specific class of subsets. The 𝜆 function (𝑉1 ∪ 𝑉2 → 𝐶 = 𝑐1, ..., 𝑐𝑞)
defines these 𝑞 equivalent classes, with the crucial condition that any two nodes capable
of forming a consistent mapping must belong to the same class. The partitioning of the
terminal sets based on these classes is represented as:

𝑇 𝑖𝑛
1 = 𝑐1𝑇 𝑖𝑛

1 ∪ ... ∪ 𝑐𝑞𝑇 𝑖𝑛
1

𝑇 𝑜𝑢𝑡
1 = 𝑐1𝑇 𝑜𝑢𝑡

1 ∪ ... ∪ 𝑐𝑞𝑇 𝑜𝑢𝑡
1

𝑇 𝑖𝑛
2 = 𝑐1𝑇 𝑖𝑛

2 ∪ ... ∪ 𝑐𝑞𝑇 𝑖𝑛
2

𝑇 𝑜𝑢𝑡
2 = 𝑐1𝑇 𝑜𝑢𝑡

2 ∪ ... ∪ 𝑐𝑞𝑇 𝑜𝑢𝑡
2
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𝐹𝑡 predicate incorporates several look-ahead rules that examine the potential impact of
adding the mapping (𝑛,𝑚) on the consistency of future mappings. These rules consider the
relationships between the neighbors of 𝑛 and 𝑚 in 𝐺1 and 𝐺2, respectively, and ensure that
these relationships are preserved under the mapping. For instance, if 𝑛 has a predecessor
𝑛′ in 𝐺1 and 𝑚 has a predecessor 𝑚′ in 𝐺2, then the look-ahead rules might check if 𝑛′ and
𝑚′ are also compatible for mapping, even if they are not considered in the current state 𝑠.
This helps to avoid inconsistencies that might arise later in the matching process.

The predicate 𝐹𝑡 is defined as follows:

𝐹𝑡(𝑠, 𝑛,𝑚)⇔

𝑅𝑠𝑒𝑙𝑓 (𝑠, 𝑛,𝑚)∧𝑅𝑝𝑟𝑒𝑑(𝑠, 𝑛,𝑚)∧𝑅𝑠𝑢𝑐𝑐(𝑠, 𝑛,𝑚)∧𝑅𝑖𝑛(𝑠, 𝑛,𝑚)∧𝑅𝑜𝑢𝑡(𝑠, 𝑛,𝑚)∧𝑅𝑛𝑒𝑤(𝑠, 𝑛,𝑚)

where

• 𝑅𝑠𝑒𝑙𝑓 (𝑠, 𝑛,𝑚): Checks if the mapping (𝑛,𝑚) preserves self-loops of the added nodes.

• 𝑅𝑝𝑟𝑒𝑑(𝑠, 𝑛,𝑚): Checks the consistency of the predecessors of 𝑛 and 𝑚 with respect to
the existing mappings.

• 𝑅𝑠𝑢𝑐𝑐(𝑠, 𝑛,𝑚): Checks the consistency of the successors of 𝑛 and 𝑚 with respect to
the existing mappings.

• 𝑅𝑖𝑛(𝑠, 𝑛,𝑚): Checks the consistency of the incoming terminal sets of 𝑛 and 𝑚.

• 𝑅𝑜𝑢𝑡(𝑠, 𝑛,𝑚): Checks the consistency of the outgoing terminal sets of 𝑛 and 𝑚.

• 𝑅𝑛𝑒𝑤(𝑠, 𝑛,𝑚): Checks the consistency of the newly established relationships between
the neighbors of 𝑛 and 𝑚 due to the addition of the mapping (𝑛,𝑚). This rule
considers the look-ahead aspects described above.

Look-Ahead Rules

The look-ahead rules in the VF3 algorithm act as an early screening process during the sub-
graph isomorphism search. They examine the immediate neighbors (captured in terminal
sets) of already matched nodes in both the pattern and target graphs. By comparing the
connectivity and edge directions of these neighboring nodes, the algorithm can proactively
identify potential inconsistencies that would violate the isomorphism conditions if the cur-
rent partial mapping were extended. This peek ahead at the local graph structure allows
VF3 to efficiently prune unproductive branches of the search tree, significantly improving
its performance by avoiding the exploration of matches that are guaranteed to fail. The
numbers 0, 1, and 2 preceding the look-ahead specify the depth of the neighborhood exam-
ined by the consistency rules, indicating how many steps away from the currently matched
nodes the algorithm checks for structural compatibility (0 being no look-ahead, 1 examining
immediate neighbors, and 2 extending to the neighbors of neighbors). I will be describing
the 6 predicates, clauses of the 𝐹𝑡 predicate, in the following subsections.

0-Look-Ahead Rules

The basic rules represent a necessary and sufficient condition for consistency. The new
state 𝑠′ becomes invalid if we add the potential match (𝑛,𝑚) from the candidate generator
to our current set of matched nodes 𝑀(𝑠) to create a new set 𝑀(𝑠′), as this new set 𝑀(𝑠′)
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would certainly violate the rules of subgraph isomorphism upon consistency checking. This
check evaluates the structural and potentially attribute-based compatibility between the
matched nodes and their neighbors in both the pattern and the target graphs.

• The predicate 𝑅𝑠𝑒𝑙𝑓 (𝑠, 𝑛,𝑚) is formally described as follows:

𝑅𝑠𝑒𝑙𝑓 (𝑠, 𝑛,𝑚)⇔ 𝜇1(𝑛, 𝑛) ≤ 𝜇2(𝑚,𝑚)

where 𝜇 is the function returning the number of edges between the given nodes,
expressing that there must me less than or equal self loops in pattern graph than in
a target graph. This predicate is multidigraph specific and checks the number of self
loops.

• The predicate 𝑅𝑝𝑟𝑒𝑑(𝑠, 𝑛,𝑚) is formally described as follows:

𝑅𝑝𝑟𝑒𝑑(𝑠, 𝑛,𝑚)⇔

(∀𝑛′ ∈𝑀1(𝑠)∩𝑃𝑟𝑒𝑑1(𝑛)(∃𝑚′ ∈ 𝑃𝑟𝑒𝑑2(𝑚)|(𝑛′,𝑚′) ∈𝑀(𝑠)∧𝜇1(𝑛
′, 𝑛) ≤ 𝜇2(𝑚

′,𝑚)))∧

(∀𝑚′ ∈𝑀2(𝑠) ∩ 𝑃𝑟𝑒𝑑2(𝑚)(∃𝑛′ ∈ 𝑃𝑟𝑒𝑑1(𝑛)|(𝑛′,𝑚′) ∈𝑀(𝑠) ∧ 𝜇2(𝑚
′,𝑚) ≥ 𝜇1(𝑛

′, 𝑛)))

expressing that for every predecessor 𝑛′ of 𝑛, the corresponding node 𝑚′ is a prede-
cessor of 𝑚, while the number of incoming edges in the pattern multidigraph between
𝑛′ and 𝑛 must be less than or equal to the number of incoming edges in the target
multidigraph between 𝑚′ and 𝑚 and vice versa.

• The predicate 𝑅𝑠𝑢𝑐𝑐(𝑠, 𝑛,𝑚) is formally described as follows:

𝑅𝑠𝑢𝑐𝑐(𝑠, 𝑛,𝑚)⇔

(∀𝑛′ ∈𝑀1(𝑠)∩ 𝑆𝑢𝑐𝑐1(𝑛)(∃𝑚′ ∈ 𝑆𝑢𝑐𝑐2(𝑚)|(𝑛′,𝑚′) ∈𝑀(𝑠)∧ 𝜇1(𝑛, 𝑛
′) ≤ 𝜇2(𝑚,𝑚′)))∧

(∀𝑚′ ∈𝑀2(𝑠) ∩ 𝑆𝑢𝑐𝑐2(𝑚)(∃𝑛′ ∈ 𝑆𝑢𝑐𝑐1(𝑛)|(𝑛′,𝑚′) ∈𝑀(𝑠) ∧ 𝜇2(𝑚,𝑚′) ≥ 𝜇1(𝑛, 𝑛
′)))

expressing that for every successor 𝑛′ of 𝑛, the corresponding node 𝑚′ is a successor of
𝑚, while the number of outcoming edges in the pattern multidigraph between 𝑛′ and 𝑛
must be less than or equal to the number of outgoing egdes in the target multidigraph
between 𝑚′ and 𝑚 and vice versa.3

1-Look-Ahead Rules

1-look-ahead and 2-look-ahead consistency rules represent necessary but insufficient checks
for subgraph isomorphism. Note that checks are made on the nodes belonging to the same
class.

• The predicate 𝑅𝑖𝑛(𝑠, 𝑛,𝑚) is formally described as follows:

𝑅𝑖𝑛(𝑠, 𝑛,𝑚)⇔ 𝑅1
𝑖𝑛 ∧ ... ∧𝑅𝑞

𝑖𝑛

3The predicates 𝑅𝑝𝑟𝑒𝑑(𝑠, 𝑛,𝑚) and 𝑅𝑠𝑢𝑐𝑐(𝑠, 𝑛,𝑚) are symmetric so it is sufficient to check only one part
of the conjunction.
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where the functions 𝑅𝑖
𝑖𝑛 (for 𝑖 = 1, ..., 𝑞) are restrictions of the general 𝑅𝑖𝑛 function,

considering only the terminal sets belonging to the 𝑖-th equivalence class established
in the preprocessing step, and defined as:

𝑅𝑖
𝑖𝑛(𝑠, 𝑛,𝑚)⇔

(|𝑆𝑢𝑐𝑐1(𝑛) ∩ 𝑖𝑇 𝑖𝑛
1 | ≤ |𝑆𝑢𝑐𝑐2(𝑚) ∩ 𝑖𝑇 𝑖𝑛

2 (𝑠)|)∧

(|𝑃𝑟𝑒𝑑1(𝑛) ∩ 𝑖𝑇 𝑖𝑛
1 | ≤ |𝑃𝑟𝑒𝑑2(𝑚) ∩ 𝑖𝑇 𝑖𝑛

2 (𝑠)|)

expressing that the count of predecessors (successors) of 𝑛 that are in 𝑖𝑇 𝑖𝑛
1 (𝑠) is less

than or at most equal to the number of predecessors (successors) of 𝑚 that are in
𝑖𝑇 𝑖𝑛

2 (𝑠).

• The predicate 𝑅𝑜𝑢𝑡(𝑠, 𝑛,𝑚) is formally described as follows:

𝑅𝑜𝑢𝑡(𝑠, 𝑛,𝑚)⇔ 𝑅1
𝑜𝑢𝑡 ∧ ... ∧𝑅𝑞

𝑜𝑢𝑡

where the functions 𝑅𝑖
𝑜𝑢𝑡 (for 𝑖 = 1, ..., 𝑞) are restrictions of the general 𝑅𝑜𝑢𝑡 function,

considering only the terminal sets belonging to the 𝑖-th equivalence class established
in the preprocessing step, and defined as:

𝑅𝑖
𝑜𝑢𝑡(𝑠, 𝑛,𝑚)⇔

(|𝑆𝑢𝑐𝑐1(𝑛) ∩ 𝑖𝑇 𝑜𝑢𝑡
1 | ≤ |𝑆𝑢𝑐𝑐2(𝑚) ∩ 𝑖𝑇 𝑜𝑢𝑡

2 (𝑠)|)∧)

(|𝑃𝑟𝑒𝑑1(𝑛) ∩ 𝑖𝑇 𝑜𝑢𝑡
1 | ≤ |𝑃𝑟𝑒𝑑2(𝑚) ∩ 𝑖𝑇 𝑜𝑢𝑡

2 (𝑠)|)

expressing that the count of predecessors (successors) of 𝑛 that are in 𝑖𝑇 𝑜𝑢𝑡
1 (𝑠) is less

than or at most equal to the number of predecessors (successors) of 𝑚 that are in
𝑖𝑇 𝑜𝑢𝑡

2 (𝑠)).

2-Look-Ahead Rules

• The predicate 𝑅𝑛𝑒𝑤(𝑠, 𝑛,𝑚) is formally described as follows:

𝑅𝑛𝑒𝑤(𝑠, 𝑛,𝑚)⇔ 𝑅1
𝑛𝑒𝑤 ∧ ... ∧𝑅𝑞

𝑛𝑒𝑤

where the functions 𝑅𝑖
𝑛𝑒𝑤 (for 𝑖 = 1, ..., 𝑞) are restrictions of the general 𝑅𝑛𝑒𝑤 function,

considering only the terminal sets belonging to the 𝑖-th equivalence class established
in the preprocessing step, and defined as:

𝑅𝑖
𝑛𝑒𝑤(𝑠, 𝑛,𝑚)⇔

(|𝑖𝑁1(𝑠) ∩ 𝑃𝑟𝑒𝑑1(𝑛)| ≤ |𝑖𝑁2(𝑠) ∩ 𝑃𝑟𝑒𝑑2(𝑚)|)∧

(|𝑖𝑁1(𝑠) ∩ 𝑆𝑢𝑐𝑐1(𝑛)| ≤ |𝑖𝑁2(𝑠) ∩ 𝑆𝑢𝑐𝑐2(𝑠)|)

expressing the count of predecessors (successors) of 𝑛 that are neither in 𝑀1(𝑠) nor
in 𝑇1(𝑠) is less than or at most equal to the number of predecessors (successors) of 𝑚
that are neither in 𝑀2(𝑠) nor in 𝑇2(𝑠).
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Chapter 3

Implementation

The complexity of Simulink’s standard library, characterized by its vast number of existing
blocks, complicates model analysis and development, particularly the task of comparing
Simulink models which leads to the subgraph isomorphism detection. To address this
challenge and facilitate the efficient application of a more advanced VF3 algorithm, I have
created BLADE (Block Library for Analysis and Design Evaluation), a custom, manageable
subset of Simulink blocks specifically designed for this type of analysis. BLADE focuses
on a curated set of Simulink blocks commonly used in dynamic control systems, simplify-
ing attribute handling and reducing graph complexity. Furthermore, I have developed an
extensible implementation of the newer VF3 algorithm that inherently supports directed
attributed multigraphs. While NetworkX offers an older VF2+ implementation with mul-
tidigraph support, my work provides the benefits of the more efficient VF3 algorithm for
this task, a capability not natively available in NetworkX. Featuring a generic exporter to
a JSON format, chosen for its platform independence and ease of parsing, BLADE models
can be quickly loaded into the BALROG (Block Abstraction Library Represented as Ob-
ject Graph) framework. BALROG takes the JSON representation and creates an internal
object graph representation within the NetworkX Python library. These NetworkX models
are then analyzed by BALIN (Block Analysis and Linkage Identification Network), which
utilizes my custom VF3 implementation. This makes the enhanced subgraph isomorphism
detection capabilities of VF3, particularly for the directed attributed multigraphs repre-
senting BLADE models, usable within both BALIN and potentially outside of it due to its
extensible design.

Figure 3.1: Pipeline of the processing overview, illustrating my contributions (BLADE and
BALIN) alongside the third-party BALROG utility for model translation.
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3.1 BLADE: Custom Simulink Block Library
As depicted in the pipeline diagram at Figure 3.1, BLADE forms the initial stage of this
pipeline, providing simplified models as input for the BALROG and BALIN components.
This section provides an overview of BLADE’s design and structure.

3.1.1 Library Structure and Organization

BLADE is a modular library consisting of multiple block libraries for different types of
blocks all integrated as modules through the central core library. This library implements
the basic functionality of most dynamic systems for modeling. The core library consists of
a minimal set of files and directories:

• description.md: This file contains the library’s overview and outline, listing all
modules and the names of available blocks.

• core_lib.slx: This file follows the naming convention outlined by the code-of-
conduct document for the library. The library itself contains model references to
the underlying modules.

Each module should represent a logically grouped set of blocks, creating a specific
category (e.g., Continous, Math, Sources). In the library, a module is represented as a
directory with a specific name containing the following files:

• description.md: Documentation for the module, adhering to the structure dictated
by the code-of-conduct.

• modulename.slx: The file containing the blocks associated with the module.

Following modules were created:

• Continuous: This module provides blocks for time integration, which is essential for
simulating dynamic systems.

• Converters: This module includes blocks for converting data types, which is essential
for interfacing with different components and systems.

• Filters: This module contains various filter blocks that process input signals by
applying custom transfer functions of frequency-based filtering (e.g., low-pass and
high-pass filters).

• Lookup Tables and Signal Routing: This module provides essential components
for value mapping and conditional signal routing within the BLADE core library.

• Logical Operators: This module contains logical operation blocks, including ’not’,
’and’, and ’or’ functions, for implementing Boolean logic.

• Math: This module contains a collection of mathematical operations designed for
use within a BLADE core library. Each block within this module performs a specific
arithmetic function, allowing users to manipulate and process signals easily.

• Misc: This module includes various utility blocks for diverse purposes.
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• Relational operations: This module provides a set of relational operators for use
within the BLADE core library. These blocks facilitate comparison between two input
signals, allowing users to implement conditional logic and decision-making processes
in their Simulink models.

• Sources: This module provides essential input and output management functionality
and signal generation within the BLADE core library. It consists of masked Inport
and Outport blocks for signal flow and Subsystem blocks for hierarchical organization,
as well as source blocks that generate various input signals.

The Core Library (core_lib) has been thoughtfully structured to include a curated se-
lection of essential blocks that facilitate the creation of relatively complex models while
covering a wide range of use cases. The chosen blocks are designed to address fundamental
operations necessary for modeling dynamic systems in Simulink. Each module within the
library has been carefully defined to ensure comprehensive functionality without unneces-
sary complexity. This minimalist approach provides users with the critical tools required
for modeling, such as signal generation, mathematical computations, data filtering, and
integration tasks. The core library streamlines the modeling process by including only
these essential blocks, allowing users to focus on building and analyzing their systems effec-
tively. This selection enhances usability and maintainability and ensures that the library
remains adaptable for future expansions and refinements, making it an invaluable resource
for engineers and researchers alike.

All blocks in the library were created following the project’s code of conduct. To ensure
the growing BLADE library remains consistent and maintainable, the following principles,
formalized within that code of conduct, must be followed when adding any new block:

• Simplicity: Design blocks must be easy to understand.

• Consistency: Follow the library architecture and adhere to established naming and
structural conventions.

• Efficiency: Minimize computational load and ensure high performance during sim-
ulations.

• Modularity: Ensure that each block is self-contained and reusable in different sce-
narios.

3.1.2 BLADE Block Design and Masking

Every block in a module must be masked. The masking feature in Simulink creates a
custom parameter interface for the block. In the masking dialog, it is mandatory to set
a mask type, a field used by the JSON exporter to package block-specific parameters,
and block documentation, which guides modelers. All mask types must follow a naming
specification defined by the code-of-conduct, such as the BcoreContinous_integrator or
the BcoreSource_constant. The naming convention indicates that a block belongs to the
BLADE library (capital B), specifies the internal library it belongs to (core), indicates the
module it is a part of (e.g., Continous, Sources, Math), and ends with the actual name of
the block (e.g., constant or integrator). Blocks within the same module share the same
prefix.
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3.1.3 JSON Exporter Implementation

With its generic exporter to a JSON format, a choice made due to JSON’s platform inde-
pendence and ease of parsing, BLADE models can be quickly loaded into the BALROG
(Block Abstraction Library Represented as Object Graph) framework. The exporter ex-
tracts information from each BLADE block, including its mask type, parameters defined
within the mask, and its connections to other blocks. This extracted data is then struc-
tured into a JSON format, which is both human-readable and easily parsed by software. Its
straightforward text-based format also simplifies parsing, making it an ideal intermediary
format for transferring model information to BALROG for further analysis.

3.1.4 Testing and Validation of BLADE and Exporter

Six models were developed in the testing and validation phase to assess the functionality
and robustness of the BLADE library and its exporter. The first three models are static
systems that represent simple algebraic expressions. These straightforward models were
initial tests to validate the exporter’s basic functionality, ensuring that fundamental oper-
ations were accurately translated into the JSON format. To further evaluate the library’s
capabilities, three additional models were created to the mirror established Simulink exam-
ple models: the bouncing ball model, the anti-lock braking system (ABS) model, and the
aircraft longitudinal model. The implementation of these real-world models confirmed the
library’s ability to construct complex simulations using only blocks from the BLADE core
library. Additionally, a manual examination of the generated JSON outputs for each of the
aforementioned models provided further validation of the exporter’s functionality, ensuring
that the data accurately reflected the structure and parameters of the original Simulink
models. This comprehensive testing approach demonstrates the reliability and effectiveness
of the BLADE library in facilitating model analysis.

3.1.5 Summary of BLADE Design and Implementation

The BLADE library, with its structured design, curated block selection, and integrated
JSON exporter, forms a crucial first step in the model analysis pipeline. By providing a
simplified and consistent set of blocks and a standardized export format, BLADE effectively
addresses the challenges posed by the complexity of the standard Simulink library, paving
the way for efficient subgraph isomorphism detection using BALIN. Its effectiveness is
validated through continuous testing, ensuring its reliability and suitability for facilitating
advanced model analysis tasks.

3.2 BALROG: An Independent Translation Tool
It is important to clarify that the Block Abstraction Library Represented as Object Graph
(BALROG) framework was not a primary focus of this research and was developed as an
entirely independent project by other contributors. While BALROG serves as a separate,
albeit complementary, tool within the broader workflow I am presenting, my active in-
volvement has been limited to utilizing its capabilities for translating BLADE models. Its
inclusion here is for the sake of completeness and to provide a clear understanding of the
overall pipeline involved in analyzing these models.

Originally, BALROG began as a simple Python script designed to translate the JSON
output of BLADE models into a JSON format compatible with the NetworkX library. This
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initial version served as a straightforward bridge between the custom BLADE representation
and the graph manipulation capabilities of NetworkX.

However, independently of my work on BLADE and the VF3-based analysis in BALIN,
BALROG has evolved significantly. It has matured into a more comprehensive translation
unit capable of accepting a wide variety of Simulink model exports beyond just the BLADE
JSON format. This enhanced BALROG now possesses the ability to unify these diverse
inputs into a consistent NetworkX graph representation, making it a valuable tool for
broader Simulink model analysis beyond the specific scope of this thesis. Its inclusion here
serves to illustrate the complete pipeline, from the creation of simplified BLADE models
to their analysis using the developed VF3 algorithm within BALIN, leveraging BALROG
as the crucial intermediary for graph representation.

3.3 BALIN: VF3 Subgraph Isomorphism Implementation
As shown in the pipeline diagram at Figure 3.1, BALIN represents the final and crucial
stage of the pipeline, providing the core analysis engine of this thesis. This section provides
an overview of BALIN’s design and structure.

3.3.1 Purpose and Role in the Pipeline

As previously described, the tools BLADE and BALROG have been created to make it
more convenient to work with Simulink. While BLADE provides a simplified Simulink
library of blocks with a generic exporter to the JSON and BALROG can take any JSON
representation of the Simulink model and convert it to the internal representation of Net-
workX, those tools are just supportive. The main goal of the thesis is to reduce the testing
scenarios by finding isomorphic subgraphs of the models. That is what a BALIN is meant
to be.

3.3.2 Project Structure and Components

BALIN is structured as a typical Python 3.X project, following standard packaging and
project organization conventions, as indicated by including a pyproject.toml file. The src
directory houses the primary codebase, organized into two key components.

First, main.py serves as the entry point for the balin-cli command-line interface (CLI).
This CLI is designed for users to initiate and manage batch VF3 analysis, leveraging
Python’s multiprocessing library to process multiple graph pairs in parallel efficiently. Sec-
ond, and central to BALIN’s functionality, is the vf3 package. This package is the heart
of BALIN, encapsulating all core implementations of the VF3 subgraph isomorphism algo-
rithm and its specialized derivations.

The package’s design is centered around an abstract base class, VF3. This abstract
class is intentional, serving as a blueprint for VF3 implementations and enforcing a clear
separation between the core topological subgraph isomorphism algorithm and the semantic
consistency checks. By defining label and semantic_feasibility as abstract methods,
the VF3 class ensures that derived classes must provide concrete implementations for these
crucial steps, allowing for customizations based on specific graph types and analysis require-
ments. With a dedicated vf3 package and a separate main.py CLI, this project structure
reflects a layered design principle to enhance robustness and reusability. The core algorithm
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implementations within the vf3 package are decoupled from the user interface in main.py,
allowing for independent development and testing.

Furthermore, the abstract VF3 class within the vf3 package promotes reusability by
providing a generalized VF3 framework that can be extended and adapted for different
types of graphs and semantic requirements, making it easily modifiable for user-specific use
cases, even beyond the scope of the Simulink model analysis.

3.3.3 BALIN Command-Line Interface

The balin-cli, implemented within the main.py module, serves as the primary user-facing
interface for BALIN. It is designed as a command-line tool to facilitate batch processing of
VF3 subgraph isomorphism analyses. The command line utility allows users to efficiently
analyze multiple pairs of pattern and target graphs in an automated and streamlined man-
ner, making it practical for large-scale model analysis tasks.

Key Functionalities and Arguments

The balin-cli provides several key functionalities accessible through command-line argu-
ments, enabling flexible control over the VF3 analysis process.

• Input Graph Specification: The CLI requires two positional arguments:
PATTERN_DIR and TARGET_DIR. These arguments specify the directories containing
the pattern and target graphs, respectively. balin-cli expects these directories to
be populated with JSON files, where each JSON file represents a graph in the format
expected by BALROG.

• Algorithm Selection: The -m or –matcher argument allows users to select the
semantic matcher to be used during the VF3 subgraph isomorphism algorithm. The
available options are simulink to use vf3_blade_base class as a matcher,
simulink_strict to use vf3_blade_strict class as a matcher and random to use
vf3_r class as a matcher, corresponding to different semantic compatibility checks
implemented within BALIN. The default matcher is simulink, tailored for analyzing
Simulink models represented using the BLADE library. random matcher was used
just for testing and benchmarking in section 4.1.

• Minimal Target Set Selection (-mps or –minimal-pattern-set): This argument
activates a post-processing step to identify a reduced set of target graphs based on the
results of a completed subgraph isomorphism search. After finding all occurrences of
the provided pattern graphs across numerous target graphs, this option aims to select
a near-minimal subset of those target graphs that collectively ensure coverage of all
the pattern graphs successfully found in the initial search. Specifically, the goal is to
identify the smallest subset of target graphs that collectively contain every pattern
graph found in the initial, larger set of target graphs during the main search. This
selection task is computationally equivalent to the well-known Set Cover problem,
which is NP-hard. Given the complexity, balin-cli implements an efficient greedy
approximation algorithm to determine this target graph subset. While the greedy
approach yields a potentially suboptimal solution (i.e., not guaranteed to be the
absolute smallest set), it provides a computationally tractable method to significantly
reduce the number of target graphs required for subsequent tasks, such as regression
testing or detailed analysis, while still maintaining coverage of all identified pattern
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types. This feature is intended to streamline workflows where analysis needs to focus
on a representative, yet comprehensive, subset of models containing specific structures
of interest.

• Output Options: The -o or –output argument, followed by a file path, allows users
to specify the output file for the analysis results. If no output file is specified by
default, the results are written to results.json in the current working directory.
Furthermore, the -v or –verbose flag enables verbose mode. Analysis progress and
results are also printed to the standard output and written to the output JSON file
when activated. A progress bar indicates the batch processing status if verbose mode
is not enabled.

• Batch Processing Capabilities: balin-cli inherently supports batch processing.
It automatically performs a Cartesian product of the graphs found in the PATTERN_DIR
and TARGET_DIR, conducting a subgraph isomorphism analysis for every pattern-
target graph pair. The level of parallelism in this batch processing can be controlled
using the -p or –processes argument, which specifies the number of parallel pro-
cesses to be used. The default is set to a number of the system’s cores, but users can
adjust this based on their system’s resources and desired processing speed.

• Finding All Mappings (-a or –all): The optional -a or –all flag provides con-
trol over the VF3 algorithm’s search behavior. When this flag is included, balin-cli
instructs the VF3 algorithm to find all possible subgraph isomorphisms. As high-
lighted in the help message, it is important to note that enabling this option may
significantly increase processing time, as it effectively turns off many of the heuristic
optimizations within the VF3 algorithm designed to prune the search space. There-
fore, this option should be used cautiously, primarily when a complete enumeration
of all isomorphisms is required, rather than just checking for the existence of one or
a few.

• Search by looking at weakly connected components (-w or –weak): When
this flag is activated, the pattern graph files will be parsed to identify and utilize
all weakly connected components within them as separate pattern graphs for the
subgraph isomorphism search. By default, the parser assumes entire file represents
a single pattern graph. This option allows for a more comprehensive search using
multiple potential pattern graphs derived from a single input file.

3.3.4 The vf3 Python Package: Core VF3 Implementation

The vf3 Python package is the core component of BALIN, housing the implementations
of the VF3 subgraph isomorphism algorithm and its specializations. As illustrated in the
UML class diagram at Figure 3.2, the package is structured around an abstract base class,
VF3, defined in vf3.py, and several derived classes, each in its module, that extend and
specialize the base algorithm for different types of graphs and analysis requirements.

Package Structure and Module Overview

The modules within the vf3 package are organized as follows:

• vf3.py: This module defines the VF3 abstract base class. It provides the funda-
mental implementation of the VF3 algorithm, focusing on the topological aspects of
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subgraph isomorphism detection for directed attributed multigraphs. The VF3 class is
designed to be generic and reusable, implementing the core search logic while leaving
the semantic consistency checks to be defined by its subclasses.

• vf3_r.py: This module contains the VF3_R class, which extends the VF3 base class.
The ’R’ stands for ”Randomly“ generated graphs. This specialization was used merely
for testing and benchmarking purposes. The generated graphs for this matcher consist
of a single attribute, ”C,“ which is just a number. It holds that if two nodes are
equivalent in semantic feasibility, they hold the same number. This simple attribute
allows testing and measuring algorithm behavior on various statistical distributions.

• vf3_blade_base.py: This module defines the VF3_blade_base class, another deriva-
tive of the VF3 base class. This specialization is designed to analyze Simulink models
represented using the BLADE library. It implements ”basic“ semantic checks tailored
to BLADE blocks, going beyond purely topological matching to incorporate attributes
all Simulink blocks share. It checks the properties of a block that are shared by all
the types of blocks. Namely, the type of the blocks, port types, port dimensions, and
signal interconnections must match.

• vf3_blade_strict.py: This module contains the VF3_blade_strict class, which
extends VF3_blade_base to provide the most specialized and rigorous subgraph iso-
morphism detection within BALIN, specifically designed for ”strict“ semantic com-
parison of BLADE models. Building upon the semantic checks of VF3_blade_base,
VF3_blade_strict enforces even more comprehensive checks, considering all block
attributes for equality. Crucially, this implementation introduces the flexibility to use
lambda predicates within the values field of block attributes in pattern graph mod-
els. Instead of requiring a direct string match, a value in the pattern graph’s values
field can be a lambda expression (e.g., lambda x: x.startswith(’Gain’)). This
lambda predicate, defined as a string but evaluated during the semantic check, takes
the corresponding attribute value from the target graph as input (a string) and re-
turns True or False based on a custom condition defined in the lambda expression.
This allows for highly flexible and powerful semantic feasibility checks beyond simple
string equality, enabling users to define custom matching logic based on attribute
values using Python code directly within the model representation.

This inheritance-based structure allows for code reuse and a clear separation of concerns.
The base VF3 class provides the core algorithm, while the derived classes specialize it by
adding semantic compatibility checks appropriate for different graph types and analysis
scenarios. This design promotes extensibility and maintainability, allowing the algorithm
to be adapted and expanded to support new graph types or more refined semantic matching
criteria. The UML diagram of the class hierarchy is depicted in picture 3.2 and will be
discussed in more detail in the next section.

In-depth Analysis of vf3.py: The VF3 Abstract Base Class

The VF3 class, defined in vf3.py, serves as an abstract base class and the foundation for
all VF3 algorithm implementations within BALIN. Its primary purpose is to provide a
generic and reusable implementation of the core topological subgraph isomorphism search
algorithm, as detailed in Chapter 2.3. As an abstract base class, VF3 is not intended to
be used directly. Instead, it defines the standard interface and algorithmic logic shared by
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Figure 3.2: UML class diagram of vf3 package.
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all VF3 specializations while delegating the implementation of semantic consistency checks
to its derived classes. This design choice ensures the separation of concerns, allowing the
base class to focus solely on the graph topology aspects of the algorithm, thus providing a
robust and generalized VF3 framework.

The VF3 class offers a structured interface through its methods, categorized by visibility:

• Public Methods (API): These methods form the external API for interacting with
the VF3 objects.

__init__(G_p, G_t, light)
Purpose: Constructor. Initializes the VF3 object with the pattern and target
graphs.
Parameters:

– G_p (pattern graph): The pattern graph (graph to be matched).
– G_t (target graph): The target graph (graph to search for the pattern).
– light (bool): Whether to use a light version of the algorithm, more suitable

for small and/or sparse graphs. Light version of the algorithm turns off rules
𝑅𝑖𝑛, 𝑅𝑜𝑢𝑡 and 𝑅𝑛𝑒𝑤 as described in section 2.3.6. [3]

Functionality: Creates copies of input graphs, sets recursion limit (if needed),
calls initialize to prepare internal data structures.

initialize()
Purpose: Initializes internal data structures for the VF3 algorithm. Sets up core
mappings, terminal sets, and parent node mappings; calculates exploration se-
quence; preprocesses pattern graph; and initializes label counts.

sanity_check(): bool
Purpose: Performs a sanity check to quickly determine if 𝐺𝑡 could contain 𝐺𝑝.
Verifies if the number of nodes with each label in the target graph (𝐺𝑡) is greater
than or equal to the number of nodes with the same label in the pattern graph
(𝐺𝑝).
Return Value: True if label counts in 𝐺𝑡 are sufficient for 𝐺𝑝, False otherwise.
Returns False if 𝐺𝑝 has any label with a higher count than 𝐺𝑡.

subgraph_is_isomorphic(): bool
Purpose: Checks if a subgraph isomorphism exists between the pattern and
target graphs. It uses the VF3 algorithm to determine if at least one subgraph
isomorphism exists efficiently.
Return Value: True if a subgraph isomorphism exists, False otherwise.

subgraph_isomorphism_iter()
Purpose: Generates an iterator of subgraph isomorphisms from the pattern graph
to the target graph. Yields each subgraph isomorphism found by the VF3 algo-
rithm.
Return Value: Iterator yielding dictionaries. Each dictionary represents a sub-
graph isomorphism, keys are nodes from the pattern graph, and values are cor-
responding nodes from the target graph.

match()
Purpose: Performs the core VF3 subgraph isomorphism algorithm. The recursive
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function explores possible mappings, guided by syntactic and semantic feasibility
checks. The method implements Algorithm 1.
Return Value: Iterator yielding dictionaries. Each dictionary represents the
subgraph isomorphism mapping (from 𝐺𝑝 nodes to 𝐺𝑡 nodes) if a match is found.

• Private Methods: These methods are for internal class hierarchy use and may be
overridden or used by subclasses.

__preprocess_G_p()
Purpose: Preprocesses the pattern graph to calculate in-depth and out-depth
terminal sets. Computes and stores in-depth and out-depth entry depths for
each node in the pattern graph and populates _parent dictionary. The method
implements Algorithm 2.

__exploration_sequence()
Purpose: Calculates the exploration sequence for the pattern graph. Determines
the order in which nodes of the pattern graph are considered during matching
using a heuristic based on node labels, in-degrees, and out-degrees. See section
2.3.3.

candidate_pair_iter()
Purpose: Generates candidate node pairs (n, m) for matching using the VF3
approach. Efficiently generates candidates by considering the parents of nodes
in 𝐺𝑝 and their corresponding mappings in 𝐺𝑡, reducing the search space.
Return Value: Iterator yielding tuples (n, m) representing candidate node pairs,
where n is from 𝐺𝑝 and m from 𝐺𝑡. The method implements Algorithm 3.

syntactic_feasibility(n, m): bool
Purpose: Checks the syntactic feasibility of matching node n in 𝐺𝑝 with m in
𝐺𝑡. Enforces topological constraints of the VF3 algorithm, verifying edge counts
between nodes and predecessors/successors. See section 2.3.6.
Parameters: n (node in 𝐺𝑝), m (node in 𝐺𝑡).
Return Value: True if the pair (n, m) is syntactically feasible, False otherwise.

_T1_in()
Purpose: Calculates the set of terminal nodes for incoming edges in 𝐺𝑝 (𝑇 𝑖𝑛

1 ).
This set contains nodes in 𝐺𝑝 that are not yet in the core mapping and have
an entry depth value less than or equal to the current depth. It should be used
exclusively for accessing the 𝑇 𝑖𝑛

1 set.
Return Value: A set of nodes in 𝐺𝑝 representing the terminal set for incoming
edges.

_T1_out()
Purpose: Calculates the set of terminal nodes for outgoing edges in 𝐺𝑝 (𝑇 𝑜𝑢𝑡

1 ).
This set contains nodes in 𝐺𝑝 that are not yet in the partial mapping and have
an entry depth value less than or equal to the current depth. It should be used
exclusively for accessing the 𝑇 𝑜𝑢𝑡

1 set.
Return Value: A set of nodes in 𝐺𝑝 representing the terminal set for outgoing
edges.

• Abstract Methods (Subclasses Must Implement): These methods are abstract
and require concrete implementations in derived classes.
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semantic_feasibility(n, m): bool
Purpose: Abstract method for semantic consistency checks of a candidate node
pair. Derived classes must implement this to handle specific semantic constraints.
See section 2.3.6.
Parameters: n (Node in 𝐺𝑝), m (Node in 𝐺𝑡).
Return Value: True if the pair satisfies semantic constraints, False otherwise.

label(node, graph)
Purpose: Abstract method to retrieve the label for a given node. Derived classes
must implement this to provide the specific logic for determining the label of a
node. See section 2.3.3.
Parameters:

– node: The node for which to retrieve the label.
– graph: The reference to the graph which node belongs to; either self.G_p

or self.G_t.
Return Value: A hashable object representing the node’s label.

The VF3 class also uses these attributes for state and data management during the
search:

• Public Attributes: Directly accessible attributes.

– G_p: Pattern graph.
– G_t: Target graph.
– light: ”Light mode“ flag.
– Gp_labels_count: Number of nodes of a given label in the pattern graph. Used

by sanity_check method.
– Gt_labels_count: Number of nodes of a given label in the target graph. Used

by sanity_check method.
– classes: The set of all labels found in either pattern or target graph.

• Private Attributes (Internal Use - Conceptual): Attributes for internal use
within VF3 and subclasses.

– _core_1, _core_2: Dictionaries whose keys represents partial mappings 𝑀1(𝑠)
and 𝑀2(𝑠). Each key points to the node to which the node is mapped to. See
section 2.3.2.

– _in_1, _out_1, _in_2, _out_2: Terminal sets 𝑇 𝑖𝑛
1 (𝑠), 𝑇 𝑜𝑢𝑡

1 (𝑠), 𝑇 𝑖𝑛
2 (𝑠), 𝑇 𝑜𝑢𝑡

2 (𝑠).
Sets store the depth at which the corresponding node entered the set. Sets 𝑇 𝑖𝑛

1

and 𝑇 𝑜𝑢𝑡
1 are precalculated and must be accessed through methods _T1_in()

and _T1_out() respectively. See section 2.3.2.
– _parent: Spanning tree. See section 2.3.5.
– _labels_pattern_precalc, _labels_target_precalc: Pre-calculated labels

for each node in pattern and target graphs.
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3.3.5 Summary of BALIN Implementation

The BALIN implementation provides a robust and adaptable framework for batch sub-
graph isomorphism analysis, particularly tailored for Simulink models represented using
the BLADE library. BALIN leverages the VF3 algorithm at its core, implementing it as a
flexible and extensible Python package.

The balin-cli provides a user-friendly command-line interface, abstracting away the
complexities of the underlying algorithm and enabling efficient batch processing of graph
pairs. Decoupled from the CLI, the vf3 package encapsulates the core VF3 algorithm
implementations, promoting independent development and testing of the algorithmic com-
ponents.

Within the vf3 package, the abstract VF3 base class is central to BALIN’s design.
By providing a generalized implementation of the topological VF3 algorithm and defining
abstract methods for semantic feasibility and labeling, the VF3 class enables significant code
reuse and extensibility. This abstraction allows creation of specialized VF3 implementations
tailored to different graph types and analysis requirements.

BALIN includes three key specializations of the VF3 algorithm: VF3_R, VF3_blade_base,
and VF3_blade_strict. VF3_R was primarily used for testing and benchmarking the core
algorithm. VF3_blade_base provides basic semantic checks for BLADE models, consider-
ing fundamental block attributes shared by all blocks. VF3_blade_strict, building upon
VF3_blade_base, implements more rigorous semantic checks, enforcing a stricter level of
graph correspondence by considering a strict correspondence of each block’s type’s param-
eters in a mask. This hierarchy of derived classes demonstrates BALIN’s ability to adapt
the VF3 algorithm to varying semantics of the graph’s nodes, making it suitable for general
graph analysis and of specialized Simulink model verification.

BALIN offers a well-structured and extensible VF3-based analysis engine. Its modular
design, centered around the abstract VF3 class and specialized derived implementations,
promotes code reusability, maintainability, and adaptability. The balin-cli provides a
practical user interface for batch processing, establishing BALIN as a valuable tool for
automated subgraph isomorphism analysis, not only of BLADE or other Simulink-based
models.
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Chapter 4

Benchmarking and Testing

The subgraph isomorphism problem, to which VF3 algorithm provides a solution, is in-
herently NP-complete with a worst-case asymptotic time complexity of 𝑂(𝑛! * 𝑛) and a
polynomial memory complexity of 𝑂(𝑛). Due to the computational intractability in the
general case, practical algorithms rely on heuristics to achieve feasible average-case per-
formance. Therefore, rigorous benchmarking is crucial to evaluate the effectiveness of our
proposed VF3 algorithm.

This benchmarking section serves two primary objectives:

• Performance Evaluation: To quantitatively assess the runtime efficiency of the VF3
algorithm.

• Correctness Testing: To verify the algorithm consistently finds subgraph isomor-
phisms when they exist and correctly identifies non-isomorphism when they do not.

Correctness testing will involve both positive cases, where subgraph isomorphism is
expected to be found (e.g., comparing a graph to itself, or finding a known subgraph), and
negative cases, where subgraph isomorphism is not expected, to ensure the algorithm
correctly identifies non-isomorphism scenarios.

To achieve these objectives, I conducted a series of experiments on three distinct types
of directed multidigraphs: randomly generated Simulink-like graphs, BLADE models, and
industrial-scale models provided by Honeywell.

My benchmarking methodology involves systematic variation of key graph parameters
to assess performance under different conditions, including the number of nodes (to evaluate
scalability), class label distributions (uniform and non-uniform), and subgraph ratios (to
examine performance for different subgraph sizes relative to the target graph). For each
parameter configuration, the primary key performance metric considered will be the Match
Time (time taken by the subgraph_is_isomorphic method). Construction Time (time
to instantiate the VF3 object) will not be considered in the main performance analysis
as it exhibits linear growth and thus contributes only marginally to the overall execution
time, whereas Match Time, the core of the subgraph isomorphism detection, presents a
non-polynomial growth and constitutes the main performance bottleneck of the algorithm.

4.1 Tests on Randomly Generated Graphs
Randomly generated multidigraphs are designed to mimic the connection structure typically
found in Simulink models. To achieve this, our graph generator enforces approximate
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constraints on node degrees, limiting the maximum in-degree to three and the maximum
out-degree to two. These constraints are based on typical connection patterns observed in
Simulink diagrams, and align with insights from the BLADE model library regarding the
structural characteristics of such systems. Since this work targets Simulink models and
their minimization, these structural constraints are assumed while benchmarking the VF3
algorithm.

The benchmarks were executed on a system with the following specifications:

• Processor: Intel Core i7-9750HQ, 2.6 GHz (Base Clock)

• Memory: 16 GB DDR4 RAM

• Operating System: Ubuntu 24.04 (64-bit)

• Storage: 512 GB NVMe SSD

4.1.1 Positive Tests

Figures 4.1 and 4.2 present the results of subgraph isomorphism benchmark tests on ran-
domly generated Simulink-like graphs. In these tests, the pattern graph 𝐺𝑝 was gener-
ated as an induced subgraph of the target graph 𝐺𝑡, ensuring that a subgraph isomor-
phism always exists. Consequently, for these test cases, the expected outcome of the
subgraph_is_isomorphic algorithm is always ’true’, as confirmed by my benchmark re-
sults. Four subgraph ratios of pattern graph size to target graph size were evaluated: 1.0,
0.9, 0.8, and 0.7. The number of nodes in the target graphs ranged from 50 to 1250, which
we consider to be representative of typical Simulink model sizes. In the uniform distribution
tests, node classes were assigned uniformly at random, with the number of distinct classes
varied across experiments as 1, 4, 16, and 32. For the geometric distribution [12] tests, the
parameter 𝑝 of the geometric distribution, controlling the skewness of the class distribution,
was varied across values of 0.2, 0.3, 0.4, and 0.5.

The observation that uniformly distributed classes can lead to increased runtime with
a higher number of classes might initially seem counter-intuitive. This effect, however, is
likely due to the nature of uniform class assignment. When classes are distributed uniformly
and randomly, they provide less discriminative information for the algorithm’s heuristics.
Specifically, with uniform distributions, the semantic feasibility checks based on class la-
bels become less effective at pruning the search space, potentially leading to increased
exploration and runtime overhead as the number of classes increases. Conversely, for the
non-uniform (geometric) distribution, the algorithm’s performance improves with increas-
ing values of the parameter 𝑝. This is because higher 𝑝 values result in a more skewed
distribution, where some classes are significantly more frequent than others. This skewness
likely enhances the effectiveness of class-based heuristics, allowing for more efficient pruning
of the search space and thus faster subgraph isomorphism detection.

Fitting a power function 𝑥𝑝 to the benchmark data points resulted in approximate values
for the exponent 𝑝 of 3.1 for uniform class distribution and 3.2 for non-uniform class distri-
bution. These values are close to 3, suggesting that the average-case runtime complexity on
these randomly generated graphs is approximately cubic, or 𝑂(𝑛3). More precisely, curve
fitting indicates an average runtime scaling of approximately 𝑂(𝑛3.1) for uniform distribu-
tion and 𝑂(𝑛3.2) for non-uniform distribution within the tested range of graph sizes and
under the specified testing constraints. These empirical results suggest that the heuristics
incorporated into the VF3 algorithm are effective in significantly reducing the average-case
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Figure 4.1: Benchmark of randomly generated Simulink-like multidigraphs labeled using
uniform distribution.

runtime complexity compared to the theoretical worst-case scenario. The observed near-
cubic scaling provides empirical evidence that the heuristics achieve a substantial degree of
pruning of the search space, resulting in polynomial average-case performance for subgraph
isomorphism detection on these randomly generated Simulink-like graphs.

4.1.2 Negative Tests

To complement the positive subgraph isomorphism tests and comprehensively evaluate the
VF3 algorithm’s correctness, I conducted a series of benchmark experiments designed to
assess its performance in scenarios where subgraph isomorphism is not present. These
negative tests are crucial to verify that the algorithm correctly identifies non-isomorphic
graph pairs and does not produce false positives.

For these experiments, I employed a systematic approach to generate non-isomorphic
graph pairs based on the randomly generated Simulink-like multidigraphs. Starting with
a target graph (𝐺𝑡), I first created a pattern graph (𝐺𝑝) as an induced subgraph of 𝐺𝑡,
ensuring an initial state of guaranteed subgraph isomorphism. In order to generate a non-
isomorphic pair, I introduced a controlled perturbation: I randomly reassigned the class
labels of all nodes in the pattern graph (𝐺𝑝) to new, randomly chosen classes (ensuring the
new label differed from the original). This label randomization process is designed to break
the label compatibility necessary for subgraph isomorphism while preserving the underlying
graph structure.

The benchmark experiments for non-isomorphism mirrored the parameter variations
used in the positive isomorphism tests. I considered again four subgraph ratios (1.0, 0.9,
0.8, and 0.7), varying the number of nodes in the target graphs from 50 to 1250, and
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Figure 4.2: Benchmark of randomly generated Simulink-like multidigraphs labeled using
geometric distribution.

employing both uniform and geometric distributions for assigning node class labels (with
the same class counts, except the scenario with only one label, and geometric distribution
parameters as in the positive tests). For each parameter configuration, I executed the VF3
algorithm’s subgraph_is_isomorphic method on the generated (𝐺𝑝, 𝐺𝑡) pairs.

The results of these negative subgraph isomorphism tests are presented in Figures 4.3
and 4.4. As these graphs were specifically constructed to be non-isomorphic, the expected
outcome for all test cases is that the subgraph_is_isomorphic method correctly returns
false. These benchmarks aim to evaluate the algorithm’s efficiency in detecting the absence
of subgraph isomorphism and to assess whether the performance trends observed in positive
tests hold true in negative scenarios as well.

In contrast to the positive subgraph isomorphism tests under uniform class distribution
(Figures 4.1), the trend observed in the negative isomorphism checks (Figures 4.3) exhibits
a reversal. Specifically, for non-isomorphic graph pairs with uniformly distributed labels,
an increased number of distinct classes leads to a decrease in the time required by the VF3
algorithm to determine the absence of subgraph isomorphism. This is in direct opposition
to the positive test results, where more classes generally resulted in increased runtime.

Furthermore, a significant observation is the stark difference in execution speeds between
positive and negative isomorphism tests for uniformly labeled graphs. The time taken by
the VF3 algorithm to reject the non-existence of subgraph isomorphism in these negative
tests is approximately 55 times faster, on average, than the time taken to confirm the
existence of subgraph isomorphism in the corresponding positive tests. This substantial
speed difference highlights the algorithm’s efficiency in quickly identifying negative cases,
particularly when labels are uniformly distributed.
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Figure 4.3: Benchmark of randomly generated Simulink-like multidigraphs where the
searched subgraph is not found, labeled using uniform distribution.
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Figure 4.4: Benchmark of randomly generated Simulink-like multidigraphs where the
searched subgraph is not found, labeled using geometric distribution.
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In the case of non-uniformly labeled graphs with geometric class distributions (Figures
4.4), the rejection of subgraph isomorphism becomes even more obvious. For these negative
test scenarios, the algorithm exhibits near-instantaneous rejection times across all tested
graph sizes and parameter configurations. This suggests that the skewed class distributions
inherent in the geometric model provide highly effective discriminators, enabling the VF3
algorithm to very rapidly conclude non-isomorphism.

These benchmarking results for negative isomorphism scenarios provide strong support
for the suitability of the VF3 algorithm for applications involving subgraph isomorphism
detection in Simulink-like models. The algorithm’s ability to rapidly reject non-isomorphic
graph pairs is a crucial advantage in practical model checking and analysis scenarios. When
searching for subgraph isomorphisms within a large set of models, efficient rejection of
negative cases is often more critical than optimizing the runtime for positive matches. The
observed performance trends in both uniform and non-uniform negative tests demonstrate
that the VF3 algorithm, particularly when combined with class-label based heuristics, is
well-suited for efficiently filtering out non-isomorphic cases, thereby focusing computational
effort on potentially isomorphic pairs.

4.2 Tests on BLADE Models
To evaluate the VF3 algorithm’s performance on more realistic Simulink-like models incor-
porating semantic information, a series of benchmark tests were conducted using models
constructed from the BLADE library. These tests aim to validate the algorithm’s correct-
ness and provide preliminary insights into its performance when applied to models with
semantic attributes, moving beyond the randomly generated graphs used in initial bench-
marks.

Methodology
For these experiments, three base models were utilized, representing established Simulink
example systems implemented using BLADE blocks: the bouncing_ball model, the abs
(Anti-lock Braking System) model, and the aircraft_longitudinal_control model. From
each of these base models, four submodels were manually extracted, denoted with the suffix
_sub_<1-4>.

A series of ”cross-check“ tests were performed. In these tests, each extracted submodel,
and the base models themselves, were used as pattern graphs and compared against a
range of target graphs, including themselves, their corresponding base models, and other
submodels within the same model family.

The balin-cli tool was used to execute these subgraph isomorphism checks. The
specific matcher used in these initial tests is vf3_blade_strict. The primary objective of
these initial tests was to verify the correctness of the algorithm – that it would successfully
identify subgraph isomorphisms in scenarios where they were expected based on the manual
submodel extraction.

Results and Discussion
The execution of the cross-check benchmarks, encompassing a total of 225 comparisons,
was completed in a total time of approximately 0.23 seconds. The results indicated that
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subgraph isomorphisms were successfully identified everywhere where they were anticipated
to exist.

This initial set of results provides valuable preliminary validation of the VF3 algorithm’s
implementation within BALIN when applied to BLADE models. The successful detection
of subgraph isomorphisms in these expected cases confirms that the BLADE-BALROG-
BALIN toolchain is functioning correctly and that the algorithm is capable of identifying
structural matches in models incorporating BLADE block semantics. While these tests
do not provide detailed performance metrics in terms of runtime scaling or efficiency, the
overall execution time of 0.23 seconds for all cross-checks suggests a promising level of
efficiency.

Limitations and Future Benchmarking
It is important to note that these initial ”cross-check“ tests on BLADE models are primarily
focused on verifying the correctness of the implementation. They serve as a crucial first
step in validating the applicability of the VF3 algorithm to semantically-rich Simulink-like
models. However, they have limitations:

• Lack of Systematic Runtime Analysis: Only a single, aggregate runtime mea-
surement was obtained. More granular timing data is needed to analyze the algo-
rithm’s performance for different model sizes and complexities within the BLADE
model context.

• Primarily Positive Isomorphism Tests: These tests primarily focused on scenar-
ios where subgraph isomorphism was expected to be found. Further benchmarking
should include negative cases (non-isomorphism) with BLADE models to evaluate the
algorithm’s ability to efficiently reject non-matches in this domain.

• No Submodel Ratio Variation in Detail: While submodels of different sizes were
used, the tests were not systematically designed to analyze the impact of varying
submodel ratios on runtime performance in the BLADE model context.

These initial positive results on BLADE models demonstrate the potential of the VF3
algorithm for analyzing Simulink-like models. Future benchmarking efforts will focus on
addressing the limitations identified above by conducting more systematic and in-depth
performance evaluations, including runtime scaling analysis with varying submodel ratios,
and exploring the algorithm’s performance on negative isomorphism cases and on industrial-
scale models.

4.3 Dulplicate Detection on Honeywell models
In the realm of industrial software development, particularly within companies utilizing
modeling environments like Simulink, managing a large and continuously evolving reposi-
tory of models presents a significant challenge. A key aspect of this challenge is the potential
for test redundancy, where multiple revisions of the same underlying model may in fact be
structurally and functionally identical. The large amount of these models and their itera-
tive development can lead to a substantial accumulation of redundant test cases, resulting
in wasted time, computational resources, and human effort if each revision is tested in-
dependently. Manually identifying such redundancies across a large model repository is
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often impractical and error-prone, highlighting the critical need for automated techniques.
This section addresses this need by exploring a real-world use case of the developed VF3
subgraph isomorphism detection implementation, applied to a dataset of 988 proprietary
company models. The primary objective is twofold. First, to demonstrate the toolchain’s
effectiveness in efficiently identifying redundant model revisions. In this context, these are
defined as isomorphic model pairs found across different versions of the same base model.
Second, the aim is to quantify the potential impact of such automated redundancy detec-
tion on streamlining and improving the efficiency of the software verification process within
an industrial setting. This improvement would be achieved by allowing testing efforts to
focus on unique model variations.

Characteristics of Models
To provide context for the subsequent analysis of redundancy detection, this subsection
presents summarizing statistics about the dataset of 988 company models used in this
study. These models, all originating from a single aerospace project, represent a diverse set
of encountered designs. The dataset comprises a total of 988 model files, which belong to
122 unique base models, with each base model having up to 9 revisions.

An analysis of their structural complexity reveals the following characteristics:
The number of blocks within the models ranges from a minimum of 7 to a maximum of

1720, with an average of 123 blocks per model and a standard deviation of 205. The number
of connections between blocks varies from 3 to 2728, with an average of 132 connections
per model and a standard deviation of 277. The maximum number of subsystems within
the models is 98, with an average of 3 subsystems per model and a standard deviation of
8. The average depth of the model hierarchy is 1 level with a maximum of 5. Model were
built out of up to 68 unique model types with an average of 14 with a standard deviation
9.

The existence of multiple revisions for each of the 122 base models forms the basis for
the redundancy detection analysis, as my aim is to identify structurally and semantically
identical models across these revisions.

Redundancy Detection Analysis
To identify redundant model revisions within the company model dataset, I employed the
developed VF3-based toolchain to perform graph isomorphism checks between consecutive
revisions of the same base model. Specifically, for each model with multiple revisions (up
to nine), I compared the graph representation of the model in revision 𝑛 with the graph
representation of the same model in revisions 𝑛+1, up to the maximum available revision. A
model in the lower revision (𝑛) was marked as redundant if it was found to be isomorphic to
its subsequent revisions. Given that I was comparing revisions of the same model for exact
structural and behavioral equivalence, I utilized graph isomorphism, which is a specific
case of subgraph isomorphism where both graphs (representing the two model revisions)
are required to have an identical number of nodes (blocks) and edges (signals).
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Results and Analysis
The application of the developed VF3-based toolchain to the dataset of 988 proprietary com-
pany models yielded highly impactful results regarding test redundancy and performance.
The analysis, which involved performing graph isomorphism checks between consecutive
revisions for all 122 unique base models, completed successfully. The total execution time
for this comprehensive analysis of the entire repository was remarkably efficient, completing
in just 10 minutes.1

This efficient processing enabled the complete identification of redundant model in-
stances across the dataset. A total of 501 (51%) model instances were identified as
structurally identical to their subsequent revisions, signifying a substantial level of test
redundancy within the company’s model repository.

These findings carry significant implications for enhancing software verification processes
within an industrial context:

Firstly, the identification of 501 (51%) redundant model instances presents a clear and
substantial opportunity for test effort reduction. By automatically detecting and flagging
these identical older revisions, the need to execute test cases against them can be eliminated,
potentially reducing the overall testing workload.

Secondly, the ability to analyze the entire repository of 988 models in merely 10 minutes
demonstrates the toolchain’s exceptional efficiency and practical scalability. This level of
performance makes the automated detection of model redundancy a highly feasible and
easily integrable step within existing industrial model management and testing workflows,
promising considerable time and resource savings compared to manual methods.

The successful and rapid analysis of the entire dataset, including models of varying
complexity, underscores the robustness and usability of the enhanced toolchain for ad-
dressing real-world industrial challenges in managing large and evolving model repositories.
The identified redundancy highlights a concrete area where automated graph isomorphism
detection can directly contribute to streamlining testing strategies and focusing valuable
resources on verifying unique model variations.

4.4 Targeted Pattern Detection and Coverage Analysis in
Honeywell Models

Beyond the large-scale analysis comparing model revisions, a crucial validation step involved
applying the core subgraph isomorphism capability of the developed toolchain to detect spe-
cific, predefined structural patterns within a representative subset of the industrial models.
This use-case directly addresses the primary thesis objective: demonstrating the effective

1Initial attempts using a more general matcher, vf3_blade_strict, resulted in significant timeouts for
134 models and a total execution time of approximately 3 hours for the dataset, with an individual timeout
limit of 10 minutes per match. To overcome this, a company-specialized matcher was developed with a cus-
tom lambda labeling function. This function leverages specific characteristics of how Honeywell models are
exported, allowing for a more detailed and discriminative labeling (a tuple of mask type followed by an or-
dered list of parameters, made possible by the absence of lambdas in parameters). This optimization proved
highly effective, resulting in the successful analysis of all 988 models without any timeouts and reducing
the total execution time to just 10 minutes. This demonstrates how domain-specific optimizations can
dramatically increase the efficiency of graph algorithms, and how the careful selection of an
algorithm like VF3 coupled with tailored improvements, in terms of heurestics, is particularly
beneficial in attribute-rich domains like Simulink models for achieving practical performance
gains.
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use of subgraph isomorphism for finding meaningful sub-structures within complex, real-
world Simulink models. Such capability is highly valuable in industrial practice for tasks
like locating critical functional blocks, identifying occurrences of potentially problematic
or deprecated structures, or verifying the consistent implementation of standard design
patterns, and subsequently optimizing analysis or testing efforts based on these findings.

Methodology
In collaboration with the supervising domain expert, a set of 3 distinct structural patterns
was defined. These patterns, derived from engineering knowledge of the system designs,
represented specific configurations or functional blocks deemed relevant for identification
within the models. Due to the proprietary nature of the industrial designs and associated
intellectual property constraints, the exact structure of these patterns cannot be disclosed
here.

The initial phase of this targeted search utilized the BALIN tool balin-cli and its
underlying VF3 implementation, specifically employing the vf3_blade_base matcher which
performs essential semantic checks common to all Simulink blocks. The 3 defined structures
served as the pattern graphs (𝐺𝑝). The target dataset for this specific validation consisted
of 122 unique base models, selected as representative examples from the larger Honeywell
repository. The BALIN tool was first executed to systematically search for and identify
all occurrences of each of the 3 pattern graphs across these 122 target model graphs (𝐺𝑡).
Following this initial search, the main goal was to identify a minimal set of target models
that covered all the found instances, leveraging the -mps functionality.

Results
The initial subgraph isomorphism search was executed successfully. The analysis confirmed
the presence of the specified patterns within the industrial models. Across the search
space (3 patterns searched within 122 models), instances of the defined patterns were col-
lectively found 3 times. This result empirically validates the ability of the implemented
VF3 algorithm and the BALIN tool to correctly identify user-defined subgraphs within
complex, real-world models incorporating domain-specific semantics. The performance ob-
served during this initial search was highly efficient, with the entire process completing in
approximately 0.3 seconds on the benchmark system.

Subsequently, the –minimal-pattern-set (-mps) argument of balin-cli was applied
to the results of this search. The objective was to find a near-minimal subset of the 122
target models that collectively contained these 3 identified pattern occurrences. The greedy
Set Cover algorithm implemented for this feature determined that a subset of only 2 target
models was sufficient to cover all 3 instances found in the initial comprehensive search.

Discussion
This successful validation serves as a compelling demonstration of the primary use cases en-
visioned for this research. Firstly, it confirms the toolchain’s capability for the nuanced and
often critical task of rapidly finding specific functional or structural patterns via subgraph
isomorphism within complex engineering models, achieving the search across 122 models
for 3 patterns in just 0.3 seconds.
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Secondly, and importantly, it showcases the practical utility of the integrated minimal
set cover functionality (-mps). The determination that only 2 models were needed to cover
the 3 found instances highlights a significant potential for optimization in further tasks. This
validation confirms the toolchain’s value not only in finding patterns but also in facilitating
efficient workflows based on those findings.

4.5 Conclusion
The benchmarking results presented in this chapter provide a comprehensive initial evalu-
ation of the VF3 algorithm’s performance and correctness in the context of subgraph iso-
morphism detection for Simulink-like models. Experiments on randomly generated graphs
demonstrated a near-cubic average-case runtime scaling, suggesting practical applicability
for moderately sized models, and highlighted the algorithm’s efficiency in rejecting non-
isomorphic graph pairs, particularly with non-uniform label distributions, thus fulfilling a
performance evaluation objectives.

Initial tests on BLADE models successfully confirmed the algorithm’s ability to identify
subgraph isomorphisms within semantically-rich Simulink-like models constructed using the
BLADE library, addressing a correctness testing goals. Furthermore, the application of the
enhanced VF3 implementation within the toolchain to a real-world dataset of 988 Honey-
well models, involving pairwise comparisons of consecutive revisions, proved exceptionally
efficient, completing the full analysis in just 10 minutes. This analysis revealed a significant
level of redundancy, with 501 (51%) model instances identified as redundant, underscoring
the substantial potential for improving testing efficiency within industrial-scale model-based
systems. These results strongly underscore the practical value and impact of automated
graph isomorphism detection for managing and testing large-scale industrial model-based
systems.

The combined findings from synthetic, BLADE-based, and industrial models offer com-
pelling evidence that the VF3 algorithm and the BALIN toolchain are well-suited for prac-
tical application in Simulink model analysis, warranting further integration into practical
model-based testing workflows, as outlined in future work.

42



Chapter 5

Conclusion and Future Work

This thesis has successfully addressed the growing challenge of test redundancy within
Simulink model-based testing. By rigorously investigating and effectively applying subgraph
isomorphism detection within the application area of testing in model-based development,
this thesis offers a promising avenue for enhancing the efficiency and reducing the cost of
Simulink software verification processes.

The core contribution lies in the adaptation and implementation of the VF3 algorithm
within the custom-built BLADE-BALROG-BALIN toolchain. This toolchain provides a
complete and streamlined workflow, from simplified Simulink model creation and export
(BLADE), through graph representation (BALROG), to advanced subgraph isomorphism
analysis (BALIN). The VF3 algorithm was not merely implemented, but thoughtfully ex-
tended to accommodate the attributed directed multigraph representation of Simulink mod-
els, incorporating specialized semantic checks relevant to BLADE block types. This thesis
has demonstrably shown the feasibility of applying a theoretically complex graph algorithm
like VF3 to a practical engineering problem.

Empirical evaluations on randomly generated Simulink-like graphs have provided valu-
able insights into the VF3 algorithm’s performance characteristics. As illustrated in Fig-
ure 4.1 and supplementary benchmarks, the algorithm exhibits a near-cubic average-case
runtime scaling with increasing graph size, approximated at O(𝑛3.1). While runtime was
observed to increase with the number of uniformly distributed class labels – likely due to
reduced heuristic effectiveness – this near-polynomial scaling remains significantly more
efficient than the algorithm’s theoretical worst-case complexity (𝑛! * 𝑛). Furthermore, the
algorithm demonstrated a notable capability for rapid rejection of non-isomorphic graph
pairs, especially with skewed (geometric) class label distributions, showcasing the power of
semantic-aware heuristics in pruning the search space. Initial correctness tests on BLADE
models further validated the toolchain’s functionality and confirmed the VF3 algorithm’s
ability to detect subgraph isomorphisms in models with realistic block semantics.

Crucially, the developed toolchain was also applied to a real-world dataset of 988 pro-
prietary company models from Honeywell to assess its practical impact on test redundancy.
By comparing consecutive revisions of 122 unique base models, the toolchain successfully
processed all 988 model instances in a remarkably efficient 10 minutes. This comprehensive
analysis identified a significant level of redundancy across the repository, with 501 (51%)
model instances found to be structurally identical to their subsequent revisions. This find-
ing underscores the substantial potential for reducing test effort and resources within the
company by enabling the automated identification of a large portion of redundant models in
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a practical timeframe, highlighting the toolchain’s practical value for managing and testing
large-scale industrial model-based systems.

Complementing this large-scale analysis, a targeted subgraph isomorphism validation,
representing the core pattern-finding use case, was performed. Searching for 3 specific,
expert-defined patterns across 122 representative base models, the tool successfully located
3 instances of these patterns with high efficiency (completing in approximately 0.3 seconds),
empirically confirming the functionality for finding desired sub-structures. Furthermore,
demonstrating direct application to test optimization, the integrated minimal pattern set
(-mps) capability determined that only 2 of the target models were sufficient to cover
these 3 findings. These combined industrial application results highlight the toolchain’s
practical value for both broad redundancy analysis via graph isomorphism and precise
pattern detection via subgraph isomorphism within large-scale model-based systems.

These combined findings offer compelling evidence that the VF3 algorithm, within the
BLADE-BALROG-BALIN toolchain, holds substantial potential for practical application
in Simulink model-based testing. The observed average-case performance on synthetic
data, the efficient filtering of non-isomorphic cases, and the significant redundancy detected
in real-world industrial models suggest that this approach can contribute to a significant
reduction in test redundancy by enabling the identification of structurally and semantically
similar model components. This, in turn, can show the way for more efficient test suite
design and resource allocation in software verification.

5.1 Future Work
While this thesis provides a strong foundation for addressing test redundancy in Simulink
models using subgraph isomorphism and the VF3 algorithm, several avenues for future
research and development remain.

To further validate the practical applicability of this work, extensive benchmarking on
a broader range of industrial-scale models from different domains would be beneficial. This
could involve analyzing the performance of the toolchain on models with varying charac-
teristics and complexities, providing a more comprehensive understanding of its strengths
and limitations.

Beyond strict isomorphism, future research could investigate the detection of near-
isomorphism or behavioral equivalence. This could involve defining metrics for model sim-
ilarity that go beyond exact structural matching, potentially capturing a wider range of
redundancies where models are not identical but exhibit very similar behavior.

In conclusion, the findings of this thesis, particularly the successful identification of
significant redundancy in real-world industrial models, open up several exciting possibilities
for future work aimed at further enhancing the efficiency and effectiveness of model-based
testing. Continued research in these areas will be crucial to fully realize the potential
of subgraph isomorphism and the BLADE-BALROG-BALIN toolchain in addressing the
challenges of software verification in complex engineering systems.
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