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Abstract
Modern networks demand unprecedented throughput and latency, challenging traditional
kernel-based packet processing. This thesis demonstrates hardware-accelerated network
functions using NVIDIA ConnectX SmartNICs and DPDK’s RTE Flow API. We address
three objectives: quantifying performance gains from hardware offloads, implementing dy-
namic flow management via templates, and validating stateful processing through connec-
tion tracking. Three applications were developed—a high-speed IP filter using asynchronous
rule insertion, a hardware-offloaded router with MAC rewriting, and a stateful L4 firewall
leveraging NIC-based connection tracking. The work provides architectural patterns for
combining RTE Flow features like hairpin queues and MODIFY_FIELD actions, prov-
ing programmable NICs can absorb complex network functions while maintaining line-rate
performance.

Abstrakt
Moderní sítě vyžadují vysokou propustnost a nízkou latenci, což tradiční jádrové zpracování
paketů nezvládá. Tato práce demonstruje hardwarově akcelerované síťové funkce pomocí
NVIDIA ConnectX SmartNIC a DPDK RTE Flow API. Cíle zahrnují: měření výkonu
hardwarových offloadů, dynamickou správu pravidel přes šablony a stavové zpracování po-
mocí sledování spojení. Byly vyvinuty tři aplikace – vysokorychlostní IP filtr s asynchronní
správou pravidel, hardwarový router s přepsáním MAC adres a stavový L4 firewall využíva-
jící sledování spojení na NIC. Práce poskytuje architektonické vzory pro kombinaci funkcí
RTE Flow (hairpin fronty, MODIFY_FIELD), potvrzující schopnost programovatelných
NIC plnit komplexní síťové funkce při zachování linkové rychlosti.
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Rozšířený abstrakt
1. Motivace a cíl práce

Rostoucí nároky na síťovou propustnost (400 Gbps a více) a nízké latence v cloudových
a distribuovaných systémech překonávají možnosti tradičních softwarových zásob-
níků paketů. Standardní zpracování v Linuxovém jádře trpí značnou režijní zátěží v
důsledku přerušení, kopírování paměti a přepínání kontextu. Cílem této práce je před-
vést, jak lze síťové funkce – filtrování, směrování a stavové firewallování – akcelerovat
na úrovni hardwaru pomocí DPDK a API RTE Flow, využitím programovatelných
funkcí NVIDIA ConnectX SmartNIC.

2. Teoretický základ
Po úvodu do omezení konvenčního jádrového zpracování (interrupce, sk_buff, NAPI)
představujeme DPDK: uživatelský model run-to-completion, poll-mode drivery, obous-
měrné fronty a šablonové API pro hromadné vytváření pravidel (Template API).
Detailně popisujeme komponenty EAL, mempool, mbuf, ringy a TestPMD jako ref-
erenční aplikaci.

3. Hardwarové platformy a RTE Flow
Pro experimenty jsme vybrali tři generace NVIDIA ConnectX (CX-5, CX-6 Dx,
CX-7), které nabízejí stovky tisíc pravidel, miliony čítačů a pokročilé akce (CON-
NTRACK, MODIFY_FIELD, HAIRPIN). Pro testování jsme použili Spirent Test-
Center a Cisco T-Rex pro generování zátěže.

4. Design a implementace aplikací
Large IP Filter: Asynchronní šablonové API umožňuje vytvořit stovky tisíc až mil-
iony drop-pravidel na základě IP seznamů. Hairpin fronty zajišťují bezkopírové pře-
posílání neodfiltrovaných paketů. Aplikace podporuje dynamickou výměnu pravidel
a měří propustnost vkládání a nahrazování.
Accelerated Router: Pomocí libmnl dumpuje hostitelskou tabulku tras IPv4/IPv6,
převádí každý záznam na egress pravidlo s prioritou podle délky prefixu a akcemi
MODIFY_FIELD pro přepis MAC adres. Chybějící trasy jsou automaticky zahazeny
v NIC. S využitím dávkového push/pull (Template API) dosahujeme line-rate for-
warding s minimálním CPU overheadem.
L4 Firewall: Hardwarové sledování relací (CONNTRACK) v kombinaci s AGE
akcemi umožňuje line-rate stavové filtrování TCP: pouze handshake a teardown paketů
projdou do CPU, ustálené relace běží čistě v NIC. Hairpin fronty zajišťují zero-copy
forwarding a RSS rozdělení zátěže mezi fronty. Pro aktivní odstranění nečinných
relací využíváme události RTE_ETH_EVENT_FLOW_AGED.

5. Diskuze a závěr
Práce demonstruje, že RTE Flow proměňuje programovatelné NICy v aktivní kompo-
nenty síťové infrastruktury namísto pasivních „trubek“. Přes hardwarová omezení
(kapacita tabulek, omezené operace MODIFY_FIELD) lze navrhnout modulární,
vysokovýkonné síťové funkce v NIC. Výsledky potvrzují paradigmatickou změnu: na-
sunutím částí síťové logiky do hardwaru dosahujeme dosud nedosažitelných výkonů a
otevíráme cestu pro škálovatelné, energeticky efektivní sítě nové generace.
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Chapter 1

Introduction

Modern networking faces escalating demands for high throughput and low latency driven
by cloud computing, real-time analytics, and distributed systems. Traditional kernel-based
packet processing architectures struggle to meet these requirements due to inherent bot-
tlenecks in interrupt handling, memory operations, and context switching. This work ad-
dresses these challenges through hardware-accelerated network functions using the Data
Plane Development Kit (DPDK) and its RTE Flow API, demonstrating how programmable
NICs can achieve line-rate packet processing while maintaining flexibility.

The primary motivation stems from the growing performance gap between network
interface capabilities (400Gbps and beyond) and software processing limitations. While
kernel bypass techniques like DPDK have improved throughput, modern applications re-
quire more sophisticated packet handling through hardware offloads. This work focuses on
NVIDIA ConnectX SmartNICs as a platform for implementing essential network functions
- filtering, routing, and stateful firewalling - using advanced flow steering capabilities.

Three key goals guide this research: (1) Quantify the performance benefits of RTE
Flow hardware offloads compared to software implementations, (2) Demonstrate practical
applications of template-based flow management for dynamic rule sets, and (3) Validate
ConnectX-series capabilities for stateful processing through connection tracking and packet
modification. The implemented applications serve as concrete examples of how modern
NICs can absorb network functions traditionally implemented in software.

Anticipated results include measurable performance metrics showing orders-of-magnitude
improvements in packet processing rates when using hardware acceleration. The work also
aims to provide architectural patterns for combining multiple RTE Flow features (hairpin
queues, connection tracking, and asynchronous rule management) into cohesive solutions.
Throughput measurements and rule insertion rates serve as quantitative validation, while
qualitative analysis examines programming model ergonomics and hardware limitations.

This document is structured as follows: Chapter 2 establishes the theoretical founda-
tion of DPDK acceleration and RTE Flow capabilities. Chapter 3 evaluates ConnectX NIC
characteristics and advanced offload features. Chapter 4 presents three application archi-
tectures demonstrating different acceleration patterns. Implementation details and perfor-
mance results follow in Chapter 5, leading to final conclusions about hardware-accelerated
networking’s role in modern infrastructure.
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Chapter 2

Acceleration of network traffic

This chapter outlines the foundational principles and technologies enabling high-speed net-
work traffic processing. It explores the limitations of traditional packet handling, hardware
acceleration techniques, and the Data Plane Development Kit (DPDK) framework, includ-
ing its RTE Flow library, which collectively addresses modern performance demands.

2.1 Traditional packet processing
This section will mainly refer to these sources [9, 10] and use the network stack of Unix-
based systems as an example.

The Linux kernel’s network stack exemplifies conventional packet processing. While
functional for general use, its inefficiencies under high throughput motivate specialized
acceleration solutions.

NIC

Phy port

ingress

egress

DMA
Engine

RSS

Kernel

User-space

Hardware

1

2 3

5

7

6

PCI-E Interface

InterruptsPacket
descriptors

4

Packet

Application

Device Driver

TCP/IP

Network Interface

Socket

8

9

10

11

Figure 2.1: Simplification of the data packet path
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When a data packet arrives, it flows through a Network Interface Card (NIC) and the
operating system layers, which can be seen in the diagram 2.1. The diagram is divided
into three sections: hardware layer, kernel space, and user space. The individual numbered
parts that contribute to packet processing are as follows:

1. Physical interface: Packets enter and exit the network card and are transferred
onto/from a networking medium (Ethernet, Wi-Fi, ...).

2. Ingress processing: Incoming packets are buffered, processed at the MAC layer,
parsed, and processed again by various HW offloads.

3. Receive Side Scaling: Distributes incoming data packets across multiple receive
queues.

4. DMA Transfer: Moves packets to kernel memory via Direct Memory Access (DMA),
using ring buffers and allocations of sk_buff structures for every packet.

5. Packet descriptors: Data structures that describe the location and properties of
packets in memory.

6. Interrupt Handling: Notifies the CPU via interrupts that a packet has arrived or
other events have occurred.

7. Egress processing: Similarly to ingress processing, it involves handling the outgoing
network packets leaving the NIC.

8. Device driver: Receives hardware interrupts (6) from the NIC and retrieves packet
data as indicated by the packet descriptors (5).

9. TCP/IP stack: Validates protocol headers, handles protocol-specific processing
(TCP flow control, congestion control), and routes packets to the appropriate socket
buffer based on the connection information. For outgoing packets, the tasks include
data segmentation, adding protocol headers, and routing decisions.

10. Network Interface: Provides an abstraction above various network device drivers
and implements specific features such as promiscuous mode or multicast filtering.

11. Socket: Maintains receive/send buffers for applications, notifies applications when
data is available, and manages socket state and connection information.

The standard method of processing packets is sufficient for most network applications
and services. However, the standard method can sometimes be inefficient when processing
high packet rates. The main performance problems are the CPU load and the system
memory, which can be attributed to the following reasons:

• Interrupt Overhead: Standard packet processing involves informing the kernel
every time a new packet is received using interrupts. At high packet rates, this can
result in overwhelming the CPU with interrupt requests. New API (NAPI) 1 mitigates
this overhead by switching to polling mode under high load, reducing context switches.

1http://lwn.net/Articles/30107/

5

http://lwn.net/Articles/30107/


• Memory Allocation: For each packet, a new sk_buff structure is allocated and
freed after the packet is processed. This results in a heavy use of bus cycles (CPU
cycles spent accessing the memory).

• Memory Operations: Before being received by the application, the entire packet
must be copied at least twice, once after the packet is received by the NIC and copied
from the DMA buffer to the sk_buff structure and once when the packet is passed to
the application. In [3], it is shown that almost 63% of the CPU cycles are spent on
sk_buff related operations while processing a 64-byte packet.

• Cache Inefficiency: When writing data using DMA, the DMA controller driver
invalidates the cache line, which results in cache misses every time a DMA transfer is
performed.

• Context Switches: Every time an application receives a packet, a system call needs
to be performed. Each system call then results in context switching from user space
to kernel space and back, which uses valuable CPU resources.

These bottlenecks necessitate frameworks like DPDK that bypass kernel overhead through
userspace polling, zero-copy buffers, and lockless data structures.

2.2 DPDK framework
Data Plane Development Kit (DPDK) [1] is an open-source framework for developing soft-
ware applications composed of libraries for the processing of network packets. DPDK runs
on Linux-based systems and supports a wide range of network interface cards (NICs); it
also replaces the standard network stack of the operating system with its own, which imple-
ments a run-to-completion model. This model is based on the idea that all resources must
be allocated before calling data plane functions that run on logical cores as execution units.
DPDK also does not use support scheduling, as the application polls all devices using a
poll-mode driver (PMD); this mitigates the overhead of using interrupts. An interesting
feature is the ability to use a pipeline model, which allows multiple cores to exchange data
and process traffic in several stages.

Some of the libraries provided by DPDK can be seen in the figure 2.2). In this picture,
we can see that the libraries are executed in user space. This is accomplished by creating
the so-called EAL (Environment Abstraction Layer), which hides the specifics of the used
hardware and operating system. EAL then provides an interface for library functions, which
the network application can use. It also binds the application to DPDK and is responsible
for loading and initializing the framework, assigning logical cores to the application, and
reserving memory zones for device interactions.

6



hardware layer
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user space

Linux kernel

Platform Hardware

DPDK Libraries
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User Application

Buffer management
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Figure 2.2: Overview of DPDK libraries and the EAL

Other features that accelerate packet processing include basic tasks, such as memory
allocation, packet buffering, passing packets to the application, etc. These tasks are opti-
mized for maximum processing speed and are specified in the following libraries:

Queue management
In the standard method of processing packets, the packets that the NIC receives are sent
to a ring buffer called the RX queue. In comparison, packets processed with DPDK are
sent to a queue implemented using the rte_ring library 2. This library is derived from the
FreeBSD library buffring.c and uses a lockless ring buffer built on the FIFO (First In, First
Out) principle. The ring buffer then contains a table of pointers to objects, in this case,
packets, that can be saved to memory. The table itself has a fixed size that cannot be
changed after initialization and uses much more memory than a standard linked queue due
to always using the maximum number of pointers. The pointers can be divided into four
types: prod_tail, prod_head, cons_tail and cons_head, see figure 2.3.

obj1 obj2 obj3

cons_head
cons_tail

prod_head
prod_tail

Figure 2.3: Structure of the ring buffer (source: [2])
2http://doc.dpdk.org/guides/prog_guide/ring_lib.html
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The prod and cons prefixes represent the producer and consumer, respectively. The
producer is the entity that writes data to the ring buffer, and the consumer is the entity
that reads and removes data from the ring buffer.

The tail and head suffixes represent the pointer’s position in the ring buffer. The tail
pointer is the place where the next object is to be written, and the head pointer is the place
where the next object is to be read.

This approach of storing pointers has several advantages. First, the data can be written
to the buffer exceptionally quickly, requiring a single compare-and-swap instruction. Sec-
ond, because pointers are saved in the table, cache misses are minimized when adding or
removing a large number of objects from the buffer.

Memory management
DPDK requires hugepages to be configured on the system for high performance. These
hugepages are necessary for allocating larger chunks of memory (2MB or 1GB per page)
and then writing to them.

Pages are fixed-size (4KB by default on x86 machines) units of virtual memory, which
are mapped to their corresponding parts of physical memory. Applications use virtual
addresses to access memory, and the OS uses the CPU’s memory management unit to
translate this virtual address to a physical address. To speed up translation, Translation
Lookaside Buffer (TLB), a special CPU cache, is used to cache recent address translations.
As the size of memory increases, the number of TLB entries also increases, resulting in
more TLB misses. Hugepages address this by using larger memory blocks, which can be
mapped using a single TLB entry.

EAL maps this physical memory to a table of descriptors rte_memseg, each representing
a segment of several pages. These segments can also be divided into memory zones, the
basic memory units the DPDK uses. Objects created by applications or libraries are placed
in these zones.

One of the types of objects is the memory pool, provided by the rte_mempool library
3. This structure is a pool of fixed-size pre-allocated objects that can be retrieved and
returned quickly. The pool uses a ring buffer to store pointers to free objects and can be
identified by a name.

Memory alignment can also be implemented, which can result in better performance.
This ensures that the beginning of every object is aligned to a specific memory boundary,
which can be helpful for cache line alignment.

When accessing a memory pool using multiple cores, performance can be degraded, even
though the pool uses a lock-free ring buffer. This is because the ring buffer still needs to
perform a compare-and-set operation for every access to the buffer. To combat this, every
core has an additional local cache in the rte_mempool structure; this can be seen in figure
2.4. The core has full access to this free object cache, and only when the cache is empty or
full does the core exchange free objects with the global ring buffer.

3http://doc.dpdk.org/guides/prog_guide/mempool_lib.html
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obj 1
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obj 0

header trailer

element size

rte_ring: stores memory pool's free objects

If cache empty, get from ring
If cache full, move to ring

Figure 2.4: A mempool in memory with its associated ring (source: [2])

Buffer management
The rte_mbuf 4 structure is used to represent packets in DPDK. These structures are
created before the application starts and are stored in a mempool. Then, during packet
processing, the application can use these rte_mbufs by specifying a mempool to take them
from; freeing them consists of only returning the rte_mbuf to the mempool. The size of a
single rte_mbuf structure is small enough to fit into a single cache line, which is essential
for performance. To store more packet data, these structures can be chained together using
the next pointer; see figure 2.5.

multi-segmented rte_mbuf

rte_pktmbuf_mtod(m)

rte_pktmbuf_pktlen(m) = rte_pktmbuf_datalen(m) + 
rte_pktmbuf_datalen(mseg2) + rte_pktmbuf_datalen(mseg3)

m->pkt.next = mseg2

m

rte_pktmbuf_datalen(m)

mseg2

rte_pktmbuf_datalen(mseg2)

mseg3

rte_pktmbuf_datalen(mseg3)

m->pkt.next = mseg3 m->pkt.next = NULL

Figure 2.5: Structure of a chained rte_mbuf with three segments (source: [2])

TestPMD
TestPMD5 is one of the reference applications distributed with the DPDK framework.
It primarily serves as a packet forwarding engine and leverages several DPDK features,
including RTE Flow, RSS, filters, and traffic management.

4http://doc.dpdk.org/guides/prog_guide/mbuf_lib.html
5https://doc.dpdk.org/guides-24.11/testpmd_app_ug/index.html
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TestPMD works either in non-interactive or interactive mode, the difference being that
the interactive mode starts a prompt that can be used to start/stop the forwarding, con-
figure the port, and create flow rules. The interactive mode can be enabled with the
command-line parameter -i, --interactive. To decrease the need to retype commands,
a text file containing a list of commands can be loaded, either when starting the application
or during runtime.

Examples of used TestPMD commands can be seen in 2.1.

1 # loads a text file containing commands
2 load /tmp/testpmd-examples
3

4 # create a flow rule on port 0
5 flow create 0 ingress pattern eth / ipv4 ip dst spec 10.0.0.0 dst mask

255.0.0.0 / end actions drop / end
6

7 # list active flow rules on port 0
8 flow list 0
9

10 # destroy the flow rule with id 0 on port 0
11 flow destroy 0 0
12

13 # destroy all flow rules on port 0
14 flow flush 0

Listing 2.1: Example TestPMD commands

2.3 RTE Flow library
The DPDK framework provides the library rte_flow 6 to configure network interface hard-
ware to filter network traffic, process packets, and record statistics. Offloading this func-
tionality to the network interface hardware can significantly increase the application’s per-
formance.

Some examples of using RTE Flow could be matching packets based on their headers
and performing actions or configuring and querying hardware components (e.g., counters).

The hardware configuration for traffic processing is done by creating flow rules. Flow
rules are a high-level abstraction of the hardware configuration, which is then translated to
the specific hardware configuration by the poll-mode driver (PMD). The interface to create
flow rules is the same for all supported NICs, but the actual implementation of the flow
rules can differ.

Every flow rule is defined by a set of attributes, including network traffic schemes
(patterns) and actions, which are performed on packets that match the defined patterns.

In table 2.1 and listing 2.2, we can see a single flow rule represented by a list of attributes,
patterns, and items, and represented in TestPMD format. This example describes a rule
applied to inbound traffic in the root table with a priority of 10. The rule itself matches a
UDP packet with the destination port range 0-1023, with the IPv4 destination address being
in the network 10.10.10.0/24 and the destination MAC address being 00:00:00:00:00:01. The
packets matching these specifications will be counted and sent to the RX queue 0.

6https://doc.dpdk.org/guides/prog_guide/ethdev/flow_offload.html

10

https://doc.dpdk.org/guides/prog_guide/ethdev/flow_offload.html


Attributes Patterns Actions
Priority 10 Type ETH Type COUNT
Group 0 Spec Dst: 00:00:00:00:00:01 Counter ID 0
Direction ingress Mask Dst: FF:FF:FF:FF:FF:FF Type QUEUE

Type IPv4 Queue ID 0
Spec Dst: 10.10.10.1 Type END
Mask Dst: 255.255.255.0
Type UDP
Spec Dst: 0
Last Dst: 1023
Type END

Table 2.1: Example of a flow rule that accepts packets with a specific destination MAC
address and destination IP address belonging to the network 10.10.10.0/24. The packets
are counted and redirected to the queue with ID 0.

1 ingress \
2 group 0 \
3 priority 10 \
4 pattern \
5 eth \
6 dst spec 00:00:00:00:00:01 \
7 dst mask FF:FF:FF:FF:FF:FF \
8 / ipv4 \
9 dst spec 10.10.10.1 \

10 dst mask 255.255.255.0 \
11 / udp \
12 dst spec 0 \
13 dst last 1023 \
14 / end \
15 actions \
16 count \
17 / queue \
18 index 0 \
19 / end

Listing 2.2: Example flow rule in TestPMD notation

2.3.1 Attributes
Attributes specify these properties of the flow rule:

• Priority - The priority of the rule. The lower the value, the higher the priority, with
zero as the maximum. The rule with the highest priority will always be matched by
a flow that matches multiple rules in the same group. The outcome is undefined if
several group rules match a packet for a given priority level. It can take any path, may
be duplicated, or even cause unrecoverable errors. The number of available priorities
can differ depending on the hardware used; support for more than one priority is not
guaranteed.
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• Group - Flow rules can be assigned to groups. Groups can then be used to define a
logical hierarchy of flow rule tables. Groups are not linked by default, so the hierarchy
must be defined using the action JUMP to determine the next group to redirect to.
An example of a flow group hierarchy is shown in figure 2.6. In this example, we
can see four chained groups, where the root table (group 0) contains two flow rules
jumping to either group 1 or 2, and each of these groups contains another jump to
a final group. Only flow rules in the default group 0 are guaranteed to be matched
against. The groups can be implemented directly in hardware or virtually in the
PMD. Similarly to priorities, more than a single flow group is not guaranteed on all
hardware.

• Traffic direction - Defines whenever the rule is applied to inbound, outbound, or
both directions of traffic. At least one of these values must be defined in every flow
rule. Specifying both directions is generally not recommended, but may be valid in a
few cases.

• Transfer - This attribute allows, if supported, to reroute traffic not necessarily in-
tended for the application (traffic coming from or addressed to different physical ports,
VFs, or other applications) at the device level. Transfer flows are not allowed to use
the Traffic direction attribute.

Match Action

Group 0 (root)

JUMP 1

JUMP 2

Match Action

Group 1

JUMP 3

Match Action

Group 2

JUMP 3

Match Action

Group 3

Figure 2.6: Example of a flow group hierarchy

2.3.2 Matching pattern
Packets can be filtered based on these criteria, which represent a part of the scheme. The
network scheme (PATTERN) itself is specified by its type and at most three structures of
the same type:

• spec - Defines the criteria and values the pattern accepts.

• last - Defines the upper bound of the range of values the specific pattern accepts.
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Field Subfield Value

spec

src 00:01:02:03:04:05

dst 00:2a:66:00:01:02

type 0x22aa

last unspecified

mask

src 00:ff:ff:ff:00:00

dst 00:00:00:00:ff:00

type 0x0000

Field Value
src ??:01:02:03:??:??

dst ??:??:??:??:01:?? 

type 0x???? 

Matching Ethernet Packet

Figure 2.7: Pattern item ETH example

• mask - Defines the mask applied to the spec and the last values.

An example of a filled pattern item can be seen in figure 2.7. Here on the left side, we
can see an Ethernet (ETH) pattern with filled-out spec and mask structures, and on the
right side a representation of the packets the pattern matches, where the question marks
indicate an unmasked value that is not checked by the pattern item.

The existing pattern items can be divided into three parts: packet header items, special
items, and meta items.

Packet Headers

Flow rules can match the existence of a specific packet header or even the values contained
in these headers. Some examples of supported headers are included in table 2.2.

ETH UDP NVGRE GENEVE GTP_PSC
VLAN TCP MPLS VXLAN-GPE ESP
IPV4 SCTP GRE, GRE_OPTION ARP_ETH_IPV4 L2TPV3OIP
IPV6 VXLAN GTP, GTPC, GTPU IPV6_EXT NSH
ICMP E_TAG PPPOES, PPPOED ICMP6 IGMP
AH HIGIG2 PPPOE_PROTO_ID PFCP ECPRI

Table 2.2: Example of available packet header items as of DPDK 24.11

Special items

These items do not define a specific packet header to match against, but use specific packet
data.

• ANY: Matches any protocol in place of the current layer

• RAW: Matches a byte string of a given length at a given offset

• FUZZY: Approximate matching, can only be used on supported devices. The result-
ing matching can be faster than normal matching, but with the risk of inaccuracies.

• PTYPE: Matches the packet type as defined in rte_mbuf_ptype
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• RANDOM: Matches a random value

• COMPARE: Matches the comparison result between packet fields or values

Meta items

Meta items either modify the behavior of the rule itself or specify a metadata value to
check.

• END: End marker for item lists

• VOID: Used as a placeholder for convenience

• INVERT: Process packets not matched by pattern

• MARK: Matches a user-defined value assigned using the MARK action

• TAG: Matches tag item set by other flows; multiple tags are supported

• META: Matches 32 bit metadata item set

2.3.3 Actions
Actions can be divided into several categories: actions that can change the ’fate’ of the
packet, for example, dropping the packet or redirecting it; actions that modify the packet
or its properties; and actions that change the state of the flow rule, for example, updating
counters. The hardware can limit available actions.

Fate actions

Fate actions describe how/where to deliver each packet; this must be defined for a rule to
be valid.

• QUEUE: Assigns packets to a given RX queue index

• RSS: Spread packets among several queues according to the parameters. An example
RSS configuration is shown in figure 2.8. Here we can see a TestPMD representation
of a rule with an empty pattern and a single RSS action. This action specifies four
queues for packet distribution, the hash function and hash key, and the packet fields
that are going to be used for hash calculation.

• SEND_TO_KERNEL: Send packets to the kernel without going to userspace at
all

• JUMP: Redirects packets to a specified rule group

Packet modification

• MODIFY_FIELD: Based on the configured value, this action can set, add, or
subtract a value from a specific packet field. The source of the action can be either a
pre-defined value, a data pointer, or a different packet field. The destination must be
a packet field or a metadata field.

• OF_POP_VLAN: Removes the outer VLAN tag
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• OF_PUSH_VLAN: Attaches an new VLAN tag

• MARK: Attaches an integer value to packet

• FLAG: Sets a mbuf flag for the matched packet

• SECURITY: Encrypt packet payload based on configuration (IPSec)

• RAW_DECAP: Decapsulates the outer headers according to the given parameters

• RAW_ENCAP: Encapsulates the packet with new user-defined header items ac-
cording to the action configuration

Meta actions

These actions change the state of the rule itself or modify packet statistics.

• COUNT: Adds a counter action to a matched flow; this counter is incremented for
every packet activating the rule

• METER: Applies a stage of metering and policing

• AGE: Set aging timeout configuration to a flow; event will be reported if timeout
passed without any matching on the flow

• END: End marker for action lists

• VOID: Used as a placeholder for convenience

• PASSTHRU: Leaves traffic up for additional processing by subsequent flow rules

pattern end \
actions \

rss \
func toeplitz \
level 0 \
types ipv4 ipv4-frag ipv4-tcp ipv4-udp \

ipv4-other ipv6 ipv6-frag ipv6-tcp ipv6-udp ipv6-other 
end \
key 
6d5a6d5a6d5a6d5a6d5a6d5a6d5a6d5a6d5a6d5a6d5a6d5a6d5a6d5a6d5a \

6d5a6d5a6d5a6d5a6d5a \
key_len 40 \
queues 0 1 2 3 end \

/ end

Tunnel level, useful for hashing 
tunneled traffic.

Configure RETA.

Configure hash function key.

Configure hash function inputs.

Choose hash function implementation.

Figure 2.8: Example rule with RSS action in TestPMD format
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2.3.4 Rule Management API
The RTE Flow library offers these C functions to use flow rules; a multi-threaded, asyn-
chronous version of this API is also available for selected network interfaces, see (TEM-
PLATE API).

• rte_flow_validate: Check if a flow rule is supported

• rte_flow_create: Create flow rule

• rte_flow_destroy: Destroy flow rule

• rte_flow_flush: Destroy all flow rules

• rte_flow_query: Allows retrieving flow-specific data such as counters

Each flow rule is associated with an opaque handle struct rte_flow *, which can be
used for counter/data reading and rule destruction. The application is responsible for rule
destruction.
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Chapter 3

Support analysis

This chapter provides a comprehensive evaluation of NVIDIA ConnectX series adapters’
hardware offload capabilities through DPDK’s RTE Flow API, examining both fundamental
characteristics and advanced programmability features.

3.1 Supported network interfaces
This section briefly introduces the network interface cards used for experimentation with
the flow steering functionality.

NVIDIA ConnectX Series
The NVIDIA ConnectX line of Ethernet network interface cards are high-throughput, low-
latency network solutions manufactured by NVIDIA (previously produced under the brand
Mellanox1). These cards boast a variety of hardware accelerators, which function as a way
to reduce needed processing power and boost possible workloads.

• Mellanox ConnectX-5 (MCX516A-CCAT) - 2x 100Gbps Ethernet ports, 100Gb
connectivity, PCI-Express 3.0 x16 (max. throughput 16GBs/128Gbs) [5]

• NVIDIA ConnectX-6 Dx (MCX623106AE-CDAT) - 2x 100Gbps Ethernet
ports, PCI-Express 4.0 x16 (max. throughput 32GBs/256Gbs) [6]

• NVIDIA ConnectX-7 (MCX75310AAS-NEAT) - 1x 400Gbps Ethernet port,
PCI-Express 5.0 x16 (max. throughput 64GBs/512Gbs) [7]

RTE Flow capabilities The selected NICs offer these basic RTE Flow capabilities2

• Priority - 21,844 available priority levels

• Groups - multiple flow groups supported

• Meters/counter resources - 4,000 counters available on CX-5, more then 4,000,000
available on CX-6 Dx 3

1NVIDIA Acquisition of Mellanox https://nvidianews.nvidia.com/news/nvidia-completes-
acquisition-of-mellanox-creating-major-force-driving-next-gen-data-centers

2https://doc.dpdk.org/guides-24.11/nics/mlx5.html
3Xing, L.; Rosenbaum, A. Hyperscale rte_flow toward production is really happening. 2019. Available at:

https://www.dpdk.org/wp-content/uploads/sites/35/2019/10/RTEFlow.pdf. DPDK Summit Bordeaux
2019.
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3.2 Used tools
This section describes the tools used for experimentation with the capabilities of the used
NICs.

Reference application - TestPMD
TestPMD / was chosen because of its simplicity and the ease of creating new flow rules.
For example, most features of RTE Flow are explained using TestPMD commands through
straightforward examples4.

Packet generator - Spirent TestCenter
For its capabilities of rapid traffic generation, the Spirent Test Center (STC) platform is
used in this work to test and benchmark the implemented applications. STC offers the
capability to create customizable stream blocks defining packet sizes, contents, and traffic
rates.

The STC platform consists of the hardware components offering high-performance traffic
simulation and the software offering remote configuration running on Windows operating
systems.

The specific hardware used for the purposes of this work is a Spirent SPT-N12U chassis
with 16 available Ethernet ports with speeds up to 400G.

Packet generator - Cisco T-Rex
Cisco T-Rex is an open-source traffic generator that was chosen as a way to complement
the functionalities of Spirent and as a way to generate stateful L4 TCP communication.

3.3 Advanced RTE Flow concepts
3.3.1 Template API
As an alternative to the standard method of flow rule creation, a new template-based rule
management method was developed. This new method boasts a variety of improvements,
such as multi-thread access, asynchronous operations, and optimization for large amounts
of rule insertions. [4]

4https://doc.dpdk.org/guides-24.11/testpmd_app_ug/testpmd_funcs.html#enqueueing-creation-
of-flow-rules

18

https://doc.dpdk.org/guides-24.11/testpmd_app_ug/testpmd_funcs.html#enqueueing-creation-of-flow-rules
https://doc.dpdk.org/guides-24.11/testpmd_app_ug/testpmd_funcs.html#enqueueing-creation-of-flow-rules


rte_flow_validate()

rte_flow_create()

HW resources allocated

rule created

rte_flow_pattern_template_create()

rte_flow_actions_template_create()

rte_flow_template_table_create()

HW resources allocated

rte_flow_async_create()

rule created

Standard API Template API

Figure 3.1: Rule creation flowchart comparing standard and template API

In figure 3.1 we see a comparison of C API functions required to create a flow rule
between the existing standard API and the new template API. The new method of rule
creation involves first creating three different template types, which then result in a bulk
allocation of HW resources. This is in contrast with the standard API, which involves
resource allocation for every created rule. The templates involved in the rule creation can
be seen in the following figure 3.2. In addition, before starting the port on which RTE Flow
is used, the port needs to be configured with a fixed-size operations queue, which holds the
enqueued operations such as create, destroy, update, and others.

Pattern template

Actions template

...

...

Template table Flow rule

...

Pattern: ETH / IPv4 dst mask 255.0.0.0 /
UDP 

Direction: ingress

Actions: COUNT / QUEUE

Direction: ingress

Table size: 8 388 608

Resizable: no

Direction: ingress

Group ID: 1

Priority: 0

Pattern: ETH / IPv4 spec 10.0.0.0 mask
255.0.0.0 / UDP 

Actions: COUNT / QUEUE id 0

Array of pattern templates

Array of actions templates

Pattern template index: 0

Actions template index: 0

Queue ID: 0

Postpone: no

Figure 3.2: Structures involved in rule creation using template API
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Pattern template

The pattern template contains a list of pattern items; these items can have filled-out values;
in this case, the value will be used when defining the flow rule. The template also defines
the direction of traffic and the rule to be used.

Actions template

The actions template contains a list of actions, these actions can have filled-out values, in
this case the value will be used when defining the flow rule. The template also defines the
direction of traffic and the rule to be used.

Template table

The template table is the connection between lists of pattern/actions templates, these
templates must be defined when creating the table and are unchangeable. Other values
defined in the table are the total number of flow rules associated with this table; this can
be changed if a special flag RTE_FLOW_TABLE_SPECIALIZE_RESIZABLE is set.
Finally, a target flow group and the priority of the created flow rules must be configured.
These values will apply to all rules created using this template table.

Rule creation

Rule creation involves defining the template table used for the creation of the rule, as well
as indices of the pattern and action templates within this table. The rule then specifies
the pattern list and actions list with all filled-out values. Another parameter set for rule
creation is the ID of the used queue of operations and a special postpone flag, which results
in the rule not being immediately sent to HW but waiting for the call of rte_flow_push().

3.3.2 Custom RSS
In DPDK, specific packet fields are supported as targets for RSS hash calculation, such as
IPv4/IPv6 addresses, L4 port numbers, and protocol numbers. If we want to use a custom
field as a hash source, we can use the template API to accomplish this. This can also mean
we could change RSS calculation at runtime, just by creating different flow rules.

Using this feature first involves creating a pattern template containing the masked hash
source fields; these fields do not have to be fully masked but can be partially masked, and
only the masked portion will be used for the calculation. The actions template must be
configured with the action QUEUE.

Finally, the template table must fulfill the following requirements:

• The rule capacity must be equal to the number of RSS queues.

• The insertion type must be set to INDEX.

After this, the table only needs to be populated with rules. These rules will contain the
QUEUE action set to the specific queues where the packets will be distributed.

In figure 3.3 we can see an example of the full structure of custom RSS based on the
upper 24 bits of the source MAC address.
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Pattern template

Actions template

Template table

Flow rule

...

Pattern: ETH src mask
FF:FF:FF:00:00:00

Direction: ingress

Actions: QUEUE

Direction: ingress

Table size: 4

Resizable: no

Direction: ingress

Group ID: 1

Priority: 0

Actions: QUEUE id 0

Array of pattern templates

Array of actions templates

Insertion type: by index

Index: 0

Flow rule

Actions: QUEUE id 1

Index: 1

Flow rule

Actions: QUEUE id 2

Index: 2

Flow rule

Actions: QUEUE id 3

Index: 3

Figure 3.3: Example custom RSS configuration based on source MAC address

3.3.3 Connection tracking (CONNTRACK)
Modern NICs implement hardware-accelerated connection tracking through RTE Flow’s
CONNTRACK action, enabling stateful processing at line rate. This offload addresses
software bottlenecks in traditional CT implementations by moving state machine man-
agement to dedicated hardware modules. In case of NVIDIA NICs, this functionality is
supported since the ConnectX-6 Dx NIC was introduced [8].

We can see in figure 3.4 the flowchart of processing TCP traffic using the action. First,
the TCP handshake is processed in the CPU, and the header data from these packets is
used to create the connection tracking context. After this, we can make the flow rules
containing the CONNTRACK action, which continues to track the connection on the NIC
itself.

SYN

SYN ACK

ACK

Stream Stream

TCP handshake -
used to form CT context

Client Server

TCP communication -
processed by CONNTRACK action

Figure 3.4: TCP communication flowchart

Architectural Implementation

The CT hardware module maintains connection-specific context structures containing:

• TCP sequence number windows

• Connection state (SYN_RECV, ESTABLISHED, etc.)

• Packet direction metadata
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Each tracked connection requires explicit context initialization through software via
rte_flow_action_handle_create. Hardware then performs state transitions and valida-
tion using this context, reducing CPU involvement to exceptional events.

RTE Flow API Integration

The CT implementation introduces key components:

1 /* Connection state tracking */
2 enum rte_flow_conntrack_state {
3 RTE_FLOW_CONNTRACK_STATE_SYN_RECV,
4 RTE_FLOW_CONNTRACK_STATE_ESTABLISHED,
5 RTE_FLOW_CONNTRACK_STATE_FIN_WAIT,
6 RTE_FLOW_CONNTRACK_STATE_CLOSE_WAIT,
7 RTE_FLOW_CONNTRACK_STATE_LAST_ACK,
8 RTE_FLOW_CONNTRACK_STATE_TIME_WAIT,
9 };

10

11 /* Action configuration */
12 struct rte_flow_action_conntrack {
13 uint16_t peer_port;
14 uint8_t is_original_dir;
15 enum rte_flow_conntrack_state state;
16 ...
17 };

Workflow Example

For a TCP connection between client (192.168.1.2:34567) and server (10.0.0.1:80):

1. Group 0 (Handshake Capture):

• Match TCP packets and jump to group 1

2. Group 1 (Context Binding):

• Match on the connection’s 5-tuple, apply CT action, and then jump to group
2. Rule uses the previously created CT action (and HW CT context). This rule
should be created for every 5-tuple (connection).

• If not matched by any previous rule, send to control plane for further processing
(This can be done to collect SYN/SYN-ACK data before the CT context is
created).

3. Group 2 (Stateful Processing):

• Rule 1: CT_STATE=VALID+ESTABLISHED → Forward to application
• Rule 2: CT_STATE=INVALID → Drop and notify control plane
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Key Limitations for ConnectX NICs

• Maximum 16 concurrent tracked ports per NIC

• Requires observation of full TCP handshake (SYN → SYN-ACK → ACK)

• No retransmission count validation

• Direction ambiguity during FIN sequences

• Mandatory use of action handles (no direct CT action injection)

Use Case: Cloud-native firewalls benefit through hardware-offloaded state tables, pre-
serving CPU resources for deep packet inspection while maintaining 100% stateful validation
coverage.

3.3.4 Action MODIFY_FIELD
The MODIFY_FIELD action enables hardware-accelerated packet header manipulation through
RTE Flow rules, allowing in-flight modifications at wire speed without CPU involvement.
This capability is critical for network functions requiring header transformations like NAT,
VLAN tagging, or QoS remarking.

Architectural Implementation

NVIDIA ConnectX adapters implement field modification through dedicated packet pro-
cessing engines with these characteristics:

• Operation Types:

– SET - Direct value assignment (8/16/32/64-bit)
– ADD - Arithmetic addition with carry propagation

• Supported destination fields:

Table 3.1: MODIFY_FIELD Support Matrix for ConnectX NICs

Field CX-5 CX-6 DX CX-7
Ethernet Header Y Y Y
IPv4 Header Y Y Y
IPv6 Header Y Y Y
TCP/UDP Ports Y Y Y
VLAN ID/PCP - - -
VXLAN - Y Y

API Usage Pattern

An example of a typical NAT implementation modifying source IP and port:
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1 struct rte_flow_action_modify_field mod_actions[] = {
2 { /* Set Source IP */
3 .operation = RTE_FLOW_MODIFY_SET,
4 .dst.field = RTE_FLOW_FIELD_IPV4_SRC,
5 .src.type = RTE_FLOW_FIELD_VALUE,
6 .src.value = RTE_CPU_TO_BE_32(0xC0A80101), /* 192.168.1.1 /
7 .width = 32
8 },
9 { / Add 1024 to Source Port */

10 .operation = RTE_FLOW_MODIFY_ADD,
11 .dst.field = RTE_FLOW_FIELD_TCP_PORT_SRC,
12 .src.type = RTE_FLOW_FIELD_VALUE,
13 .src.value = 1024,
14 .width = 16
15 }
16 };

mlx5 Driver Limitations

The current implementation (DPDK 24.11) imposes these constraints:

• Operational Restrictions:

– No support for subtract/multiply/bitwise operations
– Limited to 32-bit field modifications
– Carry propagation in ADD operations affects subsequent bytes

• Field Constraints:

– Modification of an arbitrary place in a packet via the special FIELD_START
Field ID is not supported.

– Modify field action using FIELD_RANDOM is not supported.
– Modification of the 802.1Q tag is not supported. The header must be stripped

and encapsulated with the new tag.

Use Case: Stateful NAT Translation

Combining MODIFY_FIELD with CONNTRACK for hardware-accelerated NAT:

1. Track connection state via CONNTRACK action

2. Match established flows in hardware

3. Apply source/destination modifications:

• Rewrite IP addresses (SET operation)
• Adjust port numbers (ADD operation)
• Update IP/TCP checksums (automatic offload)
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3.3.5 Hairpin Queues
Hairpin queuing enables NIC-to-NIC packet forwarding without host CPU involvement,
creating direct processing pipelines between network interfaces. This capability is essential
for high-performance middlebox applications requiring in-network processing.

Architectural Overview

• Single-Port Mode: Traditional implementation where packets loop back through
the same physical port

NIC

Phy port Hairpin

ingress

egress

DMA
Engine

Host

Figure 3.5: Single port hairpin queue using device memory

• Two-Port Mode: Extended capability allowing cross-port forwarding with pro-
grammable flow rules using host memory

NIC 0

Phy port

ingress

egress

DMA
Engine

NIC 1

Phy port

ingress

egress

DMA
Engine

CPU

Memory

ring 0Hairpin

Figure 3.6: Two port hairpin queue using host memory

Key Benefits

• Zero-copy packet forwarding at wire speed

• Bypass kernel networking stack (DPDK control plane only)
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• Flow rule-programmable forwarding logic

• Combined with RTE Flow actions for stateful processing

Enhanced Two-Port Mode Implementation

The updated hairpin architecture introduces flexible cross-port forwarding:

1 struct rte_eth_hairpin_conf {
2 uint16_t peer_count;
3 struct rte_eth_hairpin_peer peers[RTE_ETH_MAX_HAIRPIN_PEERS];
4 uint16_t tx_explicit; // RTE_ETH_HAIRPIN_TXRULE_*
5 uint16_t manual_bind; // RTE_ETH_HAIRPIN_BIND_*
6 };

Configuration Modes:

• RTE_ETH_HAIRPIN_BIND_AUTO: Legacy automatic queue binding

• RTE_ETH_HAIRPIN_BIND_MANUAL: Explicit control via new APIs

API Extensions

The enhanced implementation introduces critical control plane interfaces:

1 /* Queue binding management */
2 int rte_eth_hairpin_bind(uint16_t tx_port, uint16_t rx_port);
3 int rte_eth_hairpin_unbind(uint16_t tx_port, uint16_t rx_port);
4

5 /* Flow rule integration */
6 struct rte_flow_item_tx_queue {
7 uint32_t queue; // Target egress queue index
8 };

Configuration Workflows

Single-Port Setup (Legacy Compatibility):

1. Initialize hairpin queues with automatic binding

2. Insert ingress flow rules with HAIRPIN_QUEUE action

3. Egress processing handled implicitly by PMD

Multi-Port Explicit Mode:

1. Configure manual binding during initialization

2. Create cross-port binding after device start:

1 rte_eth_hairpin_bind(INGRESS_PORT, EGRESS_PORT);

3. Insert explicit egress flow rules:
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1 /* Match hairpin-originated traffic */
2 struct rte_flow_item_tx_queue txq_spec = { .queue = HAIRPIN_TXQ_ID };
3

4 struct rte_flow_pattern egress_pattern[] = {
5 { .type = RTE_FLOW_ITEM_TYPE_TX_QUEUE,
6 .spec = &txq_spec },
7 { .type = RTE_FLOW_ITEM_TYPE_ETH },
8 { .type = RTE_FLOW_ITEM_TYPE_END }
9 };

10

11 struct rte_flow_action_encap vxlan_encap = { ... };
12

13 struct rte_flow_action egress_actions[] = {
14 { .type = RTE_FLOW_ACTION_TYPE_VXLAN_ENCAP,
15 .conf = &vxlan_encap },
16 { .type = RTE_FLOW_ACTION_TYPE_END }
17 };

Use Case: Stateful NAT Gateway

1. Ingress port (Port 0) processes SYN packets through CPU

2. Established flows redirected via hairpin to egress port (Port 1)

3. Egress rules apply NAT transformations using MODIFY_FIELD

4. Return traffic processed through reverse hairpin binding

Flow Rule Chain:

1 Ingress processing
2

3 flow create 0 ingress pattern eth/ipv4/tcp dst port 80 / end
4 actions hairpin_queue index 0 / set_meta data 0x1234 / end
5 Egress transformation
6

7 flow create 1 egress pattern tx_queue 0 / meta 0x1234 / end
8 actions modify_field ipv4.src=10.0.0.1 / count / end

Limitations and Considerations

• Queue binding must complete before flow rule insertion

• Mixed explicit/implicit modes require homogeneous queue configuration

• Flow deletion must precede queue unbinding
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Chapter 4

Application design

This chapter presents three network function implementations leveraging advanced RTE
Flow capabilities, each targeting specific hardware offload features of NVIDIA ConnectX
adapters.

4.1 Large IP filter
The Large IP Filter employs DPDK’s asynchronous Template RTE Flow API combined
with hairpin queue forwarding to achieve high-speed, in-NIC packet filtering and zero-
copy forwarding. The design centers on three key abstractions: pattern templates for
flow matching, action templates for drop/jump/RSS behaviors, and template tables for
batched, offloadable rule instances. By cycling through large IP sets and dynamically
replacing expired entries, the application measures the raw rule-creation and replacement
throughput of the hardware.

Pattern and Action Templates
• Exact-match template: A pattern template matching Eth -> IPv4 (or IPv6) -

> UDP with a full-mask on the destination IP (‘hdr.dst_addr = 0xFFFFFFFF‘ or
all-ones v6). This serves as the basis for granular drop rules.

• Catch-all template: A second pattern template consisting of only the end marker
(no header constraints), used for default jump and RSS entries.

• Drop action template: A single-action template containing only ‘DROP‘, used in
exact-match tables.

• Jump action template: A single-action template for ‘JUMP(to_group)‘, allowing
the root group to hand off to the filter group.

• RSS action template: A single-action template for ‘RSS(...)‘ steering remaining
traffic onto hairpin queues for forwarding.

Template Tables and Multi-Group Pipeline
• Group 0 (Root): A small one-entry table using the catch-all pattern + jump tem-

plate. All packets enter here and are redirected to group 1.
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• Group 1 (Filter):

– Exact-match/drop tables: Multiple tables of size up to MAX_TABLE_RULES_COUNT,
each backing a contiguous slice of the IP list. Rules here drop matching source
IPs.

– Default RSS rule: A low-priority catch-all in group 1 that applies RSS across
the hairpin queues to forward non-dropped packets.

By structuring root and filter groups this way, we stay within NIC table size limits (root
group minimal) while supporting very large IP sets across multiple filter tables.

Dynamic Rule Creation and Replacement
• Initial load: After templates and tables are instantiated, the application calls

generate_flows() to iterate through the input IP list, creating each drop flow via
rte_flow_async_create() on the appropriate exact-match table and immediately
pulling the result.

• Exchange (optional): At a configurable “exchange rate,” obsolete rules can be
destroyed and new ones created in their place to measure sustained replacement per-
formance. This loop uses rte_flow_async_destroy() followed by new
rte_flow_async_create(), balanced by pull operations to keep the flow queue empty.

Hairpin Queue Forwarding
• Zero-copy path: Non-dropped packets match the default RSS rule in group 1 and

are steered into a set of hairpin queues. By looping packets back from RX to TX
within the NIC, we avoid any user-space packet copies.

• Load distribution: RSS is configured over the hairpin queue set, spreading forward-
ing load evenly across hardware rings.

Performance Counters and Scaling
• Counters: The flow tables are configured with a modest number of hardware coun-

ters (COUNTERS_NUMBER), allowing per-rule or per-table statistics without excessive
memory.

• Worker model: In CPU forwarding mode, multiple lcores each handle RX/TX
bursts on distinct queues. In hairpin mode, the forwarding path is entirely in-NIC
and only table operations use the CPU.

Graceful Shutdown and Cleanup
• Signal handling: SIGINT sets force_quit, exiting the main exchange or wait loop.

• Tear-down sequence: ctx_cleanup() flushes all rules, destroys tables and tem-
plates in reverse order, frees flow and table arrays, then closes the port and releases
the mbuf pool.

29



4.2 Accelerated Router
The asynchronous router leverages DPDK’s RTE Flow Template API together with Netlink
to offload packet forwarding and MAC rewriting into hardware, while handling routing-
table updates entirely in user space. At a high level, the design comprises: (1) periodic or
event-driven ingestion of the kernel’s IPv4/IPv6 routing tables via libmnl; (2) translation
of each route entry into a flow rule that matches on destination IP/prefix and applies
MODIFY_FIELD actions to adjust source and destination MAC addresses; (3) batching
of rule installations and updates into an offload queue using the rte_flow_template_table;
and (4) a simple single-core packet pipeline that transmits/rx bursts at line rate, relying
on the NIC to steer packets according to the installed rules. Unroutable packets—those for
which no flow exists—are implicitly dropped by the absence of a matching egress flow.

Routing-Table Ingestion
• Netlink dump on startup:

– The main thread opens a NETLINK_ROUTE socket and sends
RTM_GETROUTE (dump) requests for AF_INET and AF_INET6.

– Replies are parsed by mnl_cb_run() invoking update_router(), which extracts
RTA_DST, RTA_OIF, RTA_GATEWAY, etc., into a new router_entry.

• Incremental updates:

– The router can subscribe to RTMGRP_ROUTE groups to receive
RTM_NEWROUTE and RTM_DELROUTE messages.

– On each route change, update_router() adds or removes the corresponding flow
entry via the same “create” or “destroy” path.

Flow-Template Table and Rule Batching
• Pattern template:

– One IPv4 and one IPv6 pattern template are created via
form_pattern_template(), matching ETH + IP (v4/v6) headers.

• Action template:

– A MODIFY_FIELD action template is defined for three actions: COUNT,
MODIFY MAC DST, MODIFY MAC SRC.

• Template-table instantiation:

– form_template_table() creates an egress-only template table, tying the two
patterns and the action array into a single offload context.

– This table buffers up to RTE_FLOW_MAX_RESULTS entries, allowing batched
push/pull.
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Route→Flow Translation
For each router_entry:

1. Prefix-based priority:

• The flow priority is computed as 32 – prefix for IPv4 (and similarly 128 –
prefix for IPv6), ensuring longer (more specific) prefixes take precedence.

2. Match specification:

• A single rte_flow_item_ipv4 (or v6) struct is initialized with hdr.dst_addr
and prefix_length.

• The ETH item is left wildcarded.

3. Modify actions:

• modify_dst_mac sets the packet’s destination MAC to the next-hop’s MAC.
• modify_src_mac sets the packet’s source MAC to the router’s own interface

MAC.

4. Asynchronous creation:

• rte_flow_async_create() is used with postpone=1, queuing each new or up-
dated flow entry.

Flow Offload and Push/Pull Mechanism
• generate_initial_router() calls rte_flow_push() once all dump-derived entries

are enqueued.

• After push, it invokes rte_flow_pull() in a loop to retrieve and commit hardware
handles for each entry.

• For dynamic updates, wait_for_routing_updates() repeats push/pull on each
Netlink notification to keep hardware state in sync.

Packet Processing Pipeline
• Mempool and queues:

– A single-queue setup is used (QUEUE_COUNT=1), with user-configured ring sizes
and a software RX/TX loop.

• Worker thread:

– The processing lcore repeatedly calls rte_eth_rx_burst() and
rte_eth_tx_burst() on the same port.

– Since all forwarding logic is offloaded, the user-space loop simply frees any pack-
ets that fail to transmit (e.g. due to no match).
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Unroutable Packet Handling
By default, packets that do not match any egress flow rule are silently dropped by the NIC,
achieving fast-path “drop on no path” semantics without additional software logic.

Signal Handling and Teardown
• SIGINT/SIGTERM are caught by signal_exit() or no_action_handler() to grace-

fully stop the main loop.

• On shutdown, rte_flow_flush() clears all offloaded flows, and ethdev_cleanup()
closes the port and frees resources.

4.3 L4 firewall
The L4 firewall application is built on top of DPDK’s RTE Flow API to provide high-
performance, stateful TCP filtering with automatic rule aging and dynamic connection
tracking. At startup, the application parses a set of user-defined 5-tuple rules (TCP only),
builds an in-memory rule database, and programs template flow tables so that new con-
nections are offloaded directly into the NIC hardware. As packets arrive, the application
efficiently distinguishes between new and existing connections, steering known flows across
hairpin queues for line-rate forwarding, while diverting only state transitions (i.e. SYN,
FIN, RST, timeout) to the CPU for software processing. Aging actions ensure that inac-
tive connection contexts are pruned automatically after a configurable timeout.

Rule ingestion and database
At initialization the firewall reads a list of allow/deny rules, each specified by source IP,
source port, destination IP, destination port, and a permit/deny action. These rules are
stored in a doubly-linked ‘TAILQ‘ list in the ‘firewall_db‘ structure, and the total rule
count is tracked. Each rule carries its own ‘rte_flow_item_ipv4‘ and ‘rte_flow_item_tcp‘
templates, which will later be used to generate per-connection flow entries. Lookup routines
(‘rule_find‘) allow the CPU to search for an exact match on the 5-tuple when processing
exceptional packets.

Bootstrapping the flow pipeline
Before any packets are forwarded, the application programs three groups of RTE flows on
the ingress port:

• Group 0 (RSS): A catch-all flow that applies an RSS action to distribute all packets
across the worker + hairpin queues.

• Group 1 (TCP & conntrack template): A template that matches any IPv4/TCP
packet, applies a conntrack indirect action handle, an AGE action (to enforce the
idle timeout), and then jumps packets into group 2.

• Group 2 (conntrack lookup): A flow that matches on validated CONNTRACK state
and applies RSS again to steer packets back out onto the hairpin/egress queues.
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This multi-group pipeline means that unknown packets first hit group 1 (creating new
conntrack contexts when matching the user rules), and established flows thereafter are
handled entirely in hardware.

Handling new versus known packets
When an unknown TCP packet arrives:

1. It matches the group-1 template, triggering the conntrack action. If it completes the
three-way handshake, the NIC’s conntrack engine allocates state and installs a new
flow entry in group 2 for the exact 5-tuple.

2. The packet then jumps to group 2, which sees it as “newly validated” and redistributes
it via RSS onto one of the hairpin queues for egress forwarding.

3. Subsequent packets in this connection skip the CPU entirely, riding through group 2
in hardware at line rate.

When a known (established) packet arrives, it bypasses group 1 entirely and is matched
directly in group 2 by its conntrack state, then hairpinned back to the egress port. Only
packets that change connection state (e.g. FIN, RST) will be sent to the CPU again for
software-level cleanup or rule updates.

Hairpin queues and zero-copy forwarding
Hairpin queues provide a kernel-bypass, zero-copy loopback path from RX to TX on the
same port. We create a fixed number of hairpin queues (default 4) and attach each to the
ingress port. By using RSS in group 2 with the same queue indices, established flows are
distributed evenly across these hairpin queues, ensuring that all packet memory buffers flow
directly from receive to transmit without CPU intervention or extra data copies.

Connection aging and automatic rule cleanup
Every conntrack-based flow entry programmed in group 1 carries an AGE action configured
with an idle timeout (default 120 s). The RTE Flow engine signals an aging event when
entries expire; we register an ‘RTE_ETH_EVENT_FLOW_AGED‘ callback that, after a
short delay, calls ‘rte_flow_get_aged_flows()‘ and destroys each stale flow context. This
ensures that the hardware table does not grow unbounded and that expired TCP sessions
are reclaimed automatically.

CPU-path packet processing
Only exceptional packets—those that either initiate a new connection (SYN) or change an
existing connection’s state (FIN/RST)—ever reach the CPU. In these cases, the application:

• Uses ‘rule_find()‘ to look up the matching user rule in the database.

• Optionally enforces allow/deny logic in software if the flow is not yet offloaded.

• Calls ‘rule_create()‘ and then ‘form_firewall_handle()‘ + ‘form_firewall_flow()‘ to
install a specific 5-tuple flow entry for subsequent packets.

Once the CPU-path processing completes, a new hardware flow entry handles all future
packets in that session.
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Scalability and worker threads
To exploit multi-core CPUs and multiple hardware queues, the application launches a pool
of worker threads (one per RX queue) via ‘rte_eal_remote_launch()‘. Each thread calls
‘rte_eth_rx_burst()‘ and ‘rte_eth_tx_burst()‘ on its assigned queue, counting packets
for statistics and relying on the hardware flow pipeline for forwarding. This design keeps
per-packet CPU overhead to an absolute minimum, since only control-plane packets ever
traverse software.
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Chapter 5

Implementation and testing

This chapter discusses the implementation details of the designed network applications.

5.1 Large IP Filter
The implementation of the Large IP Filter closely follows the code structure in
l4_firewall.h, leveraging DPDK’s asynchronous Template RTE Flow API and hairpin
queues to offload filtering and forwarding into hardware. We organize the implementation
into six stages: context setup, device and flow-engine configuration, template instantiation,
rule creation, packet pipeline, and teardown.

Context and Environment Initialization
1. EAL initialization: In main(), call rte_eal_init(argc, argv) to initialize

hugepages and PCI devices.

2. MBUF pool creation: Invoke ethdev_mempool_create(port_id) to allocate a
packet buffer pool sized to BURST_SIZE * BURST_COUNT * 16 mbufs.

3. Benchmark context: Zero-initialize benchmark_ctx ctx with port and queue IDs,
forwarding mode, maximum rule count, group ID, worker/hairpin counts, and allocate
arrays for ctx.flows and ctx.exact_match_drop_tables.

4. Signal handlers: Install quit_signal_handler for SIGINT to set force_quit, and
no_action_handler for SIGTERM.

Ethernet Device and Flow Engine Setup
1. Port configuration: Call common_ethdev_setup_with_hairpin() to configure RX

and hairpin TX queues.

2. Flow-engine configure: Use rte_flow_configure() with
.nb_counters = COUNTERS_NUMBER and queue attributes to initialize the flow tables.

3. Port start: Enable promiscuous mode, then call rte_eth_dev_start(port_id).
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Pattern and Action Template Instantiation
1. Pattern templates: In ctx_form_pattern_templates(), create two pattern tem-

plates on ctx.port_id:

• exact_match_template matching ETH + IPv4/IPv6 (full dst mask) + UDP.
• all_template matching only PATTERN_END.

2. Action templates: In ctx_form_actions_templates(), create:

• drop_template for a single DROP action.
• jump_template for a single JUMP(ctx.group) action.

Template Table Creation and Default Rules
1. Exact-match/drop tables: In form_exact_match_drop_template_tables(), for

each slice of up to MAX_TABLE_RULES_COUNT rules, call
rte_flow_template_table_create() with .ingress=1, .group=ctx.group, and at-
tach exact_match_template + drop_template.

2. All-jump table: In form_all_jump(), create a one-entry table in group 0 using
all_template + jump_template, then async-create the JUMP flow and pull to com-
mit.

3. All-RSS table: In form_all_rss(), build an RSS action steering into hairpin
queues, create its action template, then instantiate the table in ctx.group with
all_template + rss_template, async-create the RSS flow and pull.

Rule Generation
1. Flow create loop: In generate_flows(), loop over the IP set up to

ctx.max_rule_count:

• For IPv4, call create_flow4() on the appropriate exact-match/drop table, pass-
ing the next destination IP; for IPv6, use create_flow6().

• Immediately call rte_flow_pull() to retrieve the result and free the queue slot.
• Increment to the next IP (with wrap on network boundary) and advance to the

next table when needed.

2. Exchange (optional): The commented exchange loop shows how to destroy and
recreate a subset of flows at a given rate using rte_flow_async_destroy() and
rte_flow_async_create(), balanced by pulls to maintain queue depth.

Packet Processing Pipeline
1. Worker threads (CPU mode): If FORWARDING_MODE_CPU, launch worker_count

lcores via rte_eal_remote_launch(process_thread), each RX/TX burst on its
queue and accumulate processed counters.

2. Hairpin forwarding (hairpin mode): If FORWARDING_MODE_HAIRPIN, no worker
threads are needed—packets match the default RSS rule in-NIC and exit via hairpin
queues.
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3. Shutdown loop: In both modes, main thread waits on force_quit, then brings the
link down and signals workers to finish.

Cleanup
1. Flow flush: ctx_cleanup() calls rte_flow_flush() on ctx.port_id.

2. Destroy templates and tables: In reverse order, destroy exact-match/drop ta-
bles, all-jump and all-RSS tables, then drop/jump/RSS action templates and pattern
templates.

3. Resource free: Free ctx.flows, ctx.exact_match_drop_tables, mbuf pool, and
call rte_eal_cleanup().

5.2 Accelerated Router
The implementation of the asynchronous router brings together DPDK’s RTE Flow Tem-
plate API, libmnl for Netlink communication, and a straightforward packet forwarding loop.
In what follows we describe each major component and how they interact in code. The
source code containing this application is contatined in the directory router.

Initialization and Context Setup
• EAL and Mempool:

– In main(), we call rte_eal_init() to initialize the DPDK Environment Ab-
straction Layer.

– We then allocate an mbuf pool via ethdev_mempool_create(), sized to hold
bursts of up to BURST_SIZE * BURST_COUNT packets.

• Ethernet Device Configuration:

– ethdev_setup() configures the NIC with QUEUE_COUNT RX queues and one TX
queue, using simplified port settings (no RSS).

– Ring sizes are adjusted via rte_eth_dev_adjust_nb_rx_tx_desc().

• Router Context:

– A router_ctx struct is zero-initialized, storing port and queue IDs, a pointer to
the routing-entry list, the template table handle, and the device’s MAC address.

– We install signal handlers (signal_exit and no_action_handler) to catch SIG-
INT/SIGTERM for clean shutdown.

Flow Template Table Creation
• Pattern Templates:

– We call form_pattern_template(ctx, AF_INET) and
form_pattern_template(ctx, AF_INET6) to build two ingress-wildcard, egress-
only templates matching Ethernet + IPv4 or IPv6 headers.

37



• Action Template:

– form_action_template() creates a template array of three actions: COUNT,
MODIFY_FIELD (for DST MAC), and MODIFY_FIELD (for SRC MAC).

• Table Instantiation:

– Finally, rte_flow_template_table_create() ties the two patterns and the sin-
gle action-template into a unified table context (‘ctx->template‘), ready to ac-
cept batched add/remove operations.

Routing Table Ingestion via libmnl
• Netlink Socket and Dump Request:

– In generate_initial_router(), we open a NETLINK_ROUTE socket with
mnl_socket_open(), bind to auto-pid, and send RTM_GETROUTE dump re-
quests for AF_INET and AF_INET6 via form_dump_request().

• Attribute Parsing Callbacks:

– We use two libmnl callback functions,
data_ipv4_attr_cb and data_ipv6_attr_cb, to extract RTA_DST, RTA_OIF,
RTA_GATEWAY, etc., into an attribute table.

– Helper routines attributes_show_ipv4() and attributes_show_ipv6() print
and populate each router_entry accordingly.

• Update Handler:

– update_router() is registered with mnl_cb_run() to be invoked on each Netlink
message (NEWROUTE or DELROUTE).

– It allocates a new router_entry, fills in prefix, version, next-hop MAC (via
RTA_GATEWAY) and output interface, then calls create_route4() (or v6) to
stage an async flow create.

Route→Flow Conversion
• Flow Attributes and Priority:

– In create_route4(), we set egress=1, and compute
priority = 32 – entry->prefix so that more specific routes (longer prefixes)
take precedence.

• Match Items:

– We build an IPv4 item with hdr.dst_addr masked by the prefix length. The
Ethernet item is wildcarded by default.

• Modify Actions:

– A modify_dst_mac action sets the destination MAC to the next hop’s address.
– A modify_src_mac action sets the source MAC to the router’s interface MAC.
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• Async Create:

– We call rte_flow_async_create() with postpone=1 to enqueue the flow in the
template table’s internal batch.

Flow Offload Batch Push/Pull
• After all routes from the initial dump are enqueued, generate_initial_router()

calls rte_flow_push() to commit the batch, then rte_flow_pull() in a loop to
retrieve hardware handles and finalize programming.

• For dynamic updates (in wait_for_routing_updates()), each Netlink event triggers
another push/pull cycle to apply only the changed entries.

Packet Processing Loop
• Pipeline Start:

– pipeline_setup_and_run() brings up the port, initializes the in-memory TAILQ
of router_entrys, and invokes generate_initial_router().

• Receive/Transmit Bursts:

– A single lcore calls rte_eth_rx_burst() on queue 0, then immediately calls
rte_eth_tx_burst() on the same port.

– Packets matching installed flow rules are rewritten in-NIC and forwarded; un-
matched packets are dropped.

• Statistics:

– The loop accumulates counters of seen and dropped packets in the pipeline
struct for post-mortem reporting.

Teardown and Cleanup
• On SIGINT/SIGTERM, exit_signal is set and the RX/TX loop exits.

• We call rte_flow_flush() to remove all offloaded flows, then rte_eth_dev_stop()
and rte_eth_dev_close() on the port.

• Finally, the mbuf pool is freed and rte_eal_cleanup() releases all DPDK resources.

5.3 L4 firewall
The implementation of the L4 firewall builds directly on DPDK’s RTE Flow API and follows
a clear, modular structure: context and data-structure initialization, NIC and flow-engine
setup, per-core packet processing, conntrack event handling, and graceful teardown. Each
of these stages is described in detail below. The source code files are contained in the
subdirectory l4_firewall.
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Context and Data-Structure Initialization
At program start, main() performs the following steps:

1. EAL initialization: Calls rte_eal_init() to bootstrap DPDK’s Environment Ab-
straction Layer and reserve hugepages.

2. Pool creation: Invokes ethdev_mempool_create() to allocate an rte_mempool for
packet buffers (mbufs).

3. Context setup: Zero-initializes an l4_firewall_ctx structure, sets default param-
eters (port ID, worker count, hairpin queue count, conntrack timeout), and initializes
the TAILQ head for the rule database.

NIC and Flow-Engine Configuration
Once the DPDK EAL and mempool are ready, main() delegates to ethdev_setup_start()
and the various form_ routines to configure the Ethernet port and the hardware flow
pipeline:

• common_ethdev_setup_with_hairpin(): Configures port 0 with RX queues
equal to the number of worker threads, plus a set of hairpin (loopback) queues for
zero-copy forwarding.

• rte_flow_configure(): Installs the flow-engine internal tables with enough counters
and queues.

• RSS template (Group 0): form_all_rss() creates a catch-all flow in group 0 that
applies an RSS action across all RX hairpin queues.

• TCP jump (Group 0→1): form_tcp_jump() installs a low-priority flow in group
0 to forward any TCP packet into group 1 for conntrack/template matching.

• Conntrack template (Group 1): form_firewall_handle() +
form_firewall_flow() build the generic IPv4/TCP template flow in group 1, at-
taching a conntrack indirect action handle, an AGE action (idle timeout), and a
jump to group 2.

• Conntrack steer (Group 2): form_conntrack_rss() creates a flow in group 2
matching validated conntrack state and applies RSS for hairpin-queue forwarding.

Rule Database and Per-Connection Flows
The application supports dynamic rule insertion when a new connection completes its TCP
handshake:

1. Rule lookup: In the CPU-path, for SYN packets or other state-transition packets,
rule_find() scans the TAILQ for an existing 5-tuple rule.

2. Rule creation: On a cache-miss, rule_create() allocates a new firewall_rule
structure, inserts it into the database, and initializes its IPv4/TCP pattern fields.

3. Handle + flow: Calls form_firewall_handle() to create a conntrack indirect
action handle, then form_firewall_flow() to instantiate a per-connection flow entry
in group 1 with its own Age and Jump actions.
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Packet Processing Pipeline
The core packet loop runs in one or more worker lcores:

• Each worker thread calls rte_eth_rx_burst() on its assigned RX queue.

• Bursts of mbufs are immediately forwarded back via rte_eth_tx_burst() on the
corresponding hairpin queue (zero-copy).

• Counters (‘pipeline.processed‘) are updated atomically for statistics.

• Exceptional packets (state-changing) are returned to software by the conntrack engine
and handled as above.

Conntrack Aging and Event Handling
Aging of idle connections is handled seamlessly:

• Each per-connection flow carries an AGE action with a timeout of AGING_TIMEOUT_SEC.

• The driver raises RTE_ETH_EVENT_FLOW_AGED; we register aged_event_callback()
to be notified.

• After a short alarm delay, destroy_aged_flows() calls rte_flow_get_aged_flows(),
iterates the list, and destroys each expired flow context.

Shutdown and Cleanup
On receiving SIGINT:

1. force_quit flag is set by quit_signal_handler().

2. The main loop stops, link is brought down, and worker threads are signaled to finish.

3. ctx_cleanup() flushes all flow rules, and ethdev_cleanup() stops and closes the
port.

4. The mempool is freed, and rte_eal_cleanup() releases DPDK resources.
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Chapter 6

Conclusion

In this work, we have shown that modern programmable NICs, when combined with
DPDK’s RTE Flow and Template APIs, can offload not only simple packet filters but
even stateful firewalls and full L3 routing logic entirely into hardware. Key takeaways
include:

• Massive Rule Offload: Using asynchronous template tables and hairpin queues, the
Large IP Filter achieved sustained creation and replacement of millions of drop rules
per second, with zero per-packet CPU impact on the forwarding path.

• Kernel-Table Offload: The Accelerated Router demonstrated that a full host rout-
ing table—IPv4 and IPv6—can be ingested via libmnl and mapped to egress flow
rules that rewrite MAC addresses, automatically dropping unroutable traffic without
software forwarding.

• Hardware Conntrack: The L4 Firewall illustrated seamless TCP connection tracking
and aging entirely in NIC hardware: only handshake and teardown packets ever reach
the CPU, while established flows cruise through hairpin queues at full line rate.

Across all three applications, hairpin queue RSS provided a zero-copy loopback path,
entirely bypassing the host OS once rules are in place. The Template API removed per-rule
allocation overhead, enabling batched push/pull of thousands of rules with uniform priority
and group semantics.

While demonstrating significant performance improvements, this work faced constraints
in testing scope due to time limitations. Looking forward, exciting avenues include: further
testing and develompment of existing applications and extending custom RSS. As NICs
and DPDK continue to evolve, the boundary between software and hardware will blur,
furthermore this work offers blueprints for harnessing that power today.

This research concludes that RTE Flow represents a paradigm shift in network func-
tion implementation. By moving processing from general-purpose CPUs to programmable
NICs, we achieve not just acceleration but fundamentally new capabilities - enabling next-
generation networks that are simultaneously faster, more flexible, and more energy efficient.
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