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Abstract

This thesis describes the design and implementation of a distributed server application
focused on scalability. It builds on an existing Nix binary cache implementation by identi-
fying its limitations and improving its design. The result is a new version of the application
with support for distribution and scalability. The thesis also explains the principles of dis-
tributed file storage, highlights key aspects of the Nix environment, and includes feedback
from the NixOS community on the solution.

Abstrakt

Tato prace se zaméruje na ndvrh a implementaci distribuované serverové aplikace se za-
meérenim na skdlovatelnost. Vychazi ze stavajici implementace binarni vyrovnavaci pameéti
pro Nix, identifikuje jeji omezeni a vylepsuje jeji navrh. Vysledkem je nova verze aplikace
s podporou pro distribuci a skdlovatelnost. Prace také vysvétluje principy distribuovaného
ukladani soubori, zdaraznuje klicové aspekty prostiedi Nix a zahrnuje zpétnou vazbu od
komunity NixOS na toto reseni.
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Rozsireny abstrakt

V préci je analyzovano distribuované ukladani dat, pficemz diraz je kladen na format Nix
Archive (NAR) a jeho propojeni s technologii Nix. Aby bylo mozné pochopit roli téchto
archivi, je nejprve nutné predstavit samotny systém Nix a s nim spojené klicové pojmy. Nix
zde vystupuje ve trech hlavnich vyznamech. Prvnim z nich je Nix jako programovaci jazyk,
jehoz syntaxe a zdkladni konstrukce jsou popsany spolu s tim, jak se vyuziva k deklaraci
softwarovych balickli, takzvanych derivaci. Soucasti je také ukdzka tvorby vlastni derivace.
Dalsi vyznam predstavuje Nix jako spravce balicki. Text popisuje jeho vlastnosti, zpu-
soby ukladani balickt, format soubort NAR a principy automatické spravy paméti. Treti
vyznam ma Nix v podobé opera¢niho systému NixOS, ktery vyuziva spravce balicktt Nix
a umoznuje konfiguraci systému deklarativnim zptisobem. Déle je objasnén pojem binarni
vyrovnavaci paméti (binary cache) v prostfedi Nix, ktera slouzi k urychleni instalace a
sestavovani balickii. Toho je dosazeno ukladanim jiz sestavenych balikl, které lze znovu
pouzit bez nutnosti opétovné kompilace. Tato cache je standardné dostupna vsem uzi-
vatelim prostiednictvim vefejného serveru cache.nixos.org. Tento typ serveru je zaroven
ustfednim tématem Feseni navrzeného v této praci. Cilem je vytvorit jeho vylepSenou imple-
mentaci se zamérenim na distribuovatelnost a skalovatelnost. Distribuované ukladani dat
je dale podrobné analyzovano, véetné jeho vyhod, nevyhod, omezeni danych CAP teorii
a prehledu riznych architektonickych pristupti. V zavéru teoretické Casti je strucné pred-
stavena i distribuovand hashovaci tabulka (Distributed Hash Table), ktera je dulezitym
prvkem navrzené implementace.

N&avrh nového feseni vychézi z omezeni predchozi implementace, kterd trpéla problémy
se skalovatelnosti, mimo jiné kvtili ukladani soubortl vyhradné do lokdlni paméti. Chybéla
podpora automatické spravy paméti a rovnéz nebylo mozné jednoduse konfigurovat chovani
systému pri rozsireni o dalsi dlozisté. Tato omezeni vedla k navrhu nové architektury,
jez podporuje vice tlozist s raznymi typy a umoznuje flexibilni organizaci dat mezi nimi.
Soucésti navrhu je zavedeni strategii pro automatickou spravu dat, véetné mechanismu pro
odstranovani nepouzivanych nebo zastaralych soubort. Distribuovatelnost systému je za-
jisténa prostfednictvim zminéné distribuované hashovaci tabulky, konkrétné implementace
OpenDHT. Ta umoznuje vyhledavani a sdileni dat mezi jednotlivymi uzly bez nutnosti
centralni autority. Diky tomu je mozné vytvorit sit spolupracujicich cache serveru, které si
mohou navzijem poskytovat pristup ke svym datim. Nova architektura klade vyssi naroky
na konfiguraci. Z tohoto divodu je misto fizeni pres piikazovou radku pouzito konfiguraéni
rozhrani ve formatu YAML.

Implementace vyuziva fadu technologii s durazem na rozsititelnost, kterd se odrazi v
navrhu architektury a modularité kédu. Ta umoznuje snadné pridavani novych typu dlozist
bez zasahu do zakladni logiky. Zajimavym prvkem je také zavedeni statického typovani do
jazyka Python.

Soucasti prace je rovnéz vyhodnoceni vysledk, zejména z hlediska skalovatelnosti. Sys-
tém umoznuje skalovani jak samotnych wlozist, tak i instanci serverti na vice urovnich.
Aplikace byla predstavena odborné verejnosti prostfednictvim prispévku na féru komunity
NixOS, kde ziskala Ffadu pozitivnich ohlasi a cennou zpétnou vazbu. To potvrzuje jeji
praktickou vyuzitelnost. Aplikace je dostupnd jako open-source software.
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Chapter 1

Introduction

There are many ways to store data in today’s world. Of course, some are more efficient,
each with advantages and disadvantages. The distributed way of storing data, which is the
focus of this paper, is more abstract, but simply put, it means storing data across multiple
locations, all interconnected to form a network. This approach, widely used in modern
systems, offers reliability, scalability, and accessibility.

Although any type of file can be stored this way, this work emphasizes NAR files,
which are short for Nix Archive. Learning more about Nix is essential to understand the
importance of these files.

Nix is a tool designed for package management on Linux systems. What sets it apart
from other package managers is its unique approach. Nix is fully declarative, meaning
that everything is configurable using code. Moreover, all package builds are easily repro-
ducible and free of undeclared dependencies. That ensures that if the package works on
one machine, it will work on another.

However, this approach is not without drawbacks. The build times for packages and
their dependencies can be pretty lengthy. Fortunately, Nix has a solution for this issue
called binary cache.

The binary cache stores prebuilt packages that users can access when installing software.
That means that if a dependency is already available in the cache, it does not need to be
built again, significantly reducing build time. These prebuild packages are in the form of
the mentioned Nix Archive files. They provide an efficient way to serialize the required
data from a package.

This work focuses on a specific implementation of a binary cache created by Marek
Krizan. [14] Although this software is great, it has limitations. It can only store files locally
and offers limited options for expanding storage capabilities. The main point is to extend
Marek Krizan’s current binary cache implementation by introducing additional storage
options and transforming it into a distributed scalable solution.

Thesis outline

This thesis consists of six main chapters, outlined as follows: First, the “Introduction”,
which this section belongs to, provides a concise overview of the entire work. The second
chapter, titled “Theory”, presents the fundamental principles of the underlying technology,
such as all the meanings of Nix and the ways of using distributed storage systems, and
discusses some key challenges that may occur. The third chapter, “Solution Draft”, shows



some limitations of the previous implementation and presents a design of the new solution.
The fourth chapter, “Implementation”, dives into the practical aspects of realized solution
from the previous chapter. This section is the most technical, describing the structure,
technology, and usage of the software. The fifth chapter, “Evaluation and Feedback”,
presents an evaluation of scalability, shows feedback from a specialized public, and proposes
future extensions. The final chapter, “Conclusion”, offers a summary of the results achieved
in this thesis.



Chapter 2

Theory

This section focuses primarily on the basic theory, aiming to explain it in a simple way,
which is necessary to understand the key principles and challenges involved.

2.1 Distributed storage

In the Introduction, distributed storage is mentioned as an abstract concept. But where
does this abstraction come from?

The abstraction originates both from its definition and from its application. Distributed
storage involves storing and processing data across multiple interconnected nodes within a
network. This system creates the abstraction of a single, reliable, shared storage device for
users while preserving the advantages of a distributed architecture. This definition is based
on the article “Reliable Distributed Storage” by Chockler. [8]

2.1.1 Benefits of Distributed Storage

Let us explore some of the advantages of this method for storing files.

Scaling

One of the key advantages of distributed storage is scalability, which can be achieved in
two ways: vertical and horizontal scaling, as illustrated in Figure 2.1.

Vertical scaling, in simple terms, involves increasing the capacity of a single node by
upgrading its hardware resources, such as adding more storage. However, this method has
limitations, as a single node can only be upgraded to a certain extent, making it more
suitable for centralized storage systems than distributed ones.

Horizontal scaling, on the other hand, represents the core strength of distributed storage.
This method adds new nodes to the network to increase overall storage capacity and pro-
cessing power. Unlike vertical scaling, horizontal scaling offers almost limitless potential, as
new nodes can be added without requiring significant changes to the existing infrastructure.

Fault Tolerance

Fault tolerance is another significant advantage of distributed systems. If a node encounters
a problem and becomes inoperable, a backup node is ready to take its place. Setting up
these backup nodes for critical and frequently used data is important. The node replacement
mechanism is typically automated.



Vertical Scaling Horizontal Scaling

Figure 2.1: Comparison of vertical and horizontal scaling in distributed storage (adapted
from [16]).

Resource Sharing

If some data are stored, they are also often meant to be shared later, and the distributed
way makes this simple for both sides. More users can be connected to the same storage
network and share their data simply by just getting them from the node of another user.
Of course, this happens over an already mentioned abstraction layer, so it is easy to use.

Load Balancing

In complex networks, some nodes are often busier than others, which can affect performance
and cause bottlenecks. A load balancer component (see Section 2.1.4) addresses this
issue. This component serves as an intermediary for traffic entering a storage network and
distributes the incoming traffic among available servers so there is a balance.

Performance

In specific systems, performance is crucial. The distributed approach improves performance
by decreasing workload, which we achieve by distributing tasks and data among nodes.
2.1.2 Drawbacks of Distributed Storage

Furthermore, there are some words about its drawbacks and why it should not be used in
all cases.

Complexity

As a counterpart to the last benefit, complexity is undoubtedly high when designing, de-
ploying and maintaining a distributed system. This drawback comes from the mixture of
components used. Knowledge about networking, data management, and, most importantly,
distributed methods is crucial.



Consistent data

Data have to be consistent on all nodes and at all times. This makes perfect sense, but can
be problematic when tasks happen simultaneously from more places, potentially causing
conflicts.

Performance

Sounds familiar? It is more like a network overhead on specific nodes because we replicate
data between them and have to synchronize the network. This overhead can affect perfor-
mance, ultimately leading to better efficiency when accessing data. However, sadly, it is
still a drawback.

Security

The fact that the nodes are spread over various locations and devices in the network, or
even globally, makes it harder to maintain consistent security levels between all nodes. Also,
ensuring secure communication between nodes is critical to reduce security risks.

2.1.3 CAP Theorem

This section is based on the insights of the author of the CAP theorem, drawn from the
keynote [4] where the theorem was first introduced, as well as from an article [3] published 12
years later in the Computer journal', where the author reflects on how the understanding
of the theorem evolved over the years. In addition, it incorporates clarifications on the
precise meaning of CAP as discussed by Martin Kleppmann [13].

Theorem Overview

The CAP theorem, introduced by Dr. Eric A. Brewer in 2000, addresses three key prop-
erties: Consistency (C), availability (A) and partition tolerance (P). Brewer states: “You
can have at most two of these properties for any shared-data system.” [4] This statement
leads to three possible configurations:

1. Forfeiting Consistency (AP). In this setup, the system remains available even in
the presence of network partitions. This approach guarantees that the system remains
responsive; however, the trade-off is that since consistency is not prioritized, clients
may receive outdated data depending on which node they connect to.

2. Forfeiting Availability (CP). Here, the system prioritizes consistency during net-
work partitions, which makes it temporarily unavailable. Clients will encounter an
error or timeout response until data can be assured to be consistent.

3. Forfeiting Partition Tolerance (CA). Practically, this scenario is impossible to
achieve, as discussed in the sections on partition tolerance 2.1.3 and practical impli-
cations 2.1.3. Theoretically, the system would maintain consistency and availability
during network partitions. However, during a partition, the system would ultimately
have to choose which property to prioritize: remaining available by returning poten-
tially inconsistent data or becoming temporarily unavailable to ensure consistency.

"https://dblp.org/db/journals/computer/index.html
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Consistency In the context of CAP, consistency specifically refers to linearizability,
which is a strong consistency that requires that operations appear in an order that is
consistent with the real-time order of those operations. Linearizability means that once a
write completes, all subsequent reads must reflect that write, regardless of which node they
access.

Availability In CAP, availability has a precise definition: “Every request received by a
non-failing node in the system must result in a non-error response.” [10] This means that
any operational node must be able to respond to any request.

Partition Tolerance Partition tolerance refers to a system’s ability to function even
when messages are dropped or delayed in communication between nodes. As Kleppmann
notes, in distributed systems, partitions are inevitable, making partition tolerance a neces-
sity rather than a choice.

CONSITENCY

PARTITION

AVAILABILITY TOLERANCE

Figure 2.2: Euler diagram illustrating the CAP theorem trade-offs (adapted from [12]).

Practical Implications

While the original formulation suggested that only two out of three properties (Consistency,
Availability, and Partition Tolerance) could be guaranteed simultaneously, the modern inter-
pretation — even according to the author of the theorem — emphasizes nuanced trade-offs



depending on the system’s state at a given moment. Since network partitions are relatively
rare but, at the same time, inevitable, the choice will not be a simple 2-of-3, but rather a
balance between consistency and availability. In practice, systems often provide different
guarantees of consistency for different operations. [3]

2.1.4 Architectural Models

The architecture of a system influences its usage patterns, behavior, requirements, and
limitations. As always in computer science, there are several architectural models. For dis-
tributed systems, the most common models are client-server and peer-to-peer architectures.
However, hybrid approaches are also widely used. The following three sections will explain
these models in more detail and provide examples of their usage. Please note that there
are many more architectural models, but these are most relevant to the topic of this work.
Some of the insights in this section are based on the article by Jeffrey Richman [15].

Client-server

The client-server architecture is well known in many fields of computer science. It is a
model where the server acts as a central point, providing resources or services to clients.
Clients are devices that request resources or services from the server. To show this model,
consider a web application. The server hosts the website, and the client (browser) requests
it. However, this is an example of a centralized system. In distributed systems using the
client-server model, there are multiple server nodes, each of which can provide the same

resources or services.
GENERAL
SERVER

DATABASE
CLIENTS GENERAL
SERVER
. DATABASE
GENERAL
SERVER

Figure 2.3: Client-server architecture with distributed servers (adapted from [15]).



Server Synchronization and Coordination A key challenge in distributed client-
server systems is how servers coordinate and synchronize data. There are several approaches
to this synchronization problem:

o Master-Slave One server acts as the primary server (master), while others are sec-
ondary servers (slaves). The master accepts all write requests and then propagates
the changes to the slaves. The master-slave system is simple but has a single point of
failure.

e Multi-Master All servers can accept write requests but must implement mechanisms
to detect and resolve conflicts. Some common mechanisms are timestamp ordering,
version vectors, and quorum-based writes.

e Metadata Server In this approach, a server manages only metadata and acts as a
coordinator for other servers.

Load Balancer Load balancers distribute client requests across multiple servers to en-
sure an even load distribution, reduce response times, and prevent any single server from
becoming a bottleneck.

Peer-to-peer

In a peer-to-peer (P2P) architecture, there are no such distinctions between clients and
servers. All nodes are equal and act as both clients and servers. A well-known example of
this model is BitTorrent?, where files are shared between users, and each user can download
and upload files simultaneously. A key advantage of P2P systems is the simple way of
increasing system capacity by adding more nodes. Also, adding more nodes makes the
network more robust and fault-tolerant, which is the opposite of the client-server model.

Types of Peer-to-peer There are three types of peer-to-peer network:

e Unstructured The peers are not organized in any specific way, and the nodes are
connected in an ad-hoc manner. This approach is simple, but can lead to inefficiencies,
mainly when looking for data.

¢ Structured The peers are organized into a specific topology. Typically implemented
by Distributed Hash Tables (DHTs). Each node has an identifier, and the topology
defines which nodes are responsible for which data.

e« Hybrid Combination of structured and unstructured networks, often using hierar-
chical structures.

2.2 Nix

The term “Nix” can refer to different concepts, including a programming language, a pack-
age manager, and an entire operating system. This section clarifies these meanings. Ad-
ditionally, it introduces the Nix Binary Cache, a key component in understanding the
purposes of this work.

’https://www.bittorrent.com/
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Figure 2.4: Peer-to-peer network where nodes act as both clients and servers (adapted
from [15]).

2.2.1 Nix Programming Language

According to the Nix Reference Manual, the Nix language is designed to define and compose
software packages. It describes derivations, which are precise definitions of how existing
files are used to generate new files.

Key Characteristics

The Nix language has several key characteristics:

Functional: Language treats functions as primary building blocks. Functions can
be passed as arguments to other functions, returned as results, and stored in data
structures.

Lazy: Expressions are only evaluated when their results are needed.

Pure: Functions do not have side effects, ensuring that the builds are isolated from
the system and reproducible.

Dynamically typed: Types are determined at runtime.
Declarative: It specifies what should be done rather than how to do it.

Domain-specific: Designed for defining and composing derivations with builtins
and functions specific to the Nix package manager and the NixOS operating system.

Anatomy of a Nix Derivation

To illustrate the Nix language, consider the following derivation for the Dillo® web browser,
which was revived in late 2024 after nearly a decade of inactivity. Key components of

3https://dillo-browser.github.io/
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this derivation are discussed below, with a complete derivation available in the Nixpkgs
repository”.

Function Arguments The derivation begins with function arguments defined between
curly braces, including dependencies and configuration options:

{ 1ib, stdenv, fetchFromGitHub, pkg-config, fltk, ssl, ... }:

Figure 2.5: Function arguments for the Dillo derivation

Variable Definitions A let block defines variables. In this case, it selects the appro-
priate TLS library based on the tlsLibrary parameter:

let
ssl = {
"libressl" = libressl;
"mbedtls" = mbedtls;
"openssl" = openssl;

}."${tlsLibrary}" or (throw "Invalid TLS option: ${tlsLibraryl}");
in

Figure 2.6: Variable definitions in the Dillo derivation, including the selection of a TLS
library based on the tlsLibrary parameter.

Derivation Definition A derivation is typically defined using the built-in derivation
function, which accepts attributes like system, name, builder, args, and outputs. The
builder is a script responsible for compiling the package, while args specify parameters
passed to the builder.

In the dillo derivation, the builder and some other arguments are already handled by the
stdenv.mkDerivation function, which is a wrapper around the built-in derivation function.

Key Components
e mkDerivation: A function that creates a derivation with specified attributes
e pname and version: Define the package name and version

o fetchFromGitHub: A function that downloads source code from GitHub based on
specified parameters

e nativeBuildInputs and buildInputs: Specify dependencies needed to build the
package

o outputs: Define multiple output directories (out, doc, and man)

o meta: Provides metadata about the package.

‘https://github.com/Nix0S/nixpkgs/blob/master/pkgs/by-name/di/dillo/package.nix
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stdenv.mkDerivation {
pname = "dillo";
version = "3.2.0";
src = fetchFromGitHub {
owner = "dillo-browser";
repo = "dillo";
rev = "v${finalAttrs.version}";
hash = "..."; # Placeholder
s
nativeBuildInputs = [ autoreconfHook pkg-config fltk which ];
buildInputs = [ fltk giflib libXcursor libXi ssl ... ];
outputs = [ "out" "doc" "man" ];
meta = {
homepage = "https://dillo-browser.github.io/";
description = "Fast graphical web browser with a small footprint";
license = lib.licenses.gpl3Plus;
platforms = lib.platforms.linux;
s
}

Figure 2.7: The mkDerivation function for defining the Dillo derivation, including source
fetching, build inputs, and metadata.

Nix ensures that the built environment is isolated and reproducible by explicitly building
all dependencies from the source and isolating them from the system.

Handmade Derivations

Now that we have examined the anatomy of a derivation, we can better understand how it
works. To make this process more transparent, this section presents a lower-level example
of creating a derivation manually, without relying on helper functions like mkDerivation
and the Nix language. This part follows Farid Zakaria’s blog post [19] on how to make a
derivation by hand.

As we will learn later, derivations are stored within the /nix/store/ directory. To add
a new derivation to the store, we can use the nix derivation add command. According
to the Nix reference manual, this command requires a JSON representation of the store
derivation.

To create a valid JSON derivation, we need to provide a few required fields. The
first is name, which serves the same purpose as in mkDerivation: it specifies the name
of the package. We also need the system field, which indicates the target platform (e.g.,
x86_64-1inux, aarch64-darwin), and the builder, which is the path to the executable that
will perform the build. This could be a custom shell script, a Python script, or any other
executable. Another important field is args, which specifies the command-line arguments
passed to the builder.

If we were using the Nix language to define our derivation, this would be sufficient, as
the remaining fields would be filled in automatically. However, when working directly with
JSON, we must manually supply more fields.
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The next field we need is outputs. By default, Nix assigns out as the only output.
However, we can add more outputs depending on the requirements of the derivation. For
instance, the dillo derivation specifies three outputs: out, doc, and man. This results in the
following store paths:

e /nix/store/<hash>-dillo-3.2.0
e /nix/store/<hash>-dillo-3.2.0-doc

e /nix/store/<hash>-dillo-3.2.0-man

When working with JSON, the paths must be specified using their respective hash
values, which are not known until the build process finishes. For now, we can simply omit
these values and allow Nix to determine the correct paths during the build, after which we
will need to fill them in manually.

Similar to args, env is where we can pass values into the environment for the builder.
This is by default taken care of, but in this raw JSON representation, we also have to
specify them if our builder is using any environment variables.

The last two are inputSrcs and inputDrvs. The first specifies the storage paths on
which this derivation depends. The second specifies the derivations on which this derivation
depends. We can leave those empty for this minimal example.

{
"name": "hello—minimal",
"system": "aarch64-darwin",
"builder": "/bin/sh",
"args": [ "-c", "echo Hello, world! > $out" ],
"env": {
"out": "/nix/store/<hash>-hello-minimal"
1,
"outputs": {
"out": {
"path": "/nix/store/<hash>-hello-minimal"
}
},
"inputSrcs": [],
"inputDrvs": {}
+

Figure 2.8: Raw JSON representation of a minimal Nix derivation

2.2.2 Nix as a Package Manager

Nix is a package manager similar to apt, yum, dnf, and pacman, but it stands out due to
several unique features.

e Pure builds: Isolates dependencies, preventing “dependency hell”

o Multiple versions: Allows multiple package versions to coexist without interference.

14




derivation {
name = "hello-minimal";
system = "aarch64-darwin";
builder = "/bin/sh";
args = [ "-c" "echo Hello, world! > $out" 1;

3

Figure 2.9: Equivalent representation of the a minimal derivation using the Nix language

e Atomic upgrades and rollbacks: Ensures system transitions are atomic, making
upgrades and downgrades safe.

e Reproducible environments: Guarantees that builds are reproducible across dif-
ferent systems.

From Section 2.2.1 above, it is clear how packages are defined in Nix. The Nix package
manager uses these definitions to build and install packages. When a package is installed,
Nix creates a symlink to the package’s location in the Nix store.

Closure

Packages have dependencies. In Nix, dependencies or, better said, dependency trees are
called closures. A closure is a set of packages that are needed to build and run a package. [1]
When a package is built, its closure is realized. This means all the derivations (package
definitions) in the closure (dependency tree) are built and installed in the Nix store. Build-
ing and installing all dependencies and the package itself can be time-consuming. To avoid
this, Nix uses caching by default. As mentioned earlier, dependencies are also stored in the
Nix store. If the same dependencies are needed for another package, they are reused from
the store. If dependencies are not found in the store, the cached binaries are downloaded
from the Nix binary cache. If the binary cache does not have the required dependencies,
they are built from the source. This process speeds up builds, making them more efficient.
More information about binary caches can be found in section 2.2.4.

Nix Store

The Nix store is a directory that contains all installed packages along with their derivations
and patches. Each package is stored in a unique directory named using a hash-based
identifier. This hash is a unique identifier and is calculated in the following way according
to the Nix Pill store paths article [7]:

1. The file hash is computed using the nix-hash or nix-store command with the
selected hash function (e.g., SHA-256).

2. The file type and the file name are appended to the hash to form a special string.

3. Base 32 encoding is applied to the special string to create a final hash that is used as
a directory name.

As an example, the Nix store path for the Neovim® package would be:

*https://neovim.io/
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/nix/store/zqrOb3ggl0fn2g6f6rkan891swfwIrla-neovim-0.10.2

This path consists of the Nix store prefix (/nix/store/), followed by the computed
hash, and finally, the package name with its version. Any modification to a package results
in a different hash, causing the new version to be stored in a unique directory within the
Nix store.

Nix Archive

Section 2.2.2 explains that packages are stored in the Nix store as directories. However,
when packages need to be copied, moved, or transferred over a network, it is more efficient
to serialize them. Serialization encodes data into a structured byte stream, making it easier
to store, transmit, and verify its integrity. There are many serialization formats, such as
zip or tar, but Nix uses its own format called Nix Archive (NAR). There are three reasons
why Nix uses its own format, as explained in more detail in Section 5.2.1. of the Ph.D.
thesis of Eelco Dolstra [9]. Here are the main points:

1. Unlike other formats, NAR supports canonical serialization, ensuring that the same
data is identically serialized. This guarantees reproducibility.

2. Other formats store unnecessary metadata, such as timestamps, which can cause
discrepancies when comparing the hashes of two NAR files.

3. Although TAR is a widely used format, it has several limitations, including difficulties
handling long filenames and files exceeding 233 bytes in size.

Garbage Collection

This part is based on an article on garbage collection in Nix Pills [6].

Over time, the Nix store can grow significantly due to the accumulated packages and
their dependencies. To free up space, Nix provides built-in garbage collection. Garbage
collection identifies packages still in use (considered “live”). To maintain this information,
Nix uses GC roots, objects that are always considered live and stored in the Nix store.
Common GC roots include user profiles and their generations (see Section 2.2.3 for more
details on profiles). When garbage collection runs, it performs a graph traversal starting
from all GC roots and follows all references (typically implemented as symbolic links). Any
package in the Nix store that is not reachable from a GC root is considered garbage and
can be safely removed.

2.2.3 NixOS Operating System

NixOS is a Linux distribution based on the Nix package manager and the Nix language.
Unlike traditional Linux distributions, NixOS applies the principles of Nix to the entire
operating system, not just individual packages. To explain its role, here is a citation from
the Zero to Nix guide:

“Everything in a NixOS system is configured using the Nix language and the NixOS
module system. Rather than installing packages and setting up your system in an ad-hoc
way, you can declare which specific system you’d like to have—networking stack, filesystem,
users, and more—and Nix builds the system for you from the ground up, installing all
the required packages, providing necessary configuration files, and making other declared
changes.” [2]
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Key Features

NixOS has several key features that combine the features of the Nix package manager and
the Nix language. Firstly, it is declarative, as is explained in the citation above. It is also
reproducible, so the system can easily be replicated on different machines. Multiple profiles
can be created and managed. So, the system can have multiple configurations and easily
switch between them. Another feature is atomic upgrades and rollbacks. This means that
the system has a built-in mechanism to manage generations of the current profile system
configuration and easily switch between them.

2.2.4 Binary Cache

As an already well-known term, cache in the context of memory or storage is where fre-
quently used data are stored to speed up access to it. Most of today’s systems or applications
use some form of caching to improve performance. The Nix package manager is no excep-
tion. A section on the dependency tree 2.2.2 mentioned that Nix uses caching to speed up
builds.

Nix Binary Cache

Unlike traditional caches, the Nix binary cache is a remote service that stores and distributes
prebuilt binaries via HT'TP. It acts like a Nix store but is remote and can be shared among
multiple users. Binaries are stored in the Nix Archive format introduced in Section 2.2.2.
So, they are already serialized and ready to be transferred.

When a package is not found in the local Nix store, the Nix package manager attempts
to retrieve it from a configured binary cache by using the hash of the derivation. The
process works as follows: the manager makes a request to the HT'TP endpoint of the cache,
specifically https://cache/store_hash.narinfo. If the requested package is available,
the response includes metadata about the corresponding narfile that contains the prebuilt
package as mentioned at NixOS Wiki [18]. The response details can be seen in Figure 2.10.

StorePath: /nix/store/9vp8z5dh...wir7ilv-glibc-2.40-66
URL: nar/fdfbc7...4806e.nar.xz

Compression: xz

FileHash: sha256:fdfbc7...4806e

FileSize: 7196180

NarHash: sha256:1j9gh9...jyvkw07]

NarSize: 41707792

Deriver: 6fOkml...glibc-2.40-66.drv

System: "x86_64-linux"

References: 4006pa...m2736wcg-xgcc-14-1ibgcc 9vp8z5...wir7ilv-glibc-2.40-66
v8ssh2...ng28iy0-1ibidn2-2.3.7

Sig: second.0.0.0.0-1:x3zhWs...WxioK/zBQ==

Figure 2.10: Response of narinfo showing realistic structure. Long paths and hashes are
abbreviated for readability.

If the narinfo response is received, the package is downloaded, deserialized, and stored
locally in the Nix store. By default, the Nix package manager uses the official cache
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server cache.nixos.org as a binary cache, which is shared and maintained by the NixOS
community. In addition, users can set up their own cache servers to store and distribute
their binaries. This can be useful for organizations or companies that want to keep their
binaries private or have fast access to packages they use frequently. Also, some third-party
cache servers are available, such as cachix’. This provides a cache server and a CLI tool for
the client to manage the cache. This open source client is available on GitHub’. Another
implementation of a cache server is Marek Krizan’s binary cache, on which this work is
based.

Shared Caching

The Nix binary cache is a remote service designed for shared use, enabling multiple ma-
chines to both upload and retrieve prebuilt packages from a common store. As shown in
Figure 2.4, machines within the same cache infrastructure can function as both producers
and consumers of binaries. For example, when a developer builds a package locally, the
resulting output can be uploaded to the shared cache. Other users can then download and
reuse this binary without needing to rebuild it.

<—BUILD + UPLOAD—>

="

= Kﬂbww

BINARY CACHE Qo

=7

Figure 2.11: Shared binary caching setup where multiple clients push to and pull from a
shared store (adapted from [5])

Shttps://cachix.org/
"https://github.com/cachix/cachix
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2.3 Distributed Hash Table

A Distributed Hash Table (DHT) extends the traditional hash table concept by distributing
key-value pairs across multiple nodes in a network. Although the basic idea of a hash
table is straightforward, the implementation of DHT involves complex challenges related to
scalability, fault tolerance, and efficient data retrieval, as discussed in 2.1. In this section,
we will focus on the core operations of a DHT, storing and retrieving values, since these
are the essential actions needed to use a DHT. We will also briefly explore its architecture.
This section is based on article for Chord protocol [17].

2.3.1 Architecture

DHTs organize nodes in a structured overlay network, such as a ring. Each node is assigned
an identifier, and data keys are assigned to the nodes using consistent hashing. The nodes
maintain small routing tables with links to other nodes in the network. These tables allow
for efficient search: to find a key typically takes O(log N) hops, where N is the number of
nodes. Popular DHT implementations and protocols are Chord and Kademlia.

2.3.2 Putting Value

To store a value, a node hashes the key and determines the responsible node based on the
keyspace. The key-value pair is routed to that node using the routing table. Once it arrives,
the node stores the data and may replicate it to nearby nodes to increase availability and
fault tolerance.

2.3.3 Getting Value

To retrieve a value, a node hashes the key and forwards the request using its routing table.
Each step moves closer to the node responsible for the key. When the responsible node is
reached, it returns the value.

DATA KEY HASH TABLE
Dillo > Hash function > 31FH4D
Neovim » Hash function > 12ZXC9

Nix > Hash function >  AWG638L

APPLICATION

Figure 2.12: Representation of DHT and key-value pairs (adapted from [11])
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Chapter 3

Solution Draft

This chapter outlines the limitations of the previous software version and presents proposed
improvements. It also introduces the goal and provides the design of a new version that
incorporates some of these improvements, which this work aims to develop. Information
about the previous version was gathered from the original thesis [14].

3.1 Previous version

The previous version of this software, developed by Marek Krizan, implemented a Nix binary
cache server compatible with the Cachix client. It provided functionality for managing
multiple binary cache instances and supported remote software deployment. The server
operated through a simple command-line interface and stored all data in local storage.

3.1.1 Limitations

As with any software, the previous version had certain limitations that motivated this work.
Below is an overview of the key issues identified.

Storing files

Files are stored only in local storage. Users had limited configuration options regarding
how files were stored and for how long. Moreover, the implementation did not provide an
easy way to extend or customize the storage mechanism.

Collecting garbage

Garbage collection is a valuable feature for software that deals with file storage, as it allows
the removal of files that are no longer needed. However, in the previous version, no garbage
collection mechanism was implemented, making it difficult to manage storage usage or
implement proper file retention.

Command-line interface

While the command-line interface is a convenient tool for operating the server, it becomes
cumbersome when creating multiple cache servers with different configurations on various
machines. Additionally, it does not provide an easy way to ensure the reproducibility of
the server setups, as it is heavily dependent on the current state of the system.
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3.2 Design of the solution

This section describes the design of the new solution, including the primary goal and the
methods used to overcome limitations of the prior implementation.

3.2.1 Main goal

The main goal of this work is to extend the previous implementation of cahce-server. Add a
distribution method to allow the cache server to communicate with others in same network.
Implement rich storage capabilities such as multiple storage instances and different storage
backends and allow the use of strategies to organize data on storage instances. Create a
stateless configuration that is easy to reproduce while keeping the previous implementation
key possibilities and emphasizing scalability and extensibility.

3.2.2 Architecture

To support the new requirements, significant architectural changes were made to cache-
server. The original version included two distinct types of APIs:

e The main server API, responsible for receiving store paths, managing remote deploy-
ments, and offering an HT'TP interface alongside a WebSocket server for deployment
control, and DHT node.

e The cache server API, which served Nix store paths over HT'TP for communication
between hosted binary caches and Nix clients.

In the new design, these roles remain, but are substantially extended and refactored. The
main server now acts as the central process, running in the foreground and managing the
lifecycle of the entire application. It is responsible for launching, monitoring, and termi-
nating all other components, including worker threads. When the application is not in
standalone mode, the main server also starts a DHT node to enable peer-to-peer distribu-
tion. Additionally, the main server manages the WebSocket server for software deployment,
which runs in a dedicated thread. The configured cache server instances are launched as
separate processes. Each instance is responsible for handling store paths, periodically ad-
vertising its availability on the network, and performing background garbage collection.
Figure 3.1 illustrates the start sequence of the system.

3.2.3 Main server

As mentioned, the main server now acts as a foreground process and manages several
additional responsibilities. A new process manager was added to simplify the starting,
monitoring and shutdown of cache instances. Another important addition is a module
for communication with the DHT network via the local node it hosts. Two other signifi-
cant components are the configuration validator and the configuration manager, which are
described in detail in Section 3.2.7.

New API endpoints were also introduced to allow access to DHT functionality by other
processes:

e /api/vl/dht/get/key — retrieves values from the distributed network.

o /api/v1/dht/put — stores key-value pairs in the distributed network.
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Figure 3.1: Startup sequence of the main server and managed services

3.2.4 Cache instance

As described earlier, each cache instance now launches two additional threads: one for pe-
riodic advertising and another for garbage collection. Details about the advertising mech-
anism are provided in Section 3.2.8, while garbage collection is discussed in Section 3.2.6.
Additionally, each cache instance includes a DHT client, enabling it to communicate with
the DHT node hosted by the main server. Support for private caches has been introduced.
By default, all caches are public, meaning they both participate in the DHT network and
share their stored content. In contrast, private caches can access DHT and retrieve data
from public caches, but do not advertise or share their own data within the network. Each
cache instance now includes a storage manager, which acts as an abstraction layer that
enables the use of multiple storage backends in the same way as a single one. In addition
to these features, each cache instance now tracks several internal metrics:

e N — request count (request_count)

o H — hit count (hit_count)

o R — total response time (total_response_time)

o tast — timestamp of the last update (last_update_time)
e t — current time

These metrics are used to calculate a single performance indicator called the load_score.
This score provides a normalized measure of the cache’s current load (lower is better), and
is computed using the following formula:

R H U — tast
loadScore:N-wT+<1_N>.wh+N,<1_Tas>‘wq

where T' is the time window, and w,, wy, and w, are configurable weights for each
component. These weights can be adjusted using defined constants.
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3.2.5 Database

The database layer was also expanded. The original schema consisted of four tables:
binary_cache, store_path, workspace, and agent. To support new storage capabili-
ties introduced in Section 3.2.6, two additional tables were added: storage, which models
a storage instance, and storage_config, which stores its configuration details. Further-
more, entities are now referenced by identifiers rather than names. The database acts as
a persistent state store for the application and must remain synchronized with the config-
uration file. This consistency is validated during the main server startup. The updated
Entity-Relationship (ER) diagram is shown in Figure 3.2.

Storage Binary Cache Store Path
PK|ID PK| ID PK|ID
name name store_hash
type url store_suffix
root 1 token 1 N file_hash
cache_id access file_size
1 port nar_hash
retention nar_size
strategy deriver
strategy_state refs
1 storage_id
n n
Storage Config Workspace Agent
config_key PK| ID PK| ID
config_value name name
storage_id token 14,7” workspace_id
Row 3

Figure 3.2: Entity-Relationship diagram

3.2.6 Storage

The entire storage mechanism is one of the most significant differences between the two
implementations. From the cache perspective, this change is relatively seamless thanks
to the storage manager, which provides an abstraction layer that allows multiple storage
instances to be used the same way as a single one. The storage layer was rebuilt from
the ground up. This includes an abstract base class for all storage implementations, along
with two concrete implementations: one for local storage and one for AWS S3'. A storage
factory was introduced to automate the creation of storage instances, and a system for
defining custom storage configurations was implemented to support the integration of any
kind of storage backend. The primary goal of this redesign was to emphasize extensibility,
enable dependency injection, and promote loose coupling between components.

"https://aws.amazon.com/s3/
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Manager

As mentioned, the storage manager is a simple abstraction that groups all available stor-
age instances and includes a mechanism for selecting the appropriate storage based on
predefined strategies. These strategies are also designed to be easily extended.

Strategies

Strategies define the logic for selecting which storage instance to use when saving a file.
The current implementation supports four strategies:

e round-robin: Cycles through the configured storage instances sequentially for each
new file.

e in-order: Uses storage instances in the order they are listed, filling each one before
moving to the next.

e split: Distributes files according to a specified percentage split between storage
instances.

e least-used: Dynamically selects the storage with the lowest usage.

This system enables a wide range of use cases, such as distributing cache files across
multiple disks, combining local and remote storage, or easily adding new storage types. For
example, local storage can be used by default, with an S3 storage configured as a fallback
once all local options are full.

Garbage collection

Over time, stored files can become outdated or unnecessary, requiring periodic cleaning to
maintain efficient storage usage. Garbage collection automates this process. Each cache
instance runs its own garbage collector thread, which identifies and removes orphaned files
that are no longer needed. Additionally, a retention period can be configured for each
cache instance (default: 4 days). Files older than this period are considered expired and
are eligible for deletion. However, a file is only removed if all packages that refer to it have
also surpassed their respective retention periods. By default, the garbage collection runs
every 12 hours.

3.2.7 Configuration

To support a stateless and reproducible deployment approach, changes to the configuration
mechanism were necessary. The previous version used a small configuration file stored in
the server directory. This file contained fields such as hostname, cache-dir, server-port,
database, deploy-port, and secret. All other configuration parameters had to be sup-
plied via command-line arguments. The new version replaces this system entirely with a
single YAML? configuration file, where all parameters can be specified. The command-line
configuration is no longer required. By default, the application automatically looks for the
file at $XDG_CONFIG_HOME/cache-server/config.yaml. The following sections describe
this new configuration format in detail.

*https://yaml.org/
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Validation

When the main server starts, it loads the configuration file and validates it using a dedicated
validation module. This module checks that all required fields are present, ensures that the
file is valid YAML, verifies that the values are of the correct data types, and confirms that
all the references exist. If any issues are found, the module outputs a list of errors so that
the user can correct them.

Applying the Configuration

Once the configuration file passes validation, it is applied. During this process, the appli-
cation ensures consistency between the configuration file and the database. Any changes
made to the configuration file are reflected in the database, and deleted entries are also
cleaned up to maintain synchronization.

Server Settings

The server configuration section includes all the parameters from the previous version, with
additional fields to support Distributed Hash Table functionality. These new fields include:

e dht-port: the port used for DHT communication
e dht-bootstrap-host: the hostname of a bootstrap node in the DHT network
e dht-bootstrap-port: the port of the bootstrap node

e standalone:a flag indicating whether the server should operate independently without
joining a DHT

An example server configuration is shown in Figure 3.3.

server:
database: "node.db" # SQLite database file
hostname: "0.0.0.0" # Bind address
standalone: false # Operate in standalone mode (no DHT)
dht-port: 4222 # Port for DHT communication
dht-bootstrap-host: "other-node" # Bootstrap node for DHT
dht-bootstrap-port: 4223 # Bootstrap node port
server—-port: 5001 # HTTP API port
deploy-port: 5002 # Deployment API port
key: "your-secret-key-here" # JWT Authentication key
default-retention: 4 # Default retention period (days)
default-port: 8080 # Default HTTP port

Figure 3.3: Server YAML configuration example

Cache Instance Settings

Cache instances are defined in the caches list. Each cache can specify several parameters,
including:
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« name: the name of the cache instance

o retention: the retention period in days (overrides the default)

o port: the port used for serving this cache (overrides the default)

o storage-strategy: the strategy for selecting storage (if applicable)

e storages: a list of one or more storage instances associated with the cache

An example cache configuration is shown in Figure 3.4.

caches:
- name: "main" # Cache name
retention: 7 # Override default retention (days)
port: 8081 # Override default port
storages:
- name: "local-fast"
type: "local"
root: "binary-caches" # Local path
- name: "backup"
port: 8082
storages:
- name: "small"
type: "local"
root: "/Volumes/USB/small"

Figure 3.4: Cache instances YAML configuration example

Storage Instance Settings
Each storage instance must define the following required fields:
e name: the identifier for the storage
e type: the storage type, either local or s3
o root: the root directory (for local) or folder path within the bucket (for S3)
If the storage type is set to s3, the following additional fields are also required:
e s3_bucket: the name of the S3 bucket
o s3_region: the AWS region of the bucket
e s3_access_key: the AWS access key
e s3_secret_key: the AWS secret key

If the storage-strategy is set to “split”, then each storage instance must also include
a split field, indicating the percentage of cache data to store. The total sum of all “split”
values for a cache must equal 100, which is automatically validated. An example storage
configuration is shown in Figure 3.5.
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caches:

storage-strategy: "split"
storages:
- name: "local-fast"
type: "local"
root: "binary-caches"
split: 40
- name: "remote"

type: "s3"
root: "binary-caches" # Folder within bucket
split: 60

s3_bucket: "cache-1"
s3_region: "eu-central-1"
s3_access_key: "access-key"
s3_secret_key: "secret-key"

Figure 3.5: Storage instances YAML configuration example

Workspace and Agent Settings

To enable Cachix deployment capabilities, both workspaces and agents must be configured.
Each workspace requires:

e name: the name of the workspace

e cache: the name of an existing cache associated with the workspace

Each agent requires:

e name: the identifier of the agent

e workspace: the name of an existing workspace to which the agent belongs

An example configuration of workspaces and agents is shown in Figure 3.6.

workspaces:
- name: "workspacel"
cache: "first"

agents:
- name: "agentl"
workspace: "workspacel"

Figure 3.6: Workspaces and agents YAML configuration example

3.2.8 Distributed Nature

In this application, the only data that must be distributed are: (1) metadata about a
single binary cache instance, such as its ID, name, url, port, and other details as shown in
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Figure 3.7; and (2) key-value pairs that map package filenames to the ID of the cache that
stores them.

{

"id": "d0749a5f-28ee-11£0-a4b8-932e£30d2b9d",

"name": "first",

"url": "http://first.0.0.0.0",

"token": "...",

"access": "public",

"port": 8081,

"metrics": {
"cache_id": "d0749abf-28ee-11f0-a4b8-932e£30d42b94d",
"request_count": O,
"hit_count": O,
"miss_count": O,
"total_response_time": 0.0,
"last_update_time": 1746460636.5335681,
"load_score": 0.0

Figure 3.7: Information about binary cache stored in DHT

Remote Cache

Each cache instance has access to a module that enables it to retrieve packages available
in other cache instances within the same DHT network. The retrieval process works as
follows: When a package is requested, the cache first checks its “local” storage. If the
package is not found, it then checks other public cache instances configured on the same
server. If the package is still not located, a DHT get request is sent to the main server
endpoint using the store_hash of the desired package. The server responds with identifiers
of all cache instances in the network that hold the requested package. Next, a selection
mechanism determines the optimal cache instance to retrieve the package. This mechanism
considers the load score (as described in Section 3.2.4), the latency of the last request,
and whether the instance is currently alive. Once the best cache is selected, the package
request is sent to it. Because cache instances are mutually trusted, the response is re-signed
by the current cache so that it can be accepted by the client machine. To minimize repeated
remote requests, the package references are cached during the initial request. This avoids
rerunning the selection process for each reference during subsequent accesses. The sequence
of these steps is illustrated in Figure 3.8.

Data perseverance

To ensure the persistence of the data in the DHT network, several mechanisms are used.
Information about each cache instance is periodically posted to the network, ensuring that
metadata remain up-to-date. Key-value entries linking packages to their respective cache
instances are guaranteed to be accurate as long as the originating node remains online.
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To increase resilience, these data are automatically replicated to multiple nodes. This
replication ensures continued availability even in the event of temporary node outages. In
addition, all essential data are stored in a local database. This allows the system to restore
its state upon restart, even after an extended downtime.
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Chapter 4

Implementation

The program is built to support a distributed setup using specific tools and technologies.
The following is an overview of its structure, the technologies used, how it was tested, and
how to use it. Information about the implementation of the previous version was found in
Marek Krizan’s thesis [14], and it is presented here in a similar manner.

4.1 Used technology

The application continues to use Python, remaining consistent with its previous version. It
has been updated to Python 3.12 to ensure compatibility with newer packages and longer
support. Python was originally chosen for its rich library ecosystem and its strong support
in NixPkgs.

Previously used technologies

Most of the core modules remain unchanged from the previous version. These include:

« http.server' — serves as a basic HTTP server

« websockets’ — handles WebSocket communication
e pyjwt® — creates and verifies JSON Web Tokens (JWTs)
e ed25519" - signs and verifies messages with Ed25519
« sqlite3’ - stores data in a SQLite database
e others — built-in modules such as base64, json, os, sys, shutil, re, uuid, and
more..
Newly introduced technologies

Several new modules have been introduced in this version to support additional functionality
and improvements:

"https://docs.python.org/3/library/http.server.html
“https://websockets.readthedocs.io/
3https://pyjwt.readthedocs.io/
“https://pypi.org/project/ed25519/
Shttps://docs.python.org/3/1library/sqlite3.html
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 opendht’ — manages the Distributed Hash Table (DHT) network

e pyyaml’ — used for reading and writing YAML configuration files; replaces the previ-
ously used configparser

e boto3® — connects to AWS S3 for external storage integration
« mypy’ — used during development to perform static type checking

e others — built-in modules such as time, threading, multiprocessing, typing and
more...

4.1.1 OpenDHT

One key component of the application is OpenDHT, a distributed hash table implementation
written in C++17 based on Kademlia'’. Provides tools such as DHT nodes, proxies, clusters,
an HTTP server, and a C++ library for building additional tools. Fortunately, OpenDHT also
offers Python bindings, making integration with this project possible.

However, there is no existing Nix package that provides these bindings as a Python
package. To solve this, a custom derivation was written using buildPythonPackage, with
the existing Nix expression for building the C++ OpenDHT tools used as a reference.'' This
derivation is located in the project root as opendht.nix.

4.1.2 Mypy

Python is a dynamically typed language, which means that types are not required. The
previous implementation did not include any type annotations. For this version, mypy was
introduced to enforce static type check. All aspects of the code are now statically typed
and checked using mypy during development.

To configure mypy, a configuration file called mypy.ini was added to the root folder of
the project. Furthermore, custom typings for ed25519 and OpenDHT were added because
the base mypy did not provide types for these libraries.

4.2 Program Structure

Source files are organized into modules. Some of them are placed in their own folders
because they are made up of multiple files. These typically include a base class that
acts as the central integration point. This is the case for the cache, commands, config,
parser, and storage modules. Other modules are simpler and usually consist of a single
file containing all required functionality. Several modules have been significantly redesigned
since the previous version, including api, cache, commands, config, and parser. New
modules include storage and dht. The rest, such as database, store_path, workspace,
and agent, have remained mostly unchanged.

®https://github.com/savoirfairelinux/opendht

"https://pyyaml.org/

8https://boto3.amazonaws.com/v1/documentation/api/latest/index.html

“https://mypy-lang.org/
Onttps://pdos.csail.mit.edu/~petar/papers/maymounkov-kademlia-1ncs.pdf
1 opendht.nix
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4.2.1 Modules

This section provides an overview of all modules in the program, with a focus on the newly
introduced and heavily redesigned ones.

API Module

The API module was split into two files to separate the HTTP servers. This change was
made to improve readability and reduce file length, which had grown significantly. Both
cache.py and server.py define HTTP server classes and the endpoints they expose. Al-
though they serve different parts of the system, their purpose is similar: to handle incoming
HTTP requests and route them to the appropriate logic.

Cache Module

In the previous version, the cache module consisted of a single file. It has since been
refactored into multiple components, with most logic now organized under a base class in
base.py. The module has been extended with the following files:

e manager.py — manages all cache processes and is used during system startup
e metrics.py — adds capabilities to record and store various cache metrics

e remote.py — provides functionality for remote access to other cache instances
e access.py — defines an enum of possible access types for the binary cache

e constants.py — contains constants for weights and time intervals

The main purpose of this module is to model the binary cache within the system. It
now also handles cache usage metrics and supports remote access.

Parser Module

The parser module was created to make the parsing and adding new arguments easier and
more maintainable. It now consists of a separate file for each possible command, along
with a base class that ties them together into a single parse function. Although the CLI
has been replaced by a configuration-based approach and the parser is no longer actively
used in the current solution, the module was redesigned and retained for potential future
development.

Command Module

The command module used to be closely connected to the parser module because commands
were triggered based on arguments passed to the program. It has been redesigned to better
support the new way of handling arguments and to allow direct usage from within the code.
Commands like creating, starting, or updating models are now called internally instead of
from the command line.

The module now consists of the following files:

e base.py — defines a base class for commands that works with the registry
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e registry.py — collects and manages all available commands and provides a unified
way to execute them

e cache.py — contains commands related to the cache
e store_path.py — contains commands related to store path operations
e agent.py — contains commands for the agent component

e workspace.py — contains commands for workspace management

Config Module

The previous configuration system used configparser, but it has been redesigned to use
pyyaml for greater flexibility in configuration options. The main configuration parsing is
now handled by the new base.py, which has been extended with the following components:

e validator.py — validates the current configuration

e manager.py — applies the validated configuration to the system

DHT Module

This module extends the capabilities of both the main server and the cache instance server
by enabling communication with the DHT network. Implements node.py, which abstracts
the OpenDHT library to allow server access to the node, and client.py, which enables the
cache instance to make requests to the main server to access the DHT node as well.

Storage Module

The most significant addition to the application is its new storage capability. The im-
plementation began with the creation of an abstract base class, along with type.py and
config.py, which define the parameters required by all storage classes. These components
enable the development of concrete implementations for different storage providers, such
as local storage and S3, which are located in the /storage/providers directory. A fac-
tory, a registry class, and an __init.py__ file were then added to automatically load new
storage classes into the system. To integrate a new provider, simply add a new file to the
/storage/providers directory, implement the class, and register the new type in the enum
defined in type.py. The system will handle the rest automatically. The manager.py was
added to provide an abstraction over multiple storage instances, making it easier for the
binary cache to use them seamlessly. Lastly, a new mechanism for adding storage strategies
was introduced through the strategies.py file. To add a new strategy, simply define a
new function and register it in the enum.

4.3 Usage

Due to the nature of Nix, getting this application up and running is very straightforward.
The following outline the basic steps required to launch the application.

First, the application must be built. When inside the project root directory, running
the nix-build command will prompt Nix to automatically detect the default.nix file and
build all necessary components. Once the build process is completed, the resulting files will
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be available in the /result directory. The main executable, cache-server, can be found
in /result/bin/.

From this point on, the server can run as any other binary using the command
./result/bin/cache-server. Before running the server, a configuration file must be cre-
ated at $XDG_CONFIG_HOME/cache-server/config.yaml. For guidance on writing this
configuration, see the configuration section 3.2.7 or the project’s README file. Once the
configuration is in place, the server can be started using the aforementioned command.

4.3.1 Development

A development environment is also provided for convenience. Instead of using nix-build,
executing the nix-shell command will create a development shell based on the shell.nix
file located at the root of the project. Within this shell, the server can be launched us-
ing the included server.sh script, assuming that the configuration file has already been
created. Static analysis can also be performed using mypy by running the command mypy
cache_server_app/main.py. The mypy tool is included by default in the development
environment.

4.3.2 Things to Keep in Mind

One important detail to note is that the Cachix client expects the binary cache server to be
accessible on port 80. This means that the server must either be run directly on port 80 or
have traffic redirected to it from that port. However, binding to port 80 may be restricted
by the operating system, as it typically requires elevated privileges. A common workaround
is to configure a reverse proxy, such as nginx”, to forward requests from port 80 to the
actual port on which cache-server is running. Other traffic forwarding mechanisms may
also be used depending on the system configuration.

This is not a limitation of the cache-server application itself but rather a constraint
imposed by the Cachix client and operating system policies.

4.4 Testing

A testing environment was set up consisting of an nginx server, which forwards traffic to
the appropriate destinations. This setup included two cache-server instances and two
Cachix client instances.

Due to the nature of the project, most of the tests were performed manually. The testing
procedure involved using two cache server instances and two Cachix clients to simulate
remote delivery of packages. In this setup, the first client uploads a file to the cache via the
first server, and the second client connects to the second server to download the package.
This method was used to test various features of the application.

An example of the nginz configuration used in this setup can be found in Appendix A.

2https://nginx.org/
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Chapter 5

Evaluation and Feedback

One of the key objectives of this work was to create a scalable solution. This chapter
evaluates the scalability of the project and presents feedback gathered from a professional
audience.

5.1 Scalability Evaluation

As discussed in the Scaling section of the Theory chapter 2.1, there are two types of scal-
ability: horizontal and vertical. This solution supports both types across multiple layers.
The most straightforward approach is to add more nodes to the DHT network. Another
option is to increase the number of storage instances within a single binary cache instance.
In addition, more cache instances can be added. An alternative is to use S3 type storage,
which can provide “unlimited” storage for a cache instance. Lastly, simply upgrading the
disk size of a storage instance is a way to scale vertically. These options are illustrated in

Figure 5.1.
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Figure 5.1: Evaluation of solution scaling
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5.2 Feedback

To assess the impact of this work and collect feedback on its implementation, a post was
created on the NixOS Discourse community forum'. The feedback received was positive,
with several insightful questions and comments.

Some of the key questions are presented below. Note that the questions and answers

were edited to remain concise.

¢ Does the system support global deduplication, like Attic?
The answer is no, it does not. Each cache instance can have multiple storages, and
public cache instances (or also a whole nodes) are mutually trusting. Some duplication
can occur on tenant level but not on storage level.

e It can use a local filesystem, an S3 store, or a mix of both? Since S3 is
already highly available, what are the benefits?
Yes, you can freely combine different storage options as needed, which is especially
useful for local storage setups and defining how data is distributed, such as filling
them sequentially. You can also configure an S3 backend as a fallback. However, if
you’re only using S3, this setup won’t offer much additional benefit.

e Since OpenDHT is in memory, what happens after complete failure of all
nodes?
Even if all nodes go offline, the system can automatically reload all data from the
local database.

e Are there plans to add garbage collection strategies such as LRU?
At the moment, there are no additional garbage collection strategies planned, but I
agree it would be a good idea to make this more configurable in the future.

One community member also found a bug: garbage collection did not check for references.
This issue was identified and fixed thanks to their comment.

Within three days, the post received more than 400 views, nearly 30 likes, and the
GitHub repository” gained more than 20 stars.

5.3 Future Improvements

As is evident from the feedback, there are always areas where the software can be improved.
The following is a list of potential improvements that could be implemented in the future.

e Global deduplication: Enable deduplication across all layers of the system to reduce
redundant data.

e Monitoring and logging: Provide more advanced monitoring and debugging capa-
bilities.

e Automated testing: Develop a suite of tests to ensure system reliability.

e Garbage collection: Introduce additional strategies, such as LRU, and make the
system more extensible for future methods.

"https://discourse.nixos.org/t/63837
“https://github.com/mifka01/cache-server
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Chapter 6

Conclusion

The primary objective of this thesis was to improve and extend the Nix binary cache
server, with a key focus on scalability and distribution. This required exploring broader
topics such as distributed storage systems and the Nix ecosystem. Although both subjects
can be challenging, especially for newcomers, the Theory chapter aimed to provide clear
explanations of the most important concepts. It included discussions on the benefits and
drawbacks of distributed storage, its architectural models, and the CAP theorem.

The thesis also introduced various aspects of Nix. It began with the Nix programming
language, including a detailed explanation of Nix derivations and how to create them man-
ually. Then, it examined Nix as a package manager, focusing on closures, the Nix store, the
Nix archive format, and garbage collection. The work also presented Nix as an operating
system, highlighting its key features. Finally, the Nix binary cache was described as an
important component of the Nix ecosystem.

Building on this theoretical foundation, a new solution was proposed to address the
limitations of the previous implementation. The design and implementation demonstrated
how distribution can be integrated and how data storage can be managed more effectively.
In addition, a new approach was introduced to make the configuration more approachable.

Another significant aspect of the work was the evaluation of scalability, which showed
that the system can scale across multiple layers.

Thanks to the welcoming NixOS community, it was possible to receive valuable feedback
on the implementation. This feedback confirmed that the work is relevant, has practical
value and has already helped identify areas for future improvement.
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Appendix A

Example of nginx configuration

http {
include /etc/nginx/mime.types;
default_type application/octet-stream;

client_max_body_size O0;
server {
listen 80;

server_name first.0.0.0.0;

location / {
proxy_pass http://cache_server:8081;

}
}
server {
listen 80;
server_name second.0.0.0.0;
location / {
proxy_pass http://cache_server:8082;
}
}
server {
listen 80;
server_name third.0.0.0.0;
location / {
proxy_pass http://cache_server_two:8084;
}
}
server {
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listen 80 default_server;
server_name localhost;

location /ws {
proxy_pass http://cache_server:5002;
proxy_set_header Upgrade $http_upgrade;
proxy_set_header Connection "upgrade";
proxy_http_version 1.1;

location /api/v1/deploy/log/ {
proxy_pass http://cache_server:5002;
proxy_set_header Upgrade $http_upgrade;
proxy_set_header Connection "upgrade";
proxy_http_version 1.1;

location / {
proxy_pass http://cache_server:5001;
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